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Overview

This chapter will introduce you to the overall framework of MMPose and provide links to detailed tutorials.


What is MMPose

[image: overview]

MMPose is a Pytorch-based pose estimation open-source toolkit, a member of the OpenMMLab Project [https://github.com/open-mmlab]. It contains a rich set of algorithms for 2d multi-person human pose estimation, 2d hand pose estimation, 2d face landmark detection, 133 keypoint whole-body human pose estimation, fashion landmark detection and animal pose estimation as well as related components and modules, below is its overall framework.

MMPose consists of 8 main components:


	apis provides high-level APIs for model inference


	structures provides data structures like bbox, keypoint and PoseDataSample


	datasets supports various datasets for pose estimation


	transforms contains a lot of useful data augmentation transforms






	codecs provides pose encoders and decoders: an encoder encodes poses (mostly keypoints) into learning targets (e.g. heatmaps), and a decoder decodes model outputs into pose predictions


	models provides all components of pose estimation models in a modular structure


	pose_estimators defines all pose estimation model classes


	data_preprocessors is for preprocessing the input data of the model


	backbones provides a collection of backbone networks


	necks contains various neck modules


	heads contains various prediction heads that perform pose estimation


	losses contains various loss functions






	engine provides runtime components related to pose estimation


	hooks provides various hooks of the runner






	evaluation provides metrics for evaluating model performance


	visualization is for visualizing skeletons, heatmaps and other information







How to Use this Guide

We have prepared detailed guidelines for all types of users:


	For installation instrunctions:


	Installation






	For the basic usage of MMPose:


	A 20-minute Tour to MMPose


	Demos


	Inference


	Configs


	Prepare Datasets


	Train and Test


	Deployment


	Model Analysis


	Dataset Annotation and Preprocessing






	For developers who wish to develop based on MMPose:


	Learn about Codecs


	Dataflow in MMPose


	Implement New Models


	Customize Datasets


	Customize Data Transforms


	Customize Optimizer


	Customize Logging


	Migration Guide






	For researchers and developers who are willing to contribute to MMPose:


	Contribution Guide






	For some common issues, we provide a FAQ list:


	FAQ














            

          

      

      

    

  

    
      
          
            
  
Installation

We recommend that users follow our best practices to install MMPose. However, the whole process is highly customizable. See Customize Installation section for more information.


	Installation


	Prerequisites


	Best Practices


	Build MMPose from source


	Install as a Python package






	Customize Installation


	CUDA versions


	Install MMEngine without MIM


	Install MMCV without MIM


	Install on CPU-only platforms


	Install on Google Colab


	Using MMPose with Docker






	Verify the installation


	Trouble shooting










Prerequisites

In this section we demonstrate how to prepare an environment with PyTorch.

MMPose works on Linux, Windows and macOS. It requires Python 3.7+, CUDA 9.2+ and PyTorch 1.8+.

If you are experienced with PyTorch and have already installed it, you can skip this part and jump to the MMPose Installation. Otherwise, you can follow these steps for the preparation.

Step 0. Download and install Miniconda from the official website [https://docs.conda.io/en/latest/miniconda.html].

Step 1. Create a conda environment and activate it.

conda create --name openmmlab python=3.8 -y
conda activate openmmlab





Step 2. Install PyTorch following official instructions [https://pytorch.org/get-started/locally/], e.g.

On GPU platforms:

conda install pytorch torchvision -c pytorch






Warning

This command will automatically install the latest version PyTorch and cudatoolkit, please check whether they match your environment.



On CPU platforms:

conda install pytorch torchvision cpuonly -c pytorch





Step 3. Install MMEngine [https://github.com/open-mmlab/mmengine] and MMCV [https://github.com/open-mmlab/mmcv/tree/2.x] using MIM [https://github.com/open-mmlab/mim].

pip install -U openmim
mim install mmengine
mim install "mmcv>=2.0.1"





Note that some of the demo scripts in MMPose require MMDetection [https://github.com/open-mmlab/mmdetection] (mmdet)  for human detection. If you want to run these demo scripts with mmdet, you can easily install mmdet as a dependency by running:

mim install "mmdet>=3.1.0"






Note

Here are the version correspondences between mmdet, mmpose and mmcv:


	mmdet 2.x <=> mmpose 0.x <=> mmcv 1.x


	mmdet 3.x <=> mmpose 1.x <=> mmcv 2.x




If you encounter version incompatibility issues, please check the correspondence using pip list | grep mm and upgrade or downgrade the dependencies accordingly. Please note that mmcv-full is only for mmcv 1.x, so please uninstall it first, and then use mim install mmcv to install mmcv 2.x.






Best Practices


Build MMPose from source

To develop and run mmpose directly, install it from source:

git clone https://github.com/open-mmlab/mmpose.git
cd mmpose
pip install -r requirements.txt
pip install -v -e .
# "-v" means verbose, or more output
# "-e" means installing a project in editable mode,
# thus any local modifications made to the code will take effect without reinstallation.








Install as a Python package

To use mmpose as a dependency or third-party package, install it with pip:

mim install "mmpose>=1.1.0"










Verify the installation

To verify that MMPose is installed correctly, you can run an inference demo with the following steps.

Step 1. We need to download config and checkpoint files.

mim download mmpose --config td-hm_hrnet-w48_8xb32-210e_coco-256x192  --dest .





The downloading will take several seconds or more, depending on your network environment. When it is done, you will find two files td-hm_hrnet-w48_8xb32-210e_coco-256x192.py and td-hm_hrnet-w48_8xb32-210e_coco-256x192-0e67c616_20220913.pth in your current folder.

Step 2. Run the inference demo.

Option (A). If you install mmpose from source, just run the following command under the folder $MMPOSE:

python demo/image_demo.py \
    tests/data/coco/000000000785.jpg \
    td-hm_hrnet-w48_8xb32-210e_coco-256x192.py \
    td-hm_hrnet-w48_8xb32-210e_coco-256x192-0e67c616_20220913.pth \
    --out-file vis_results.jpg \
    --draw-heatmap





If everything goes fine, you will be able to get the following visualization result from vis_results.jpg in your current folder, which displays the predicted keypoints and heatmaps overlaid on the person in the image.

[image: image]

Option (B). If you install mmpose with pip, open you python interpreter and copy & paste the following codes.

from mmpose.apis import inference_topdown, init_model
from mmpose.utils import register_all_modules

register_all_modules()

config_file = 'td-hm_hrnet-w48_8xb32-210e_coco-256x192.py'
checkpoint_file = 'td-hm_hrnet-w48_8xb32-210e_coco-256x192-0e67c616_20220913.pth'
model = init_model(config_file, checkpoint_file, device='cpu')  # or device='cuda:0'

# please prepare an image with person
results = inference_topdown(model, 'demo.jpg')





The demo.jpg can be downloaded from Github [https://raw.githubusercontent.com/open-mmlab/mmpose/main/tests/data/coco/000000000785.jpg].

The inference results will be a list of PoseDataSample, and the predictions are in the pred_instances, indicating the detected keypoint locations and scores.


Note

MMCV version should match PyTorch version strictly. If you encounter the following issues:


	No module named ‘mmcv.ops’


	No module named ‘mmcv._ext’




It means that the current PyTorch version does not match the CUDA version. You can check the CUDA version using nvidia-smi, and it should match the +cu1xx in PyTorch version in pip list | grep torch. Otherwise, you need to uninstall PyTorch and reinstall it, then reinstall MMCV (the installation order CAN NOT be swapped).






Customize Installation


CUDA versions

When installing PyTorch, you need to specify the version of CUDA. If you are not clear on which to choose, follow our recommendations:


	For Ampere-based NVIDIA GPUs, such as GeForce 30 series and NVIDIA A100, CUDA 11 is a must.


	For older NVIDIA GPUs, CUDA 11 is backward compatible, but CUDA 10.2 offers better compatibility and is more lightweight.




Please make sure the GPU driver satisfies the minimum version requirements. See this table [https://docs.nvidia.com/cuda/cuda-toolkit-release-notes/index.html#cuda-major-component-versions__table-cuda-toolkit-driver-versions] for more information.

Installing CUDA runtime libraries is enough if you follow our best practices, because no CUDA code will be compiled locally. However if you hope to compile MMCV from source or develop other CUDA operators, you need to install the complete CUDA toolkit from NVIDIA’s website [https://developer.nvidia.com/cuda-downloads], and its version should match the CUDA version of PyTorch. i.e., the specified version of cudatoolkit in conda install command.




Install MMEngine without MIM

To install MMEngine with pip instead of MIM, please follow MMEngine installation guides [https://mmengine.readthedocs.io/zh_CN/latest/get_started/installation.html].

For example, you can install MMEngine by the following command.

pip install mmengine








Install MMCV without MIM

MMCV contains C++ and CUDA extensions, thus depending on PyTorch in a complex way. MIM solves such dependencies automatically and makes the installation easier. However, it is not a must.

To install MMCV with pip instead of MIM, please follow MMCV installation guides [https://mmcv.readthedocs.io/en/2.x/get_started/installation.html]. This requires manually specifying a find-url based on PyTorch version and its CUDA version.

For example, the following command install mmcv built for PyTorch 1.10.x and CUDA 11.3.

pip install 'mmcv>=2.0.1' -f https://download.openmmlab.com/mmcv/dist/cu113/torch1.10/index.html








Install on CPU-only platforms

MMPose can be built for CPU only environment. In CPU mode you can train, test or inference a model.

However, some functionalities are missing in this mode, usually GPU-compiled ops like Deformable Convolution. Most models in MMPose don’t depend on these ops, but if you try to train/test/infer a model containing these ops, an error will be raised.




Install on Google Colab

Google Colab [https://colab.research.google.com/] usually has PyTorch installed,
thus we only need to install MMEngine, MMCV and MMPose with the following commands.

Step 1. Install MMEngine [https://github.com/open-mmlab/mmengine] and MMCV [https://github.com/open-mmlab/mmcv/tree/2.x] using MIM [https://github.com/open-mmlab/mim].

!pip3 install openmim
!mim install mmengine
!mim install "mmcv>=2.0.1"





Step 2. Install MMPose from the source.

!git clone https://github.com/open-mmlab/mmpose.git
%cd mmpose
!pip install -e .





Step 3. Verification.

import mmpose
print(mmpose.__version__)
# Example output: 1.1.0






Note

Note that within Jupyter, the exclamation mark ! is used to call external executables and %cd is a magic command [https://ipython.readthedocs.io/en/stable/interactive/magics.html#magic-cd] to change the current working directory of Python.






Using MMPose with Docker

We provide a Dockerfile [https://github.com/open-mmlab/mmpose/blob/master/docker/Dockerfile] to build an image. Ensure that your docker version [https://docs.docker.com/engine/install/] >=19.03.

# build an image with PyTorch 1.8.0, CUDA 10.1, CUDNN 7.
# If you prefer other versions, just modified the Dockerfile
docker build -t mmpose docker/





Important: Make sure you’ve installed the nvidia-container-toolkit [https://docs.nvidia.com/datacenter/cloud-native/container-toolkit/install-guide.html#docker].

Run it with

docker run --gpus all --shm-size=8g -it -v {DATA_DIR}:/mmpose/data mmpose





{DATA_DIR} is your local folder containing all the datasets for mmpose.


Note

If you encounter the error message like permission denied, please add sudo at the start of the command and try it again.








Trouble shooting

If you have some issues during the installation, please first view the FAQ page.
You may open an issue [https://github.com/open-mmlab/mmpose/issues/new/choose] on GitHub if no solution is found.







            

          

      

      

    

  

    
      
          
            
  
A 20-minute Tour to MMPose

MMPose 1.0 is built upon a brand-new framework. For developers with basic knowledge of deep learning, this tutorial provides a overview of MMPose 1.0 framework design. Whether you are a user of the previous version of MMPose, or a beginner of MMPose wishing to start with v1.0, this tutorial will show you how to build a project based on MMPose 1.0.


Note

This  tutorial covers what developers will concern when using MMPose 1.0:


	Overall code architecture


	How to manage modules with configs


	How to use my own custom datasets


	How to add new modules(backbone, head, loss function, etc.)






The content of this tutorial is organized as follows:


	A 20 Minute Guide to MMPose Framework


	Structure


	Overview


	Step1: Configs


	Step2: Data


	Dataset Meta Information


	Dataset


	Pipeline


	i. Augmentation


	ii. Transformation


	iii. Encoding


	iv. Packing










	Step3: Model


	Data Preprocessor


	Backbone


	Neck


	Head













Structure

The file structure of MMPose 1.0 is as follows:

mmpose
|----apis
|----structures
|----datasets
     |----transforms
|----codecs
|----models
     |----pose_estimators
     |----data_preprocessors
     |----backbones
     |----necks
     |----heads
     |----losses
|----engine
     |----hooks
|----evaluation
|----visualization






	apis provides high-level APIs for model inference


	structures provides data structures like bbox, keypoint and PoseDataSample


	datasets supports various datasets for pose estimation


	transforms contains a lot of useful data augmentation transforms






	codecs provides pose encoders and decoders: an encoder encodes poses (mostly keypoints) into learning targets (e.g. heatmaps), and a decoder decodes model outputs into pose predictions


	models provides all components of pose estimation models in a modular structure


	pose_estimators defines all pose estimation model classes


	data_preprocessors is for preprocessing the input data of the model


	backbones provides a collection of backbone networks


	necks contains various neck modules


	heads contains various prediction heads that perform pose estimation


	losses contains various loss functions






	engine provides runtime components related to pose estimation


	hooks provides various hooks of the runner






	evaluation provides metrics for evaluating model performance


	visualization is for visualizing skeletons, heatmaps and other information







Overview

[image: overall-en]

Generally speaking, there are five parts developers will use during project development:


	General: Environment, Hook, Checkpoint, Logger, etc.


	Data: Dataset, Dataloader, Data Augmentation, etc.


	Training: Optimizer, Learning Rate Scheduler, etc.


	Model: Backbone, Neck, Head, Loss function, etc.


	Evaluation: Metric, Evaluator, etc.




Among them, modules related to General, Training and Evaluation are often provided by the training framework MMEngine [https://github.com/open-mmlab/mmengine], and developers only need to call APIs and adjust the parameters.  Developers mainly focus on implementing the Data and Model parts.




Step1: Configs

In MMPose, we use a Python file as config for the definition and parameter management of the whole project. Therefore, we strongly recommend the developers who use MMPose for the first time to refer to Configs.

Note that all new modules need to be registered using Registry and imported in __init__.py in the corresponding directory before we can create their instances from configs.




Step2: Data

The organization of data in MMPose contains:


	Dataset Meta Information


	Dataset


	Pipeline





Dataset Meta Information

The meta information of a pose dataset usually includes the definition of keypoints and skeleton, symmetrical characteristic, and keypoint properties (e.g. belonging to upper or lower body, weights and sigmas). These information is important in data preprocessing, model training and evaluation. In MMpose, the dataset meta information is stored in configs files under $MMPOSE/configs/_base_/datasets [https://github.com/open-mmlab/mmpose/tree/main/configs/_base_/datasets].

To use a custom dataset in MMPose, you need to add a new config file of the dataset meta information. Take the MPII dataset ($MMPOSE/configs/_base_/datasets/mpii.py [https://github.com/open-mmlab/mmpose/blob/main/configs/_base_/datasets/mpii.py]) as an example. Here is its dataset information:

dataset_info = dict(
    dataset_name='mpii',
    paper_info=dict(
        author='Mykhaylo Andriluka and Leonid Pishchulin and '
        'Peter Gehler and Schiele, Bernt',
        title='2D Human Pose Estimation: New Benchmark and '
        'State of the Art Analysis',
        container='IEEE Conference on Computer Vision and '
        'Pattern Recognition (CVPR)',
        year='2014',
        homepage='http://human-pose.mpi-inf.mpg.de/',
    ),
    keypoint_info={
        0:
        dict(
            name='right_ankle',
            id=0,
            color=[255, 128, 0],
            type='lower',
            swap='left_ankle'),
        ## omitted
    },
    skeleton_info={
        0:
        dict(link=('right_ankle', 'right_knee'), id=0, color=[255, 128, 0]),
        ## omitted
    },
    joint_weights=[
        1.5, 1.2, 1., 1., 1.2, 1.5, 1., 1., 1., 1., 1.5, 1.2, 1., 1., 1.2, 1.5
    ],
    # Adapted from COCO dataset.
    sigmas=[
        0.089, 0.083, 0.107, 0.107, 0.083, 0.089, 0.026, 0.026, 0.026, 0.026,
        0.062, 0.072, 0.179, 0.179, 0.072, 0.062
    ])






	keypoint_info contains the information about each keypoint.


	name: the keypoint name. The keypoint name must be unique.


	id: the keypoint id.


	color: ([B, G, R]) is used for keypoint visualization.


	type: ‘upper’ or ‘lower’, will be used in data augmentation RandomHalfBody [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/common_transforms.py#L263].


	swap: indicates the ‘swap pair’ (also known as ‘flip pair’). When applying image horizontal flip, the left part will become the right part, used in data augmentation RandomFlip [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/common_transforms.py#L94]. We need to flip the keypoints accordingly.






	skeleton_info contains information about the keypoint connectivity, which is used for visualization.


	joint_weights assigns different loss weights to different keypoints.


	sigmas is used to calculate the OKS score. You can read keypoints-eval [https://cocodataset.org/#keypoints-eval] to learn more about it.




In the model config, the user needs to specify the metainfo path of the custom dataset (e.g. $MMPOSE/configs/_base_/datasets/{your_dataset}.py) as follows:

# dataset and dataloader settings
dataset_type = 'MyCustomDataset' # or 'CocoDataset'

train_dataloader = dict(
    batch_size=2,
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/train.json
        ann_file='annotations/train.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/train/c.jpg
        data_prefix=dict(img='train'),
        # specify the new dataset meta information config file
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
    )

val_dataloader = dict(
    batch_size=2,
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/val.json
        ann_file='annotations/val.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/val/c.jpg
        data_prefix=dict(img='val'),
        # specify the new dataset meta information config file
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
    )

test_dataloader = val_dataloader





More specifically speaking, if you organize your data as follows:

data
├── annotations
│   ├── train.json
│   ├── val.json
├── train
│   ├── images
│   │   ├── 000001.jpg
├── val
│   ├── images
│   │   ├── 000002.jpg





You need to set your config as follows:

dataset=dict(
    ...
    data_root='data/',
    ann_file='annotations/train.json',
    data_prefix=dict(img='train/images/'),
    ...),








Dataset

To use custom dataset in MMPose, we recommend converting the annotations into a supported format (e.g. COCO or MPII) and directly using our implementation of the corresponding dataset. If this is not applicable, you may need to implement your own dataset class.

More details about using custom datasets can be found in Customize Datasets.


Note

If you wish to inherit from the BaseDataset provided by MMEngine [https://github.com/open-mmlab/mmengine]. Please refer to this documents [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/basedataset.html] for details.




2D Dataset

Most 2D keypoint datasets in MMPose organize the annotations in a COCO-like style. Thus we provide a base class BaseCocoStyleDataset [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/base/base_coco_style_dataset.py] for these datasets. We recommend that users subclass BaseCocoStyleDataset [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/base/base_coco_style_dataset.py] and override the methods as needed (usually __init__() and _load_annotations()) to extend to a new custom 2D keypoint dataset.


Note

Please refer to COCO for more details about the COCO data format.



The bbox format in MMPose is in xyxy instead of xywh, which is consistent with the format used in other OpenMMLab projects like MMDetection [https://github.com/open-mmlab/mmdetection].  We provide useful utils for bbox format conversion, such as bbox_xyxy2xywh, bbox_xywh2xyxy, bbox_xyxy2cs, etc., which are defined in $MMPOSE/mmpose/structures/bbox/transforms.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/structures/bbox/transforms.py].

Let’s take the implementation of the CrowPose dataset ($MMPOSE/mmpose/datasets/datasets/body/crowdpose_dataset.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/body/crowdpose_dataset.py]) in COCO format as an example.

@DATASETS.register_module()
class CrowdPoseDataset(BaseCocoStyleDataset):
    """CrowdPose dataset for pose estimation.

    "CrowdPose: Efficient Crowded Scenes Pose Estimation and
    A New Benchmark", CVPR'2019.
    More details can be found in the `paper
    <https://arxiv.org/abs/1812.00324>`__.

    CrowdPose keypoints::

        0: 'left_shoulder',
        1: 'right_shoulder',
        2: 'left_elbow',
        3: 'right_elbow',
        4: 'left_wrist',
        5: 'right_wrist',
        6: 'left_hip',
        7: 'right_hip',
        8: 'left_knee',
        9: 'right_knee',
        10: 'left_ankle',
        11: 'right_ankle',
        12: 'top_head',
        13: 'neck'

    Args:
        ann_file (str): Annotation file path. Default: ''.
        bbox_file (str, optional): Detection result file path. If
            ``bbox_file`` is set, detected bboxes loaded from this file will
            be used instead of ground-truth bboxes. This setting is only for
            evaluation, i.e., ignored when ``test_mode`` is ``False``.
            Default: ``None``.
        data_mode (str): Specifies the mode of data samples: ``'topdown'`` or
            ``'bottomup'``. In ``'topdown'`` mode, each data sample contains
            one instance; while in ``'bottomup'`` mode, each data sample
            contains all instances in a image. Default: ``'topdown'``
        metainfo (dict, optional): Meta information for dataset, such as class
            information. Default: ``None``.
        data_root (str, optional): The root directory for ``data_prefix`` and
            ``ann_file``. Default: ``None``.
        data_prefix (dict, optional): Prefix for training data. Default:
            ``dict(img=None, ann=None)``.
        filter_cfg (dict, optional): Config for filter data. Default: `None`.
        indices (int or Sequence[int], optional): Support using first few
            data in annotation file to facilitate training/testing on a smaller
            dataset. Default: ``None`` which means using all ``data_infos``.
        serialize_data (bool, optional): Whether to hold memory using
            serialized objects, when enabled, data loader workers can use
            shared RAM from master process instead of making a copy.
            Default: ``True``.
        pipeline (list, optional): Processing pipeline. Default: [].
        test_mode (bool, optional): ``test_mode=True`` means in test phase.
            Default: ``False``.
        lazy_init (bool, optional): Whether to load annotation during
            instantiation. In some cases, such as visualization, only the meta
            information of the dataset is needed, which is not necessary to
            load annotation file. ``Basedataset`` can skip load annotations to
            save time by set ``lazy_init=False``. Default: ``False``.
        max_refetch (int, optional): If ``Basedataset.prepare_data`` get a
            None img. The maximum extra number of cycles to get a valid
            image. Default: 1000.
    """

    METAINFO: dict = dict(from_file='configs/_base_/datasets/crowdpose.py')





For COCO-style datasets, we only need to inherit from BaseCocoStyleDataset [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/base/base_coco_style_dataset.py] and specify METAINFO, then the dataset class is ready to use.




3D Dataset

we provide a base class BaseMocapDataset [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/base/base_mocap_dataset.py] for 3D datasets. We recommend that users subclass BaseMocapDataset [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/datasets/base/base_mocap_dataset.py] and override the methods as needed (usually __init__() and _load_annotations()) to extend to a new custom 3D keypoint dataset.






Pipeline

Data augmentations and transformations during pre-processing are organized as a pipeline. Here is an example of typical pipelines：

# pipelines
train_pipeline = [
    dict(type='LoadImage'),
    dict(type='GetBBoxCenterScale'),
    dict(type='RandomFlip', direction='horizontal'),
    dict(type='RandomHalfBody'),
    dict(type='RandomBBoxTransform'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='GenerateTarget', encoder=codec),
    dict(type='PackPoseInputs')
]
test_pipeline = [
    dict(type='LoadImage'),
    dict(type='GetBBoxCenterScale'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='PackPoseInputs')
]





In a keypoint detection task, data will be transformed among three scale spaces:


	Original Image Space: the space where the original images and annotations are stored. The sizes of different images are not necessarily the same


	Input Image Space: the image space used for model input. All images and annotations will be transformed into this space, such as 256x256, 256x192, etc.


	Output Space: the scale space where model outputs are located, such as 64x64(Heatmap)，1x1(Regression), etc. The supervision signal is also in this space during training




Here is a diagram to show the workflow of data transformation among the three scale spaces:

[image: tour_en]

In MMPose, the modules used for data transformation are under $MMPOSE/mmpose/datasets/transforms [https://github.com/open-mmlab/mmpose/tree/main/mmpose/datasets/transforms], and their workflow is shown as follows:

[image: transforms-en]


i. Augmentation

Commonly used transforms are defined in $MMPOSE/mmpose/datasets/transforms/common_transforms.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/common_transforms.py], such as RandomFlip [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L94], RandomHalfBody [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L263], etc. For top-down methods, Shift, Rotateand Resize are implemented by RandomBBoxTransform [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L433]. For bottom-up methods, BottomupRandomAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/bottomup_transforms.py#L134] is used.

Transforms for 3d pose data are defined in $MMPOSE/mmpose/datasets/transforms/pose3d_transforms.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/pose3d_transforms.py]


Note

Most data transforms depend on bbox_center and bbox_scale, which can be obtained by GetBBoxCenterScale [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L31].






ii. Transformation

For 2D image inputs, affine transformation is used to convert images and annotations from the original image space to the input space. This is done by TopdownAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/topdown_transforms.py#L14] for top-down methods and BottomupRandomAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/bottomup_transforms.py#L134] for bottom-up methods.

For pose lifting tasks, transformation is merged into Encoding.




iii. Encoding

In training phase, after the data is transformed from the original image space into the input space, it is necessary to use GenerateTarget [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L873] to obtain the training target(e.g. Gaussian Heatmaps). We name this process Encoding. Conversely, the process of getting the corresponding coordinates from Gaussian Heatmaps is called Decoding.

In MMPose, we collect Encoding and Decoding processes into a Codec, in which encode() and decode() are implemented.

Currently we support the following types of Targets.


	heatmap: Gaussian heatmaps


	keypoint_label: keypoint representation (e.g. normalized coordinates)


	keypoint_xy_label: axis-wise keypoint representation


	heatmap+keypoint_label: Gaussian heatmaps and keypoint representation


	multiscale_heatmap: multi-scale Gaussian heatmaps


	lifting_target_label: 3D lifting target keypoint representation




and the generated targets will be packed as follows.


	heatmaps: Gaussian heatmaps


	keypoint_labels: keypoint representation (e.g. normalized coordinates)


	keypoint_x_labels: keypoint x-axis representation


	keypoint_y_labels: keypoint y-axis representation


	keypoint_weights: keypoint visibility and weights


	lifting_target_label: 3D lifting target representation


	lifting_target_weight: 3D lifting target visibility and weights




Note that we unify the data format of top-down, pose-lifting and bottom-up methods, which means that a new dimension is added to represent different instances from the same image, in shape:

[batch_size, num_instances, num_keypoints, dim_coordinates]






	top-down and pose-lifting: [B, 1, K, D]


	bottom-up: [B, N, K, D]




The provided codecs are stored under $MMPOSE/mmpose/codecs [https://github.com/open-mmlab/mmpose/tree/main/mmpose/codecs].


Note

If you wish to customize a new codec, you can refer to Codec for more details.






iv. Packing

After the data is transformed, you need to pack it using PackPoseInputs [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/formatting.py].

This method converts the data stored in the dictionary results into standard data structures in MMPose, such as InstanceData, PixelData, PoseDataSample [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/structures/pose_data_sample.py], etc.

Specifically, we divide the data into gt (ground-truth) and pred (prediction), each of which has the following types:


	instances(numpy.array): instance-level raw annotations or predictions in the original scale space


	instance_labels(torch.tensor): instance-level training labels (e.g. normalized coordinates, keypoint visibility) in the output scale space


	fields(torch.tensor): pixel-level training labels or predictions (e.g. Gaussian Heatmaps) in the output scale space




The following is an example of the implementation of PoseDataSample [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/structures/pose_data_sample.py] under the hood:

def get_pose_data_sample(self):
    # meta
    pose_meta = dict(
        img_shape=(600, 900),   # [h, w, c]
        crop_size=(256, 192),   # [h, w]
        heatmap_size=(64, 48),  # [h, w]
    )

    # gt_instances
    gt_instances = InstanceData()
    gt_instances.bboxes = np.random.rand(1, 4)
    gt_instances.keypoints = np.random.rand(1, 17, 2)

    # gt_instance_labels
    gt_instance_labels = InstanceData()
    gt_instance_labels.keypoint_labels = torch.rand(1, 17, 2)
    gt_instance_labels.keypoint_weights = torch.rand(1, 17)

    # pred_instances
    pred_instances = InstanceData()
    pred_instances.keypoints = np.random.rand(1, 17, 2)
    pred_instances.keypoint_scores = np.random.rand(1, 17)

    # gt_fields
    gt_fields = PixelData()
    gt_fields.heatmaps = torch.rand(17, 64, 48)

    # pred_fields
    pred_fields = PixelData()
    pred_fields.heatmaps = torch.rand(17, 64, 48)
    data_sample = PoseDataSample(
        gt_instances=gt_instances,
        pred_instances=pred_instances,
        gt_fields=gt_fields,
        pred_fields=pred_fields,
        metainfo=pose_meta)

    return data_sample












Step3: Model

In MMPose 1.0, the model consists of the following components:


	Data Preprocessor: perform data normalization and channel transposition


	Backbone: used for feature extraction


	Neck: GAP，FPN, etc. are optional


	Head: used to implement the core algorithm and loss function




We define a base class BasePoseEstimator [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/models/pose_estimators/base.py] for the model in $MMPOSE/models/pose_estimators/base.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/pose_estimators/base.py]. All models, e.g. TopdownPoseEstimator [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/models/pose_estimators/topdown.py], should inherit from this base class and override the corresponding methods.

Three modes are provided in forward() of the estimator:


	mode == 'loss': return the result of loss function for model training


	mode == 'predict': return the prediction result in the input space, used for model inference


	mode == 'tensor': return the model output in the output space, i.e. model forward propagation only, for model export




Developers should build the components by calling the corresponding registry. Taking the top-down model as an example:

@MODELS.register_module()
class TopdownPoseEstimator(BasePoseEstimator):
    def __init__(self,
                 backbone: ConfigType,
                 neck: OptConfigType = None,
                 head: OptConfigType = None,
                 train_cfg: OptConfigType = None,
                 test_cfg: OptConfigType = None,
                 data_preprocessor: OptConfigType = None,
                 init_cfg: OptMultiConfig = None):
        super().__init__(data_preprocessor, init_cfg)

        self.backbone = MODELS.build(backbone)

        if neck is not None:
            self.neck = MODELS.build(neck)

        if head is not None:
            self.head = MODELS.build(head)






Data Preprocessor

Starting from MMPose 1.0, we have added a new module to the model called data preprocessor, which performs data preprocessings like image normalization and channel transposition. It can benefit from the high computing power of devices like GPU, and improve the integrity in model export and deployment.

A typical data_preprocessor in the config is as follows:

data_preprocessor=dict(
    type='PoseDataPreprocessor',
    mean=[123.675, 116.28, 103.53],
    std=[58.395, 57.12, 57.375],
    bgr_to_rgb=True),





It will transpose the channel order of the input image from bgr to rgb and normalize the data according to mean and std.




Backbone

MMPose provides some commonly used backbones under $MMPOSE/mmpose/models/backbones [https://github.com/open-mmlab/mmpose/tree/main/mmpose/models/backbones].

In practice, developers often use pre-trained backbone weights for transfer learning, which can improve the performance of the model on small datasets.

In MMPose, you can use the pre-trained weights by setting init_cfg in config:

init_cfg=dict(
    type='Pretrained',
    checkpoint='PATH/TO/YOUR_MODEL_WEIGHTS.pth'),





If you want to load a checkpoint to your backbone, you should specify the prefix:

init_cfg=dict(
    type='Pretrained',
    prefix='backbone.',
    checkpoint='PATH/TO/YOUR_CHECKPOINT.pth'),





checkpoint can be either a local path or a download link. Thus, if you wish to use a pre-trained model provided by Torchvision(e.g. ResNet50), you can simply use:

init_cfg=dict(
    type='Pretrained',
    checkpoint='torchvision://resnet50')





In addition to these commonly used backbones, you can easily use backbones from other repositories in the OpenMMLab family such as MMClassification, which all share the same config system and provide pre-trained weights.

It should be emphasized that if you add a new backbone, you need to register it by doing:

@MODELS.register_module()
class YourBackbone(BaseBackbone):





Besides, import it in $MMPOSE/mmpose/models/backbones/__init__.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/backbones/__init__.py], and add it to __all__.




Neck

Neck is usually a module between Backbone and Head, which is used in some algorithms. Here are some commonly used Neck:


	Global Average Pooling (GAP)


	Feature Pyramid Networks (FPN)


	Feature Map Processor (FMP)

The FeatureMapProcessor [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/models/necks/fmap_proc_neck.py] is a flexible PyTorch module designed to transform the feature outputs generated by backbones into a format suitable for heads. It achieves this by utilizing non-parametric operations such as selecting, concatenating, and rescaling. Below are some examples along with their corresponding configurations:


	Select operation

neck=dict(type='FeatureMapProcessor', select_index=0)
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Demos


Animal Pose Estimation

We provide a demo script to test a single image or video with top-down pose estimators and animal detectors. Assume that you have already installed mmdet [https://github.com/open-mmlab/mmdetection] with version >= 3.0.


2D Animal Pose Image Demo

python demo/topdown_demo_with_mmdet.py \
    ${MMDET_CONFIG_FILE} ${MMDET_CHECKPOINT_FILE} \
    ${MMPOSE_CONFIG_FILE} ${MMPOSE_CHECKPOINT_FILE} \
    --input ${INPUT_PATH} --det-cat-id ${DET_CAT_ID} \
    [--show] [--output-root ${OUTPUT_DIR}] [--save-predictions] \
    [--draw-heatmap ${DRAW_HEATMAP}] [--radius ${KPT_RADIUS}] \
    [--kpt-thr ${KPT_SCORE_THR}] [--bbox-thr ${BBOX_SCORE_THR}] \
    [--device ${GPU_ID or CPU}]





The pre-trained animal pose estimation model can be found from model zoo [https://mmpose.readthedocs.io/en/latest/model_zoo/animal_2d_keypoint.html].
Take animalpose model [https://download.openmmlab.com/mmpose/animal/hrnet/hrnet_w32_animalpose_256x256-1aa7f075_20210426.pth] as an example:

python demo/topdown_demo_with_mmdet.py \
    demo/mmdetection_cfg/rtmdet_m_8xb32-300e_coco.py \
    https://download.openmmlab.com/mmdetection/v3.0/rtmdet/rtmdet_m_8xb32-300e_coco/rtmdet_m_8xb32-300e_coco_20220719_112220-229f527c.pth \
    configs/animal_2d_keypoint/topdown_heatmap/animalpose/td-hm_hrnet-w32_8xb64-210e_animalpose-256x256.py \
    https://download.openmmlab.com/mmpose/animal/hrnet/hrnet_w32_animalpose_256x256-1aa7f075_20210426.pth \
    --input tests/data/animalpose/ca110.jpeg \
    --show --draw-heatmap --det-cat-id=15





Visualization result:
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How to Contribute to MMPose

Welcome to join the MMPose community, we are committed to building cutting-edge computer vision foundational library. All kinds of contributions are welcomed, including but not limited to:


	Fix bugs


	If the modification involves significant changes, it’s recommended to create an issue first that describes the error information and how to trigger the bug. Other developers will discuss it with you and propose a proper solution.


	Fix the bug and add the corresponding unit test, submit the PR.






	Add new features or components


	If the new feature or module involves a large amount of code changes, we suggest you to submit an issue first, and we will confirm the necessity of the function with you.


	Implement the new feature and add unit tests, submit the PR.






	Improve documentation or translation


	If you find errors or incomplete documentation, please submit a PR directly.









Note


	If you hope to contribute to MMPose 1.0, please create a new branch from dev-1.x and submit a PR to the dev-1.x branch.


	If you are the author of papers in this field and would like to include your work to MMPose, please contact us. We will much appreciate your contribution.


	If you hope to share your MMPose-based projects with the community at once, consider creating a PR to Projects directory, which will simplify the review process and bring in the projects as soon as possible. Checkout our example project


	If you wish to join the MMPose developers, please feel free to contact us and we will invite you to join the MMPose developers group.







Preparation

The commands for processing pull requests are implemented using Git, and this chapter details Git Configuration and associated GitHub.


Git Configuration

First, you need to install Git and configure your Git username and email.

# view the Git version
git --version





Second, check your Git config and ensure that user.name and user.email are properly configured.

# view the Git config
git config --global --list
# configure the user name and email
git config --global user.name "Change your user name here"
git config --global user.email "Change your user email here"










Pull Request Workflow

If you’re not familiar with Pull Request, don’t worry! The following guidance will tell you how to create a Pull Request step by step. If you want to dive into the development mode of Pull Request, you can refer to the official documents [https://docs.github.com/en/github/collaborating-with-issues-and-pull-requests/about-pull-requests].


1. Fork and Clone

If you are posting a pull request for the first time, you should fork the OpenMMLab repositories by clicking the Fork button in the top right corner of the GitHub page, and the forked repositories will appear under your GitHub profile.
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Then you need to clone the forked repository to your local machine.

# clone the forked repository
git clone https://github.com/username/mmpose.git

# Add official repository as upstream remote
cd mmpose
git remote add upstream https://github.com/open-mmlab/mmpose.git





Enter the following command in the terminal to see if the remote repository was successfully added.

git remote -v





If the following message appears, you have successfully added a remote repository.

origin	https://github.com/{username}/mmpose.git (fetch)
origin	https://github.com/{username}/mmpose.git (push)
upstream	https://github.com/open-mmlab/mmpose.git (fetch)
upstream	https://github.com/open-mmlab/mmpose.git (push)






Note

Here’s a brief introduction to the origin and upstream. When we use “git clone”, we create an “origin” remote by default, which points to the repository cloned from. As for “upstream”, we add it ourselves to point to the target repository. Of course, if you don’t like the name “upstream”, you could name it as you wish. Usually, we’ll push the code to “origin”. If the pushed code conflicts with the latest code in official(“upstream”), we should pull the latest code from upstream to resolve the conflicts, and then push to “origin” again. The posted Pull Request will be updated automatically.






2. Configure pre-commit

You should configure pre-commit in the local development environment to make sure the code style matches that of OpenMMLab. Note: The following code should be executed under the MMPOSE directory.

pip install -U pre-commit
pre-commit install





Check that pre-commit is configured successfully, and install the hooks defined in .pre-commit-config.yaml.

pre-commit run --all-files
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Note

Chinese users may fail to download the pre-commit hooks due to the network issue. In this case, you could download these hooks from:

pip install -U pre-commit -i https://pypi.tuna.tsinghua.edu.cn/simple

or:

pip install -U pre-commit -i https://pypi.mirrors.ustc.edu.cn/simple



If the installation process is interrupted, you can repeatedly run pre-commit run ... to continue the installation.

If the code does not conform to the code style specification, pre-commit will raise a warning and fixes some of the errors automatically.
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3. Create a development branch

After configuring the pre-commit, we should create a branch based on the dev branch to develop the new feature or fix the bug. The proposed branch name is username/pr_name.

git checkout -b username/refactor_contributing_doc





In subsequent development, if the dev branch of the local repository lags behind the dev branch of the official repository, you need to pull the upstream dev branch first and then rebase it to the local development branch.

git checkout username/refactor_contributing_doc
git fetch upstream
git rebase upstream/dev-1.x





When rebasing, if a conflict arises, you need to resolve the conflict manually, then execute the git add command, and then execute the git rebase --continue command until the rebase is complete.




4. Commit the code and pass the unit test

After the local development is done, we need to pass the unit tests locally and then commit the code.

# run unit test
pytest tests/

# commit the code
git add .
git commit -m "commit message"








5. Push the code to the remote repository

After the local development is done, we need to push the code to the remote repository.

git push origin username/refactor_contributing_doc








6. Create a Pull Request


(1) Create a Pull Request on GitHub
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(2) Fill in the Pull Request template

[image: ]








Code Style


Python

We adopt PEP8 [https://www.python.org/dev/peps/pep-0008/] as the preferred code style, and use the following tools for linting and formatting:


	flake8 [https://github.com/PyCQA/flake8]: A wrapper around some linter tools.


	isort [https://github.com/timothycrosley/isort]: A Python utility to sort imports.


	yapf [https://github.com/google/yapf]: A formatter for Python files.


	codespell [https://github.com/codespell-project/codespell]: A Python utility to fix common misspellings in text files.


	mdformat [https://github.com/executablebooks/mdformat]: Mdformat is an opinionated Markdown formatter that can be used to enforce a consistent style in Markdown files.


	docformatter [https://github.com/myint/docformatter]: A formatter to format docstring.




Style configurations of yapf and isort can be found in setup.cfg.

We use pre-commit hook [https://pre-commit.com/] that checks and formats for flake8, yapf, isort, trailing whitespaces, markdown files,
fixes end-of-files, double-quoted-strings, python-encoding-pragma, mixed-line-ending, sorts requirments.txt automatically on every commit.
The config for a pre-commit hook is stored in .pre-commit-config.


Note

Before you create a PR, make sure that your code lints and is formatted by yapf.






C++ and CUDA

We follow the Google C++ Style Guide [https://google.github.io/styleguide/cppguide.html].
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FAQ

We list some common issues faced by many users and their corresponding solutions here.
Feel free to enrich the list if you find any frequent issues and have ways to help others to solve them.
If the contents here do not cover your issue, please create an issue using the provided templates and make sure you fill in all required information in the template.


Installation

Compatibility issue between MMCV and MMPose; “AssertionError: MMCV==xxx is used but incompatible. Please install mmcv>=xxx, <=xxx.”

Here are the version correspondences between mmdet, mmcv and mmpose:


	mmdet 2.x <=> mmpose 0.x <=> mmcv 1.x


	mmdet 3.x <=> mmpose 1.x <=> mmcv 2.x




Detailed compatible MMPose and MMCV versions are shown as below. Please choose the correct version of MMCV to avoid installation issues.


MMPose 1.x




	MMPose version
	MMCV/MMEngine version





	1.3.1
	mmcv>=2.0.1, mmengine>=0.9.0



	1.3.0
	mmcv>=2.0.1, mmengine>=0.9.0



	1.2.0
	mmcv>=2.0.1, mmengine>=0.8.0



	1.1.0
	mmcv>=2.0.1, mmengine>=0.8.0



	1.0.0
	mmcv>=2.0.0, mmengine>=0.7.0



	1.0.0rc1
	mmcv>=2.0.0rc4, mmengine>=0.6.0



	1.0.0rc0
	mmcv>=2.0.0rc0, mmengine>=0.0.1



	1.0.0b0
	mmcv>=2.0.0rc0, mmengine>=0.0.1








MMPose 0.x




	MMPose version
	MMCV version





	0.x
	mmcv-full>=1.3.8, \<1.8.0



	0.29.0
	mmcv-full>=1.3.8, \<1.7.0



	0.28.1
	mmcv-full>=1.3.8, \<1.7.0



	0.28.0
	mmcv-full>=1.3.8, \<1.6.0



	0.27.0
	mmcv-full>=1.3.8, \<1.6.0



	0.26.0
	mmcv-full>=1.3.8, \<1.6.0



	0.25.1
	mmcv-full>=1.3.8, \<1.6.0



	0.25.0
	mmcv-full>=1.3.8, \<1.5.0



	0.24.0
	mmcv-full>=1.3.8, \<1.5.0



	0.23.0
	mmcv-full>=1.3.8, \<1.5.0



	0.22.0
	mmcv-full>=1.3.8, \<1.5.0



	0.21.0
	mmcv-full>=1.3.8, \<1.5.0



	0.20.0
	mmcv-full>=1.3.8, \<1.4.0



	0.19.0
	mmcv-full>=1.3.8, \<1.4.0



	0.18.0
	mmcv-full>=1.3.8, \<1.4.0



	0.17.0
	mmcv-full>=1.3.8, \<1.4.0



	0.16.0
	mmcv-full>=1.3.8, \<1.4.0



	0.14.0
	mmcv-full>=1.1.3, \<1.4.0



	0.13.0
	mmcv-full>=1.1.3, \<1.4.0



	0.12.0
	mmcv-full>=1.1.3, \<1.3



	0.11.0
	mmcv-full>=1.1.3, \<1.3



	0.10.0
	mmcv-full>=1.1.3, \<1.3



	0.9.0
	mmcv-full>=1.1.3, \<1.3



	0.8.0
	mmcv-full>=1.1.1, \<1.2



	0.7.0
	mmcv-full>=1.1.1, \<1.2






	Unable to install xtcocotools


	Try to install it using pypi manually pip install xtcocotools.


	If step1 does not work. Try to install it from source [https://github.com/jin-s13/xtcocoapi].




git clone https://github.com/jin-s13/xtcocoapi
cd xtcocoapi
python setup.py install







	No matching distribution found for xtcocotools>=1.6


	Install cython by pip install cython.


	Install xtcocotools from source [https://github.com/jin-s13/xtcocoapi].




git clone https://github.com/jin-s13/xtcocoapi
cd xtcocoapi
python setup.py install







	“No module named ‘mmcv.ops’”; “No module named ‘mmcv._ext’”


	Uninstall existing mmcv in the environment using pip uninstall mmcv.


	Install mmcv following mmcv installation instruction [https://mmcv.readthedocs.io/en/2.x/get_started/installation.html].













Data


	What if my custom dataset does not have bounding box label?

We can estimate the bounding box of a person as the minimal box that tightly bounds all the keypoints.



	What is COCO_val2017_detections_AP_H_56_person.json? Can I train pose models without it?

“COCO_val2017_detections_AP_H_56_person.json” contains the “detected” human bounding boxes for COCO validation set, which are generated by FasterRCNN.
One can choose to use gt bounding boxes to evaluate models, by setting bbox_file=None in val_dataloader.dataset in config. Or one can use detected boxes to evaluate
the generalizability of models, by setting bbox_file='COCO_val2017_detections_AP_H_56_person.json'.








Training


	RuntimeError: Address already in use

Set the environment variables MASTER_PORT=XXX. For example:

MASTER_PORT=29517 GPUS=16 GPUS_PER_NODE=8 CPUS_PER_TASK=2 ./tools/slurm_train.sh train res50 configs/body_2d_keypoint/topdown_regression/coco/td-reg_res50_8xb64-210e_coco-256x192.py work_dirs/res50_coco_256x192







	“Unexpected keys in source state dict” when loading pre-trained weights

It’s normal that some layers in the pretrained model are not used in the pose model. ImageNet-pretrained classification network and the pose network may have different architectures (e.g. no classification head). So some unexpected keys in source state dict is actually expected.



	How to use trained models for backbone pre-training ?

Refer to Migration - Step3: Model - Backbone.

When training, the unexpected keys will be ignored.



	How to visualize the training accuracy/loss curves in real-time ?

Modify vis_backends in config file like:

vis_backends = [
  dict(type='LocalVisBackend'),
  dict(type='TensorboardVisBackend')
]





You can refer to user_guides/visualization.md.



	Log info is NOT printed

Use smaller log interval. For example, change interval=50 to interval=1 in the config:

# hooks
default_hooks = dict(logger=dict(interval=1))












Evaluation


	How to evaluate on MPII test dataset?
Since we do not have the ground-truth for test dataset, we cannot evaluate it ‘locally’.
If you would like to evaluate the performance on test set, you have to upload the pred.mat (which is generated during testing) to the official server via email, according to the MPII guideline [http://human-pose.mpi-inf.mpg.de/#evaluation].


	For top-down 2d pose estimation, why predicted joint coordinates can be out of the bounding box (bbox)?
We do not directly use the bbox to crop the image. bbox will be first transformed to center & scale, and the scale will be multiplied by a factor (1.25) to include some context. If the ratio of width/height is different from that of model input (possibly 192/256), we will adjust the bbox.







Inference


	How to run mmpose on CPU?

Run demos with --device=cpu.



	How to speed up inference?

A few approaches may help to improve the inference speed:


	Set flip_test=False in init_cfg in the config file.


	For top-down models, use faster human bounding box detector, see MMDetection [https://mmdetection.readthedocs.io/en/3.x/model_zoo.html].






	What is the definition of each keypoint index?

Check the meta information file [https://github.com/open-mmlab/mmpose/tree/main/configs/_base_/datasets] for the dataset used to train the model you are using. They key keypoint_info includes the definition of each keypoint.
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Inference with existing models

MMPose provides a wide variety of pre-trained models for pose estimation, which can be found in the Model Zoo [https://mmpose.readthedocs.io/en/latest/model_zoo.html].
This guide will demonstrate how to perform inference, or running pose estimation on provided images or videos using trained models.

For instructions on testing existing models on standard datasets, refer to this guide.

In MMPose, we provide two ways to perform inference:


	Inferencer: a Unified Inference Interface


	Python API: more flexible and customizable





Inferencer: a Unified Inference Interface

MMPose offers a comprehensive API for inference, known as MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24]. This API enables users to perform inference on both images and videos using all the models supported by MMPose. Furthermore, the API provides automatic visualization of inference results and allows for the convenient saving of predictions.


Basic Usage

The MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24] can be used in any Python program to perform pose estimation. Below is an example of inference on a given image using the pre-trained human pose estimator within the Python shell.

from mmpose.apis import MMPoseInferencer

img_path = 'tests/data/coco/000000000785.jpg'   # replace this with your own image path

# instantiate the inferencer using the model alias
inferencer = MMPoseInferencer('human')

# The MMPoseInferencer API employs a lazy inference approach,
# creating a prediction generator when given input
result_generator = inferencer(img_path, show=True)
result = next(result_generator)





If everything works fine, you will see the following image in a new window:
[image: inferencer_result_coco]

The result variable is a dictionary comprising two keys, 'visualization' and 'predictions'.


	'visualization' holds a list which:


	contains visualization results, such as the input image, markers of the estimated poses, and optional predicted heatmaps.


	remains empty if the return_vis argument is not specified.






	'predictions' stores:


	a list of estimated keypoints for each identified instance.








The structure of the result dictionary is as follows:

result = {
    'visualization': [
        # number of elements: batch_size (defaults to 1)
        vis_image_1,
        ...
    ],
    'predictions': [
        # pose estimation result of each image
        # number of elements: batch_size (defaults to 1)
        [
            # pose information of each detected instance
            # number of elements: number of detected instances
            {'keypoints': ...,  # instance 1
            'keypoint_scores': ...,
            ...
            },
            {'keypoints': ...,  # instance 2
            'keypoint_scores': ...,
            ...
            },
        ]
    ...
    ]
}






A command-line interface (CLI) tool for the inferencer is also available: demo/inferencer_demo.py. This tool allows users to perform inference using the same model and inputs with the following command:

python demo/inferencer_demo.py 'tests/data/coco/000000000785.jpg' \
    --pose2d 'human' --show --pred-out-dir 'predictions'





The predictions will be save in predictions/000000000785.json. The argument names correspond with the MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24], which serves as an API.

The inferencer is capable of processing a range of input types, which includes the following:


	A path to an image


	A path to a video


	A path to a folder (which will cause all images in that folder to be inferred)


	An image array (NA for CLI tool)


	A list of image arrays (NA for CLI tool)


	A webcam (in which case the input parameter should be set to either 'webcam' or 'webcam:{CAMERA_ID}')




Please note that when the input corresponds to multiple images, such as when the input is a video or a folder path, the inference process needs to iterate over the results generator in order to perform inference on all the frames or images within the folder. Here’s an example in Python:

folder_path = 'tests/data/coco'

result_generator = inferencer(folder_path, show=True)
results = [result for result in result_generator]





In this example, the inferencer takes the folder_path as input and returns a generator object (result_generator) that produces inference results. By iterating over the result_generator and storing each result in the results list, you can obtain the inference results for all the frames or images within the folder.




Custom Pose Estimation Models

The inferencer provides several methods that can be used to customize the models employed:


# build the inferencer with model alias
inferencer = MMPoseInferencer('human')

# build the inferencer with model config name
inferencer = MMPoseInferencer('td-hm_hrnet-w32_8xb64-210e_coco-256x192')

# build the inferencer with model config path and checkpoint path/URL
inferencer = MMPoseInferencer(
    pose2d='configs/body_2d_keypoint/topdown_heatmap/coco/' \
           'td-hm_hrnet-w32_8xb64-210e_coco-256x192.py',
    pose2d_weights='https://download.openmmlab.com/mmpose/top_down/' \
                   'hrnet/hrnet_w32_coco_256x192-c78dce93_20200708.pth'
)





The complere list of model alias can be found in the Model Alias section.

Custom Inferencer for 3D Pose Estimation Models

The code shown above provides examples for creating 2D pose estimator inferencers. You can similarly construct a 3D model inferencer by using the pose3d argument:

# build the inferencer with 3d model alias
inferencer = MMPoseInferencer(pose3d="human3d")

# build the inferencer with 3d model config name
inferencer = MMPoseInferencer(pose3d="motionbert_dstformer-ft-243frm_8xb32-120e_h36m")

# build the inferencer with 3d model config path and checkpoint path/URL
inferencer = MMPoseInferencer(
    pose3d='configs/body_3d_keypoint/motionbert/h36m/' \
           'motionbert_dstformer-ft-243frm_8xb32-120e_h36m.py',
    pose3d_weights='https://download.openmmlab.com/mmpose/v1/body_3d_keypoint/' \
                   'pose_lift/h36m/motionbert_ft_h36m-d80af323_20230531.pth'
)





Custom Object Detector for Top-down Pose Estimation Models

In addition, top-down pose estimators also require an object detection model. The inferencer is capable of inferring the instance type for models trained with datasets supported in MMPose, and subsequently constructing the necessary object detection model. Alternatively, users may also manually specify the detection model using the following methods:


# specify detection model by alias
# the available aliases include 'human', 'hand', 'face', 'animal',
# as well as any additional aliases defined in mmdet
inferencer = MMPoseInferencer(
    # suppose the pose estimator is trained on custom dataset
    pose2d='custom_human_pose_estimator.py',
    pose2d_weights='custom_human_pose_estimator.pth',
    det_model='human'
)

# specify detection model with model config name
inferencer = MMPoseInferencer(
    pose2d='human',
    det_model='yolox_l_8x8_300e_coco',
    det_cat_ids=[0],  # the category id of 'human' class
)

# specify detection model with config path and checkpoint path/URL
inferencer = MMPoseInferencer(
    pose2d='human',
    det_model=f'{PATH_TO_MMDET}/configs/yolox/yolox_l_8x8_300e_coco.py',
    det_weights='https://download.openmmlab.com/mmdetection/v2.0/' \
                'yolox/yolox_l_8x8_300e_coco/' \
                'yolox_l_8x8_300e_coco_20211126_140236-d3bd2b23.pth',
    det_cat_ids=[0],  # the category id of 'human' class
)





To perform top-down pose estimation on cropped images containing a single object, users can set det_model='whole_image'. This bypasses the object detector initialization, creating a bounding box that matches the input image size and directly sending the entire image to the top-down pose estimator.




Dump Results

After performing pose estimation, you might want to save the results for further analysis or processing. This section will guide you through saving the predicted keypoints and visualizations to your local machine.

To save the predictions in a JSON file, use the pred_out_dir argument when running the inferencer:

result_generator = inferencer(img_path, pred_out_dir='predictions')
result = next(result_generator)





The predictions will be saved in the predictions/ folder in JSON format, with each file named after the corresponding input image or video.

For more advanced scenarios, you can also access the predictions directly from the result dictionary returned by the inferencer. The key 'predictions' contains a list of predicted keypoints for each individual instance in the input image or video. You can then manipulate or store these results using your preferred method.

Keep in mind that if you want to save both the visualization images and the prediction files in a single folder, you can use the out_dir argument:

result_generator = inferencer(img_path, out_dir='output')
result = next(result_generator)





In this case, the visualization images will be saved in the output/visualization/ folder, while the predictions will be stored in the output/predictions/ folder.




Visualization

The inferencer can automatically draw predictions on input images or videos. Visualization results can be displayed in a new window and saved locally.

To view the visualization results in a new window, use the following code:

result_generator = inferencer(img_path, show=True)
result = next(result_generator)





Notice that:


	If the input video comes from a webcam, displaying the visualization results in a new window will be enabled by default, allowing users to see the inputs.


	If there is no GUI on the platform, this step may become stuck.




To save the visualization results locally, specify the vis_out_dir argument like this:

result_generator = inferencer(img_path, vis_out_dir='vis_results')
result = next(result_generator)





The input images or videos with predicted poses will be saved in the vis_results/ folder.

As seen in the above image, the visualization of estimated poses consists of keypoints (depicted by solid circles) and skeletons (represented by lines). The default size of these visual elements might not produce satisfactory results. Users can adjust the circle size and line thickness using the radius and thickness arguments, as shown below:

result_generator = inferencer(img_path, show=True, radius=4, thickness=2)
result = next(result_generator)








Arguments of Inferencer

The MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24] offers a variety of arguments for customizing pose estimation, visualization, and saving predictions. Below is a list of the arguments available when initializing the inferencer and their descriptions:




	Argument
	Description





	pose2d
	Specifies the model alias, configuration file name, or configuration file path for the 2D pose estimation model.



	pose2d_weights
	Specifies the URL or local path to the 2D pose estimation model's checkpoint file.



	pose3d
	Specifies the model alias, configuration file name, or configuration file path for the 3D pose estimation model.



	pose3d_weights
	Specifies the URL or local path to the 3D pose estimation model's checkpoint file.



	det_model
	Specifies the model alias, configuration file name, or configuration file path for the object detection model.



	det_weights
	Specifies the URL or local path to the object detection model's checkpoint file.



	det_cat_ids
	Specifies the list of category IDs corresponding to the object classes to be detected.



	device
	The device to perform the inference. If left None, the Inferencer will select the most suitable one.



	scope
	The namespace where the model modules are defined.





The inferencer is designed for both visualization and saving predictions. The table below presents the list of arguments available when using the MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24] for inference, along with their compatibility with 2D and 3D inferencing:




	Argument
	Description
	2D
	3D





	show
	Controls the display of the image or video in a pop-up window.
	✔️
	✔️



	radius
	Sets the visualization keypoint radius.
	✔️
	✔️



	thickness
	Determines the link thickness for visualization.
	✔️
	✔️



	kpt_thr
	Sets the keypoint score threshold. Keypoints with scores exceeding this threshold will be displayed.
	✔️
	✔️



	draw_bbox
	Decides whether to display the bounding boxes of instances.
	✔️
	✔️



	draw_heatmap
	Decides if the predicted heatmaps should be drawn.
	✔️
	❌



	black_background
	Decides whether the estimated poses should be displayed on a black background.
	✔️
	❌



	skeleton_style
	Sets the skeleton style. Options include 'mmpose' (default) and 'openpose'.
	✔️
	❌



	use_oks_tracking
	Decides whether to use OKS as a similarity measure in tracking.
	❌
	✔️



	tracking_thr
	Sets the similarity threshold for tracking.
	❌
	✔️



	disable_norm_pose_2d
	Decides whether to scale the bounding box to the dataset's average bounding box scale and relocate the bounding box to the dataset's average bounding box center.
	❌
	✔️



	disable_rebase_keypoint
	Decides whether to set the lowest keypoint with height 0.
	❌
	✔️



	num_instances
	Sets the number of instances to visualize in the results. If set to a negative number, all detected instances will be visualized.
	❌
	✔️



	return_vis
	Decides whether to include visualization images in the results.
	✔️
	✔️



	vis_out_dir
	Defines the folder path to save the visualization images. If unset, the visualization images will not be saved.
	✔️
	✔️



	return_datasamples
	Determines if the prediction should be returned in the PoseDataSample format.
	✔️
	✔️



	pred_out_dir
	Specifies the folder path to save the predictions. If unset, the predictions will not be saved.
	✔️
	✔️



	out_dir
	If vis_out_dir or pred_out_dir is unset, these will be set to f'{out_dir}/visualization' or f'{out_dir}/predictions', respectively.
	✔️
	✔️








Model Alias

The MMPose library has predefined aliases for several frequently used models. These aliases can be utilized as a shortcut when initializing the MMPoseInferencer [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/apis/inferencers/mmpose_inferencer.py#L24], as an alternative to providing the full model configuration name. Here are the available 2D model aliases and their corresponding configuration names:




	Alias
	Configuration Name
	Task
	Pose Estimator
	Detector





	animal
	rtmpose-m_8xb64-210e_ap10k-256x256
	Animal pose estimation
	RTMPose-m
	RTMDet-m



	human
	rtmpose-m_8xb256-420e_body8-256x192
	Human pose estimation
	RTMPose-m
	RTMDet-m



	body26
	rtmpose-m_8xb512-700e_body8-halpe26-256x192
	Human pose estimation
	RTMPose-m
	RTMDet-m



	face
	rtmpose-m_8xb256-120e_face6-256x256
	Face keypoint detection
	RTMPose-m
	yolox-s



	hand
	rtmpose-m_8xb256-210e_hand5-256x256
	Hand keypoint detection
	RTMPose-m
	ssdlite_mobilenetv2



	wholebody
	rtmpose-m_8xb64-270e_coco-wholebody-256x192
	Human wholebody pose estimation
	RTMPose-m
	RTMDet-m



	vitpose
	td-hm_ViTPose-base-simple_8xb64-210e_coco-256x192
	Human pose estimation
	ViTPose-base
	RTMDet-m



	vitpose-s
	td-hm_ViTPose-small-simple_8xb64-210e_coco-256x192
	Human pose estimation
	ViTPose-small
	RTMDet-m



	vitpose-b
	td-hm_ViTPose-base-simple_8xb64-210e_coco-256x192
	Human pose estimation
	ViTPose-base
	RTMDet-m



	vitpose-l
	td-hm_ViTPose-large-simple_8xb64-210e_coco-256x192
	Human pose estimation
	ViTPose-large
	RTMDet-m



	vitpose-h
	td-hm_ViTPose-huge-simple_8xb64-210e_coco-256x192
	Human pose estimation
	ViTPose-huge
	RTMDet-m





The following table lists the available 3D model aliases and their corresponding configuration names:




	Alias
	Configuration Name
	Task
	3D Pose Estimator
	2D Pose Estimator
	Detector





	human3d
	vid_pl_motionbert_8xb32-120e_h36m
	Human 3D pose estimation
	MotionBert
	RTMPose-m
	RTMDet-m



	hand3d
	internet_res50_4xb16-20e_interhand3d-256x256
	Hand 3D pose estimation
	InterNet
	-
	whole image





In addition, users can utilize the CLI tool to display all available aliases with the following command:

python demo/inferencer_demo.py --show-alias










Python API: more flexible and customizable

MMPose provides a separate Python API for inference, which is more flexible but requires users to handle inputs and outputs themselves. Therefore, this API is suitable for users who are familiar with MMPose.

The Python inference interface provided by MMPose is located in $MMPOSE/mmpose/apis [https://github.com/open-mmlab/mmpose/tree/dev-1.x/mmpose/apis] directory. Here is an example of building a topdown model and performing inference:


Build a model

from mmcv.image import imread

from mmpose.apis import inference_topdown, init_model
from mmpose.registry import VISUALIZERS
from mmpose.structures import merge_data_samples

model_cfg = 'configs/body_2d_keypoint/rtmpose/coco/rtmpose-m_8xb256-420e_coco-256x192.py'

ckpt = 'https://download.openmmlab.com/mmpose/v1/projects/rtmposev1/rtmpose-m_simcc-body7_pt-body7-halpe26_700e-256x192-4d3e73dd_20230605.pth'

device = 'cuda'

# init model
model = init_model(model_cfg, ckpt, device=device)








Inference

img_path = 'tests/data/coco/000000000785.jpg'

# inference on a single image
batch_results = inference_topdown(model, img_path)





The inference interface returns a list of PoseDataSample, each of which corresponds to the inference result of an image. The structure of PoseDataSample is as follows:

[
    <PoseDataSample(

        ori_shape: (425, 640)
        img_path: 'tests/data/coco/000000000785.jpg'
        input_size: (192, 256)
        flip_indices: [0, 2, 1, 4, 3, 6, 5, 8, 7, 10, 9, 12, 11, 14, 13, 16, 15]
        img_shape: (425, 640)

        gt_instances: <InstanceData(
                bboxes: array([[  0.,   0., 640., 425.]], dtype=float32)
                bbox_centers: array([[320. , 212.5]], dtype=float32)
                bbox_scales: array([[ 800.    , 1066.6666]], dtype=float32)
                bbox_scores: array([1.], dtype=float32)
            )>

        gt_instance_labels: <InstanceData()>

        pred_instances: <InstanceData(
                keypoints: array([[[365.83333333,  87.50000477],
                            [372.08333333,  79.16667175],
                            [361.66666667,  81.25000501],
                            [384.58333333,  85.41667151],
                            [357.5       ,  85.41667151],
                            [407.5       , 112.50000381],
                            [363.75      , 125.00000334],
                            [438.75      , 150.00000238],
                            [347.08333333, 158.3333354 ],
                            [451.25      , 170.83333492],
                            [305.41666667, 177.08333468],
                            [432.5       , 214.58333325],
                            [401.25      , 218.74999976],
                            [430.41666667, 285.41666389],
                            [370.        , 274.99999762],
                            [470.        , 356.24999452],
                            [403.33333333, 343.74999499]]])
                bbox_scores: array([1.], dtype=float32)
                bboxes: array([[  0.,   0., 640., 425.]], dtype=float32)
                keypoint_scores: array([[0.8720184 , 0.9068178 , 0.89255375, 0.94684595, 0.83111566,
                            0.9929208 , 1.0862956 , 0.9265839 , 0.9781244 , 0.9008082 ,
                            0.9043166 , 1.0150217 , 1.1122335 , 1.0207931 , 1.0099326 ,
                            1.0480015 , 1.0897669 ]], dtype=float32)
                keypoints_visible: array([[0.8720184 , 0.9068178 , 0.89255375, 0.94684595, 0.83111566,
                            0.9929208 , 1.0862956 , 0.9265839 , 0.9781244 , 0.9008082 ,
                            0.9043166 , 1.0150217 , 1.1122335 , 1.0207931 , 1.0099326 ,
                            1.0480015 , 1.0897669 ]], dtype=float32)
            )>
    )>
]





You can obtain the predicted keypoints via .:

pred_instances = batch_results[0].pred_instances

pred_instances.keypoints
# array([[[365.83333333,  87.50000477],
#         [372.08333333,  79.16667175],
#         [361.66666667,  81.25000501],
#         [384.58333333,  85.41667151],
#         [357.5       ,  85.41667151],
#         [407.5       , 112.50000381],
#         [363.75      , 125.00000334],
#         [438.75      , 150.00000238],
#         [347.08333333, 158.3333354 ],
#         [451.25      , 170.83333492],
#         [305.41666667, 177.08333468],
#         [432.5       , 214.58333325],
#         [401.25      , 218.74999976],
#         [430.41666667, 285.41666389],
#         [370.        , 274.99999762],
#         [470.        , 356.24999452],
#         [403.33333333, 343.74999499]]])








Visualization

In MMPose, most visualizations are implemented based on visualizers. A visualizer is a class that takes a data sample and visualizes it.

MMPose provides a visualizer registry, which users can instantiate using VISUALIZERS. Here is an example of using a visualizer to visualize the inference results:

# merge results as a single data sample
results = merge_data_samples(batch_results)

# build the visualizer
visualizer = VISUALIZERS.build(model.cfg.visualizer)

# set skeleton, colormap and joint connection rule
visualizer.set_dataset_meta(model.dataset_meta)

img = imread(img_path, channel_order='rgb')

# visualize the results
visualizer.add_datasample(
    'result',
    img,
    data_sample=results,
    show=True)





MMPose also provides a simpler interface for visualization:

from mmpose.apis import visualize

pred_instances = batch_results[0].pred_instances

keypoints = pred_instances.keypoints
keypoint_scores = pred_instances.keypoint_scores

metainfo = 'config/_base_/datasets/coco.py'

visualize(
    img_path,
    keypoints,
    keypoint_scores,
    metainfo=metainfo,
    show=True)
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Configs

We use python files as configs and incorporate modular and inheritance design into our config system, which is convenient to conduct various experiments.


Structure

The file structure of configs is as follows:

configs
|----_base_
     |----datasets
     |----default_runtime.py
|----animal_2d_keypoint
|----body_2d_keypoint
|----body_3d_keypoint
|----face_2d_keypoint
|----fashion_2d_keypoint
|----hand_2d_keypoint
|----hand_3d_keypoint
|----wholebody_2d_keypoint








Introduction

MMPose is equipped with a powerful config system. Cooperating with Registry, a config file can organize all the configurations in the form of python dictionaries and create instances of the corresponding modules.

Here is a simple example of vanilla Pytorch module definition to show how the config system works:

# Definition of Loss_A in loss_a.py
Class Loss_A(nn.Module):
    def __init__(self, param1, param2):
        self.param1 = param1
        self.param2 = param2
    def forward(self, x):
        return x

# Init the module
loss = Loss_A(param1=1.0, param2=True)





All you need to do is just to register the module to the pre-defined Registry MODELS:

# Definition of Loss_A in loss_a.py
from mmpose.registry import MODELS

@MODELS.register_module() # register the module to MODELS
Class Loss_A(nn.Module):
    def __init__(self, param1, param2):
        self.param1 = param1
        self.param2 = param2
    def forward(self, x):
        return x





And import the new module in __init__.py in the corresponding directory:

# __init__.py of mmpose/models/losses
from .loss_a.py import Loss_A

__all__ = ['Loss_A']





Then you can define the module anywhere you want：

# config_file.py
loss_cfg = dict(
    type='Loss_A', # specify your registered module via `type`
    param1=1.0,    # pass parameters to __init__() of the module
    param2=True
)

# Init the module
loss = MODELS.build(loss_cfg) # equals to `loss = Loss_A(param1=1.0, param2=True)`






Note

Note that all new modules need to be registered using Registry and imported in __init__.py in the corresponding directory before we can create their instances from configs.



Here is a list of pre-defined registries in MMPose:


	DATASETS: data-related modules


	TRANSFORMS: data transformations


	MODELS: all kinds of modules inheriting nn.Module (Backbone, Neck, Head, Loss, etc.)


	VISUALIZERS: visualization tools


	VISBACKENDS: visualizer backend


	METRICS: all kinds of evaluation metrics


	KEYPOINT_CODECS: keypoint encoder/decoder


	HOOKS: all kinds of hooks like CheckpointHook




All registries are defined in $MMPOSE/mmpose/registry.py.




Config System

It is best practice to layer your configs in five sections:


	General: basic configurations non-related to training or testing, such as Timer, Logger, Visualizer and other Hooks, as well as distributed-related environment settings


	Data: dataset, dataloader and data augmentation


	Training: resume, weights loading, optimizer, learning rate scheduling, epochs and valid interval etc.


	Model: structure, module and loss function etc.


	Evaluation: metrics




You can find all the provided configs under $MMPOSE/configs. A config can inherit contents from another config.To keep a config file simple and easy to read, we store some necessary but unremarkable configurations to $MMPOSE/configs/_base_.You can inspect the complete configurations by：

python tools/analysis/print_config.py /PATH/TO/CONFIG






General

General configuration refers to the necessary configuration non-related to training or testing, mainly including:


	Default Hooks: time statistics, training logs, checkpoints etc.


	Environment: distributed backend, cudnn, multi-processing etc.


	Visualizer: visualization backend and strategy


	Log: log level, format, printing and recording interval etc.




Here is the description of General configuration:

# General
default_scope = 'mmpose'
default_hooks = dict(
    # time the data processing and model inference
    timer=dict(type='IterTimerHook'),
    # interval to print logs，50 iters by default
    logger=dict(type='LoggerHook', interval=50),
    # update lr according to the lr scheduler
    param_scheduler=dict(type='ParamSchedulerHook'),
    checkpoint=dict(
        # interval to save ckpt
        # e.g.
        # save_best='coco/AP' means save the best ckpt according to coco/AP of CocoMetric
        # save_best='PCK' means save the best ckpt according to PCK of PCKAccuracy
        type='CheckpointHook', interval=1, save_best='coco/AP',

        # rule to judge the metric
        # 'greater' means the larger the better
        # 'less' means the smaller the better
        rule='greater'), # rule to judge the metric
    sampler_seed=dict(type='DistSamplerSeedHook')) # set the distributed seed
env_cfg = dict(
    cudnn_benchmark=False, # cudnn benchmark flag
    mp_cfg=dict(mp_start_method='fork', opencv_num_threads=0), # num of opencv threads
    dist_cfg=dict(backend='nccl')) # distributed training backend
vis_backends = [dict(type='LocalVisBackend')] # visualizer backend
visualizer = dict( # Config of visualizer
    type='PoseLocalVisualizer',
    vis_backends=[dict(type='LocalVisBackend')],
    name='visualizer')
log_processor = dict( # Format, interval to log
    type='LogProcessor', window_size=50, by_epoch=True, num_digits=6)
log_level = 'INFO' # The level of logging






Note

We now support two visualizer backends: LocalVisBackend and TensorboardVisBackend, the former is for local visualization and the latter is for Tensorboard visualization. You can choose according to your needs. See Train and Test for details.



General configuration is stored alone in the $MMPOSE/configs/_base_, and inherited by doing:

_base_ = ['../../../_base_/default_runtime.py'] # take the config file as the starting point of the relative path








Data

Data configuration refers to the data processing related settings, mainly including:


	File Client: data storage backend, default is disk, we also support LMDB, S3 Bucket etc.


	Dataset: image and annotation file path


	Dataloader: loading configuration, batch size etc.


	Pipeline: data augmentation


	Input Encoder: encoding the annotation into specific form of target




Here is the description of Data configuration:

backend_args = dict(backend='local') # data storage backend
dataset_type = 'CocoDataset' # name of dataset
data_mode = 'topdown' # type of the model
data_root = 'data/coco/' # root of the dataset
 # config of codec，to generate targets and decode preds into coordinates
codec = dict(
    type='MSRAHeatmap', input_size=(192, 256), heatmap_size=(48, 64), sigma=2)
train_pipeline = [ # data aug in training
    dict(type='LoadImage', backend_args=backend_args, # image loading
    dict(type='GetBBoxCenterScale'), # calculate center and scale of bbox
    dict(type='RandomBBoxTransform'), # config of scaling, rotation and shifing
    dict(type='RandomFlip', direction='horizontal'), # config of random flipping
    dict(type='RandomHalfBody'), # config of half-body aug
    dict(type='TopdownAffine', input_size=codec['input_size']), # update inputs via transform matrix
    dict(
        type='GenerateTarget', # generate targets via transformed inputs
        # typeof targets
        encoder=codec, # get encoder from codec
    dict(type='PackPoseInputs') # pack targets
]
test_pipeline = [ # data aug in testing
    dict(type='LoadImage', backend_args=backend_args), # image loading
    dict(type='GetBBoxCenterScale'), # calculate center and scale of bbox
    dict(type='TopdownAffine', input_size=codec['input_size']), # update inputs via transform matrix
    dict(type='PackPoseInputs') # pack targets
]
train_dataloader = dict(
    batch_size=64, # batch size of each single GPU during training
    num_workers=2, # workers to pre-fetch data for each single GPU
    persistent_workers=True, # workers will stay around (with their state) waiting for another call into that dataloader.
    sampler=dict(type='DefaultSampler', shuffle=True), # data sampler, shuffle in traning
    dataset=dict(
        type=dataset_type , # name of dataset
        data_root=data_root, # root of dataset
        data_mode=data_mode, # type of the model
        ann_file='annotations/person_keypoints_train2017.json', # path to annotation file
        data_prefix=dict(img='train2017/'), # path to images
        pipeline=train_pipeline
    ))
val_dataloader = dict(
    batch_size=32, # batch size of each single GPU during validation
    num_workers=2, # workers to pre-fetch data for each single GPU
    persistent_workers=True, # workers will stay around (with their state) waiting for another call into that dataloader.
    drop_last=False,
    sampler=dict(type='DefaultSampler', shuffle=False), # data sampler
    dataset=dict(
        type=dataset_type , # name of dataset
        data_root=data_root, # root of dataset
        data_mode=data_mode, # type of the model
        ann_file='annotations/person_keypoints_val2017.json', # path to annotation file
        bbox_file=
        'data/coco/person_detection_results/COCO_val2017_detections_AP_H_56_person.json', # bbox file use for evaluation
        data_prefix=dict(img='val2017/'), # path to images
        test_mode=True,
        pipeline=test_pipeline
    ))
test_dataloader = val_dataloader # use val as test by default






Note

Common Usages:


	Resume training [https://mmpose.readthedocs.io/en/dev-1.x/user_guides/train_and_test.html#resume-training]


	Automatic mixed precision (AMP) training [https://mmpose.readthedocs.io/en/dev-1.x/user_guides/train_and_test.html#automatic-mixed-precision-amp-training]


	Set the random seed [https://mmpose.readthedocs.io/en/dev-1.x/user_guides/train_and_test.html#set-the-random-seed]









Training

Training configuration refers to the training related settings including:


	Resume training


	Model weights loading


	Epochs of training and interval to validate


	Learning rate adjustment strategies like warm-up, scheduling etc.


	Optimizer and initial learning rate


	Advanced tricks like auto learning rate scaling




Here is the description of Training configuration:

resume = False # resume checkpoints from a given path, the training will be resumed from the epoch when the checkpoint's is saved
load_from = None # load models as a pre-trained model from a given path
train_cfg = dict(by_epoch=True, max_epochs=210, val_interval=10) # max epochs of training, interval to validate
param_scheduler = [
    dict( # warmup strategy
        type='LinearLR', begin=0, end=500, start_factor=0.001, by_epoch=False),
    dict( # scheduler
        type='MultiStepLR',
        begin=0,
        end=210,
        milestones=[170, 200],
        gamma=0.1,
        by_epoch=True)
]
optim_wrapper = dict(optimizer=dict(type='Adam', lr=0.0005)) # optimizer and initial lr
auto_scale_lr = dict(base_batch_size=512) # auto scale the lr according to batch size








Model

Model configuration refers to model training and inference related settings including:


	Model Structure


	Loss Function


	Output Decoding


	Test-time augmentation




Here is the description of Model configuration, which defines a Top-down Heatmap-based HRNetx32:

# config of codec, if already defined in data configuration section, no need to define again
codec = dict(
    type='MSRAHeatmap', input_size=(192, 256), heatmap_size=(48, 64), sigma=2)

model = dict(
    type='TopdownPoseEstimator', # Macro model structure
    data_preprocessor=dict( # data normalization and channel transposition
        type='PoseDataPreprocessor',
        mean=[123.675, 116.28, 103.53],
        std=[58.395, 57.12, 57.375],
        bgr_to_rgb=True),
    backbone=dict( # config of backbone
        type='HRNet',
        in_channels=3,
        extra=dict(
            stage1=dict(
                num_modules=1,
                num_branches=1,
                block='BOTTLENECK',
                num_blocks=(4, ),
                num_channels=(64, )),
            stage2=dict(
                num_modules=1,
                num_branches=2,
                block='BASIC',
                num_blocks=(4, 4),
                num_channels=(32, 64)),
            stage3=dict(
                num_modules=4,
                num_branches=3,
                block='BASIC',
                num_blocks=(4, 4, 4),
                num_channels=(32, 64, 128)),
            stage4=dict(
                num_modules=3,
                num_branches=4,
                block='BASIC',
                num_blocks=(4, 4, 4, 4),
                num_channels=(32, 64, 128, 256))),
        init_cfg=dict(
            type='Pretrained', # load pretrained weights to backbone
            checkpoint='https://download.openmmlab.com/mmpose'
            '/pretrain_models/hrnet_w32-36af842e.pth'),
    ),
    head=dict( # config of head
        type='HeatmapHead',
        in_channels=32,
        out_channels=17,
        deconv_out_channels=None,
        loss=dict(type='KeypointMSELoss', use_target_weight=True), # config of loss function
        decoder=codec), # get decoder from codec
    test_cfg=dict(
        flip_test=True, # flag of flip test
        flip_mode='heatmap', # heatmap flipping
        shift_heatmap=True,  # shift the flipped heatmap several pixels to get a better performance
    ))








Evaluation

Evaluation configuration refers to metrics commonly used by public datasets for keypoint detection tasks, mainly including:


	AR, AP and mAP


	PCK, PCKh, tPCK


	AUC


	EPE


	NME




Here is the description of Evaluation configuration, which defines a COCO metric evaluator:

val_evaluator = dict(
    type='CocoMetric', # coco AP
    ann_file=data_root + 'annotations/person_keypoints_val2017.json') # path to annotation file
test_evaluator = val_evaluator # use val as test by default










Config File Naming Convention

MMPose follow the style below to name config files：

{{algorithm info}}_{{module info}}_{{training info}}_{{data info}}.py





The filename is divided into four parts:


	Algorithm Information: the name of algorithm, such as topdown-heatmap, topdown-rle


	Module Information: list of intermediate modules in the forward order, such as res101, hrnet-w48


	Training Information: settings of training(e.g. batch_size, scheduler), such as 8xb64-210e


	Data Information: the name of dataset, the reshape of input data, such as ap10k-256x256, zebra-160x160




Words between different parts are connected by '_', and those from the same part are connected by '-'.

To avoid a too long filename, some strong related modules in {{module info}} will be omitted, such as gap in RLE algorithm, deconv in Heatmap-based algorithm

Contributors are advised to follow the same style.




Common Usage


Inheritance

This is often used to inherit configurations from other config files. Let’s assume two configs like:

optimizer_cfg.py:

optimizer = dict(type='SGD', lr=0.02, momentum=0.9, weight_decay=0.0001)





resnet50.py:

_base_ = ['optimizer_cfg.py']
model = dict(type='ResNet', depth=50)





Although we did not define optimizer in resnet50.py, all configurations in optimizer.py will be inherited by setting _base_ = ['optimizer_cfg.py']

cfg = Config.fromfile('resnet50.py')
cfg.optimizer  # ConfigDict(type='SGD', lr=0.02, momentum=0.9, weight_decay=0.0001)








Modification

For configurations already set in previous configs, you can directly modify arguments specific to that module.

resnet50_lr0.01.py:

_base_ = ['optimizer_cfg.py']
model = dict(type='ResNet', depth=50)
optimizer = dict(lr=0.01) # modify specific filed





Now only lr is modified:

cfg = Config.fromfile('resnet50_lr0.01.py')
cfg.optimizer  # ConfigDict(type='SGD', lr=0.01, momentum=0.9, weight_decay=0.0001)








Delete

For configurations already set in previous configs, if you wish to modify some specific argument and delete the remainders(in other words, discard the previous and redefine the module), you can set _delete_=True.

resnet50.py:

_base_ = ['optimizer_cfg.py', 'runtime_cfg.py']
model = dict(type='ResNet', depth=50)
optimizer = dict(_delete_=True, type='SGD', lr=0.01) # discard the previous and redefine the module





Now only type and lr are kept:

cfg = Config.fromfile('resnet50_lr0.01.py')
cfg.optimizer  # ConfigDict(type='SGD', lr=0.01)






Note

If you wish to learn more about advanced usages of the config system, please refer to MMEngine Config [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/config.html].
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Prepare Datasets

In this document, we will give a guide on the process of preparing datasets for the MMPose. Various aspects of dataset preparation will be discussed, including using built-in datasets, creating custom datasets, combining datasets for training, browsing and downloading the datasets.


Use built-in datasets

Step 1: Prepare Data

MMPose supports multiple tasks and corresponding datasets. You can find them in dataset zoo [https://mmpose.readthedocs.io/en/latest/dataset_zoo.html]. To properly prepare your data, please follow the guidelines associated with your chosen dataset.

Step 2: Configure Dataset Settings in the Config File

Before training or evaluating models, you must configure the dataset settings. Take td-hm_hrnet-w32_8xb64-210e_coco-256x192.py [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-256x192.py] for example, which can be used to train or evaluate the HRNet pose estimator on COCO dataset. We will go through the dataset configuration.


	Basic Dataset Arguments

# base dataset settings
dataset_type = 'CocoDataset'
data_mode = 'topdown'
data_root = 'data/coco/'






	dataset_type specifies the class name of the dataset. Users can refer to Datasets APIs [https://mmpose.readthedocs.io/en/latest/api.html#datasets] to find the class name of their desired dataset.


	data_mode determines the output format of the dataset, with two options available: 'topdown' and 'bottomup'. If data_mode='topdown', the data element represents a single instance with its pose; otherwise, the data element is an entire image containing multiple instances and poses.


	data_root designates the root directory of the dataset.






	Data Processing Pipelines

# pipelines
train_pipeline = [
    dict(type='LoadImage'),
    dict(type='GetBBoxCenterScale'),
    dict(type='RandomFlip', direction='horizontal'),
    dict(type='RandomHalfBody'),
    dict(type='RandomBBoxTransform'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='GenerateTarget', encoder=codec),
    dict(type='PackPoseInputs')
]
val_pipeline = [
    dict(type='LoadImage'),
    dict(type='GetBBoxCenterScale'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='PackPoseInputs')
]





The train_pipeline and val_pipeline define the steps to process data elements during the training and evaluation phases, respectively. In addition to loading images and packing inputs, the train_pipeline primarily consists of data augmentation techniques and target generator, while the val_pipeline focuses on transforming data elements into a unified format.



	Data Loaders

# data loaders
train_dataloader = dict(
    batch_size=64,
    num_workers=2,
    persistent_workers=True,
    sampler=dict(type='DefaultSampler', shuffle=True),
    dataset=dict(
        type=dataset_type,
        data_root=data_root,
        data_mode=data_mode,
        ann_file='annotations/person_keypoints_train2017.json',
        data_prefix=dict(img='train2017/'),
        pipeline=train_pipeline,
    ))
val_dataloader = dict(
    batch_size=32,
    num_workers=2,
    persistent_workers=True,
    drop_last=False,
    sampler=dict(type='DefaultSampler', shuffle=False, round_up=False),
    dataset=dict(
        type=dataset_type,
        data_root=data_root,
        data_mode=data_mode,
        ann_file='annotations/person_keypoints_val2017.json',
        bbox_file='data/coco/person_detection_results/'
        'COCO_val2017_detections_AP_H_56_person.json',
        data_prefix=dict(img='val2017/'),
        test_mode=True,
        pipeline=val_pipeline,
    ))
test_dataloader = val_dataloader





This section is crucial for configuring the dataset in the config file. In addition to the basic dataset arguments and pipelines discussed earlier, other important parameters are defined here. The batch_size determines the batch size per GPU; the ann_file indicates the annotation file for the dataset; and data_prefix specifies the image folder. The bbox_file, which supplies detected bounding box information, is only used in the val/test data loader for top-down datasets.





We recommend copying the dataset configuration from provided config files that use the same dataset, rather than writing it from scratch, in order to minimize potential errors. By doing so, users can simply make the necessary modifications as needed, ensuring a more reliable and efficient setup process.




Use a custom dataset

The Customize Datasets guide provides detailed information on how to build a custom dataset. In this section, we will highlight some key tips for using and configuring custom datasets.


	Determine the dataset class name. If you reorganize your dataset into the COCO format, you can simply use CocoDataset as the value for dataset_type. Otherwise, you will need to use the name of the custom dataset class you added.


	Specify the meta information config file. Suppose the path of the annotation file is aaa/annotations/xxx.json, and the path of imgs is aaa/train/c.jpg, you should specify the meta information config file as follows:

train_dataloader = dict(
    ...
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/xxx.json
        ann_file='annotations/xxx.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/train/c.jpg
        data_prefix=dict(img='train'),
        # specify dataset meta information
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
)





Note that the argument metainfo must be specified in the val/test data loaders as well.








Use mixed datasets for training

MMPose offers a convenient and versatile solution for training with mixed datasets. Please refer to Use Mixed Datasets for Training.




Browse dataset

tools/analysis_tools/browse_dataset.py helps the user to browse a pose dataset visually, or save the image to a designated directory.

python tools/misc/browse_dataset.py ${CONFIG} [-h] [--output-dir ${OUTPUT_DIR}] [--max-item-per-dataset ${MAX_ITEM_PER_DATASET}] [--not-show] [--phase ${PHASE}] [--mode ${MODE}] [--show-interval ${SHOW_INTERVAL}]








	ARGS
	Description





	CONFIG
	The path to the config file.



	--output-dir OUTPUT_DIR
	The target folder to save visualization results. If not specified, the visualization results will not be saved.



	--not-show
	Do not show the visualization results in an external window.



	--phase {train, val, test}
	Options for dataset.



	--mode {original, transformed}
	Specify the type of visualized images. original means to show images without pre-processing; transformed means to show images are pre-processed.



	--show-interval SHOW_INTERVAL
	Time interval between visualizing two images.



	--max-item-per-dataset
	Define the maximum item processed per dataset, default to 50





For instance, users who want to visualize images and annotations in COCO dataset use:

python tools/misc/browse_dataset.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-e210_coco-256x192.py --mode original





The bounding boxes and keypoints will be plotted on the original image. Following is an example:
[image: original_coco]

The original images need to be processed before being fed into models. To visualize pre-processed images and annotations, users need to modify the argument mode  to transformed. For example:

python tools/misc/browse_dataset.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-e210_coco-256x192.py --mode transformed





Here is a processed sample

[image: transformed_coco]

The heatmap target will be visualized together if it is generated in the pipeline.




Download dataset via MIM

By using OpenXLab [https://openxlab.org.cn/datasets], you can obtain free formatted datasets in various fields. Through the search function of the platform, you may address the dataset they look for quickly and easily. Using the formatted datasets from the platform, you can efficiently conduct tasks across datasets.

If you use MIM to download, make sure that the version is greater than v0.3.8. You can use the following command to update, install, login and download the dataset:

# upgrade your MIM
pip install -U openmim

# install OpenXLab CLI tools
pip install -U openxlab
# log in OpenXLab
openxlab login

# download coco2017 and preprocess by MIM
mim download mmpose --dataset coco2017






Supported datasets

Here is the list of supported datasets, we will continue to update it in the future.


Body




	Dataset name
	Download command





	COCO 2017
	mim download mmpose --dataset coco2017



	MPII
	mim download mmpose --dataset mpii



	AI Challenger
	mim download mmpose --dataset aic



	CrowdPose
	mim download mmpose --dataset crowdpose








Face




	Dataset name
	Download command





	LaPa
	mim download mmpose --dataset lapa



	300W
	mim download mmpose --dataset 300w



	WFLW
	mim download mmpose --dataset wflw








Hand




	Dataset name
	Download command





	OneHand10K
	mim download mmpose --dataset onehand10k



	FreiHand
	mim download mmpose --dataset freihand



	HaGRID
	mim download mmpose --dataset hagrid








Whole Body




	Dataset name
	Download command





	Halpe
	mim download mmpose --dataset halpe








Animal




	Dataset name
	Download command





	AP-10K
	mim download mmpose --dataset ap10k








Fashion

Coming Soon
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Training and Testing


Launch training


Train with your PC

You can use tools/train.py to train a model on a single machine with a CPU and optionally a GPU.

Here is the full usage of the script:

python tools/train.py ${CONFIG_FILE} [ARGS]






Note

By default, MMPose prefers GPU to CPU. If you want to train a model on CPU, please empty CUDA_VISIBLE_DEVICES or set it to -1 to make GPU invisible to the program.



CUDA_VISIBLE_DEVICES=-1 python tools/train.py ${CONFIG_FILE} [ARGS]








	ARGS
	Description





	CONFIG_FILE
	The path to the config file.



	--work-dir WORK_DIR
	The target folder to save logs and checkpoints. Defaults to a folder with the same name as the config file under ./work_dirs.



	--resume [RESUME]
	Resume training. If specify a path, resume from it, while if not specify, try to auto resume from the latest checkpoint.



	--amp
	Enable automatic-mixed-precision training.



	--no-validate
	Not suggested. Disable checkpoint evaluation during training.



	--auto-scale-lr
	Automatically rescale the learning rate according to the actual batch size and the original batch size.



	--cfg-options CFG_OPTIONS
	Override some settings in the used config, the key-value pair in xxx=yyy format will be merged into the config file. If the value to be overwritten is a list, it should be of the form of either key="[a,b]" or key=a,b. The argument also allows nested list/tuple values, e.g. key="[(a,b),(c,d)]". Note that quotation marks are necessary and that no white space is allowed.



	--show-dir SHOW_DIR
	The directory to save the result visualization images generated during validation.



	--show
	Visualize the prediction result in a window.



	--interval INTERVAL
	The interval of samples to visualize.



	--wait-time WAIT_TIME
	The display time of every window (in seconds). Defaults to 1.



	--launcher {none,pytorch,slurm,mpi}
	Options for job launcher.








Train with multiple GPUs

We provide a shell script to start a multi-GPUs task with torch.distributed.launch.

bash ./tools/dist_train.sh ${CONFIG_FILE} ${GPU_NUM} [PY_ARGS]








	ARGS
	Description





	CONFIG_FILE
	The path to the config file.



	GPU_NUM
	The number of GPUs to be used.



	[PYARGS]
	The other optional arguments of tools/train.py, see here.





You can also specify extra arguments of the launcher by environment variables. For example, change the
communication port of the launcher to 29666 by the below command:

PORT=29666 bash ./tools/dist_train.sh ${CONFIG_FILE} ${GPU_NUM} [PY_ARGS]





If you want to startup multiple training jobs and use different GPUs, you can launch them by specifying
different port and visible devices.

CUDA_VISIBLE_DEVICES=0,1,2,3 PORT=29500 bash ./tools/dist_train.sh ${CONFIG_FILE1} 4 [PY_ARGS]
CUDA_VISIBLE_DEVICES=4,5,6,7 GPUS=29501 bash ./tools/dist_train.sh ${CONFIG_FILE2} 4 [PY_ARGS]








Train with multiple machines


Multiple machines in the same network

If you launch a training job with multiple machines connected with ethernet, you can run the following commands:

On the first machine:

NNODES=2 NODE_RANK=0 PORT=$MASTER_PORT MASTER_ADDR=$MASTER_ADDR bash tools/dist_train.sh $CONFIG $GPUS





On the second machine:

NNODES=2 NODE_RANK=1 PORT=$MASTER_PORT MASTER_ADDR=$MASTER_ADDR bash tools/dist_train.sh $CONFIG $GPUS





Compared with multi-GPUs in a single machine, you need to specify some extra environment variables:




	ENV_VARS
	Description





	NNODES
	The total number of machines.



	NODE_RANK
	The index of the local machine.



	PORT
	The communication port, it should be the same in all machines.



	MASTER_ADDR
	The IP address of the master machine, it should be the same in all machines.





Usually, it is slow if you do not have high-speed networking like InfiniBand.




Multiple machines managed with slurm

If you run MMPose on a cluster managed with slurm [https://slurm.schedmd.com/], you can use the script slurm_train.sh.

[ENV_VARS] ./tools/slurm_train.sh ${PARTITION} ${JOB_NAME} ${CONFIG_FILE} ${WORK_DIR} [PY_ARGS]





Here are the arguments description of the script.




	ARGS
	Description





	PARTITION
	The partition to use in your cluster.



	JOB_NAME
	The name of your job, you can name it as you like.



	CONFIG_FILE
	The path to the config file.



	WORK_DIR
	The target folder to save logs and checkpoints.



	[PYARGS]
	The other optional arguments of tools/train.py, see here.





Here are the environment variables that can be used to configure the slurm job.




	ENV_VARS
	Description





	GPUS
	The total number of GPUs to be used. Defaults to 8.



	GPUS_PER_NODE
	The number of GPUs to be allocated per node. Defaults to 8.



	CPUS_PER_TASK
	The number of CPUs to be allocated per task (Usually one GPU corresponds to one task). Defaults to 5.



	SRUN_ARGS
	The other arguments of srun. Available options can be found here.












Resume training

Resume training means to continue training from the state saved from one of the previous trainings, where the state includes the model weights, the state of the optimizer and the optimizer parameter adjustment strategy.


Automatically resume training

Users can add --resume to the end of the training command to resume training. The program will automatically load the latest weight file from work_dirs to resume training. If there is a latest checkpoint in work_dirs (e.g. the training was interrupted during the previous training), the training will be resumed from the checkpoint. Otherwise (e.g. the previous training did not save checkpoint in time or a new training task was started), the training will be restarted.

Here is an example of resuming training:

python tools/train.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_res50_8xb64-210e_coco-256x192.py --resume








Specify the checkpoint to resume training

You can also specify the checkpoint path for --resume. MMPose will automatically read the checkpoint and resume training from it. The command is as follows:

python tools/train.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_res50_8xb64-210e_coco-256x192.py \
    --resume work_dirs/td-hm_res50_8xb64-210e_coco-256x192/latest.pth





If you hope to manually specify the checkpoint path in the config file, in addition to setting resume=True, you also need to set the load_from.

It should be noted that if only load_from is set without setting resume=True, only the weights in the checkpoint will be loaded and the training will be restarted from scratch, instead of continuing from the previous state.

The following example is equivalent to the example above that specifies the --resume parameter:

resume = True
load_from = 'work_dirs/td-hm_res50_8xb64-210e_coco-256x192/latest.pth'
# model settings
model = dict(
    ## omitted ##
    )










Freeze partial parameters during training

In some scenarios, it might be desirable to freeze certain parameters of a model during training to fine-tune specific parts or to prevent overfitting. In MMPose, you can set different hyperparameters for any module in the model by setting custom_keys in paramwise_cfg. This allows you to control the learning rate and decay coefficient for specific parts of the model.

For example, if you want to freeze the parameters in backbone.layer0 and backbone.layer1, you can modify the optimizer wrapper in the config file as:

optim_wrapper = dict(
    optimizer=dict(...),
    paramwise_cfg=dict(
        custom_keys={
            'backbone.layer0': dict(lr_mult=0, decay_mult=0),
            'backbone.layer0': dict(lr_mult=0, decay_mult=0),
        }))





This configuration will freeze the parameters in backbone.layer0 and backbone.layer1 by setting their learning rate and decay coefficient to 0. By using this approach, you can effectively control the training process and fine-tune specific parts of your model as needed.




Automatic Mixed Precision (AMP) training

Mixed precision training can reduce training time and storage requirements without changing the model or reducing the model training accuracy, thus supporting larger batch sizes, larger models, and larger input sizes.

To enable Automatic Mixing Precision (AMP) training, add --amp to the end of the training command, which is as follows:

python tools/train.py ${CONFIG_FILE} --amp





Specific examples are as follows:

python tools/train.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_res50_8xb64-210e_coco-256x192.py  --amp








Set the random seed

If you want to specify the random seed during training, you can use the following command:

python ./tools/train.py \
    ${CONFIG} \                               # config file
    --cfg-options randomness.seed=2023 \      # set the random seed = 2023
    [randomness.diff_rank_seed=True] \        # Set different seeds according to rank.
    [randomness.deterministic=True]           # Set the cuDNN backend deterministic option to True
# `[]` stands for optional parameters, when actually entering the command line, you do not need to enter `[]`





randomness has three parameters that can be set, with the following meanings.


	randomness.seed=2023, set the random seed to 2023.


	randomness.diff_rank_seed=True, set different seeds according to global rank. Defaults to False.


	randomness.deterministic=True, set the deterministic option for cuDNN backend, i.e., set torch.backends.cudnn.deterministic to True and torch.backends.cudnn.benchmark to False. Defaults to False. See Pytorch Randomness [https://pytorch.org/docs/stable/notes/randomness.html] for more details.







Training Log

During training, the training log will be printed in the console as follows:

07/14 08:26:50 - mmengine - INFO - Epoch(train) [38][ 6/38]  base_lr: 5.148343e-04 lr: 5.148343e-04  eta: 0:15:34  time: 0.540754  data_time: 0.394292  memory: 3141  loss: 0.006220  loss_kpt: 0.006220  acc_pose: 1.000000





The training log contains the following information:


	07/14 08:26:50: The current time.


	mmengine: The name of the program.


	INFO or WARNING: The log level.


	Epoch(train): The current training stage. train means the training stage, val means the validation stage.


	[38][ 6/38]: The current epoch and the current iteration.


	base_lr: The base learning rate.


	lr: The current (real) learning rate.


	eta: The estimated time of arrival.


	time: The elapsed time (minutes) of the current iteration.


	data_time: The elapsed time (minutes) of data processing (i/o and transforms).


	memory: The GPU memory (MB) allocated by the program.


	loss: The total loss value of the current iteration.


	loss_kpt: The loss value you passed in head module.


	acc_pose: The accuracy value you passed in head module.







Visualize training process

Monitoring the training process is essential for understanding the performance of your model and making necessary adjustments. In this section, we will introduce two methods to visualize the training process of your MMPose model: TensorBoard and the MMEngine Visualizer.


TensorBoard

TensorBoard is a powerful tool that allows you to visualize the changes in losses during training. To enable TensorBoard visualization, you may need to:


	Install TensorBoard environment

pip install tensorboard







	Enable TensorBoard in the config file

visualizer = dict(vis_backends=[
    dict(type='LocalVisBackend'),
    dict(type='TensorboardVisBackend'),
])









The event file generated by TensorBoard will be save under the experiment log folder ${WORK_DIR}, which defaults to work_dir/${CONFIG} or can be specified using the --work-dir option. To visualize the training process, use the following command:

tensorboard --logdir ${WORK_DIR}/${TIMESTAMP}/vis_data








MMEngine visualizer

MMPose also supports visualizing model inference results during validation. To activate this function, please use the --show option or set --show-dir when launching training. This feature provides an effective way to analyze the model’s performance on specific examples and make any necessary adjustments.






Test your model


Test with your PC

You can use tools/test.py to test a model on a single machine with a CPU and optionally a GPU.

Here is the full usage of the script:

python tools/test.py ${CONFIG_FILE} ${CHECKPOINT_FILE} [ARGS]






Note

By default, MMPose prefers GPU to CPU. If you want to test a model on CPU, please empty CUDA_VISIBLE_DEVICES or set it to -1 to make GPU invisible to the program.



CUDA_VISIBLE_DEVICES=-1 python tools/test.py ${CONFIG_FILE} ${CHECKPOINT_FILE} [ARGS]








	ARGS
	Description





	CONFIG_FILE
	The path to the config file.



	CHECKPOINT_FILE
	The path to the checkpoint file (It can be a http link, and you can find checkpoints here).



	--work-dir WORK_DIR
	The directory to save the file containing evaluation metrics.



	--out OUT
	The path to save the file containing evaluation metrics.



	--dump DUMP
	The path to dump all outputs of the model for offline evaluation.



	--cfg-options CFG_OPTIONS
	Override some settings in the used config, the key-value pair in xxx=yyy format will be merged into the config file. If the value to be overwritten is a list, it should be of the form of either key="[a,b]" or key=a,b. The argument also allows nested list/tuple values, e.g. key="[(a,b),(c,d)]". Note that quotation marks are necessary and that no white space is allowed.



	--show-dir SHOW_DIR
	The directory to save the result visualization images.



	--show
	Visualize the prediction result in a window.



	--interval INTERVAL
	The interval of samples to visualize.



	--wait-time WAIT_TIME
	The display time of every window (in seconds). Defaults to 1.



	--launcher {none,pytorch,slurm,mpi}
	Options for job launcher.








Test with multiple GPUs

We provide a shell script to start a multi-GPUs task with torch.distributed.launch.

bash ./tools/dist_test.sh ${CONFIG_FILE} ${CHECKPOINT_FILE} ${GPU_NUM} [PY_ARGS]








	ARGS
	Description





	CONFIG_FILE
	The path to the config file.



	CHECKPOINT_FILE
	The path to the checkpoint file (It can be a http link, and you can find checkpoints here).



	GPU_NUM
	The number of GPUs to be used.



	[PYARGS]
	The other optional arguments of tools/test.py, see here.





You can also specify extra arguments of the launcher by environment variables. For example, change the
communication port of the launcher to 29666 by the below command:

PORT=29666 bash ./tools/dist_test.sh ${CONFIG_FILE} ${CHECKPOINT_FILE} ${GPU_NUM} [PY_ARGS]





If you want to startup multiple test jobs and use different GPUs, you can launch them by specifying
different port and visible devices.

CUDA_VISIBLE_DEVICES=0,1,2,3 PORT=29500 bash ./tools/dist_test.sh ${CONFIG_FILE1} ${CHECKPOINT_FILE} 4 [PY_ARGS]
CUDA_VISIBLE_DEVICES=4,5,6,7 PORT=29501 bash ./tools/dist_test.sh ${CONFIG_FILE2} ${CHECKPOINT_FILE} 4 [PY_ARGS]








Test with multiple machines


Multiple machines in the same network

If you launch a test job with multiple machines connected with ethernet, you can run the following commands:

On the first machine:

NNODES=2 NODE_RANK=0 PORT=$MASTER_PORT MASTER_ADDR=$MASTER_ADDR bash tools/dist_test.sh $CONFIG $CHECKPOINT_FILE $GPUS





On the second machine:

NNODES=2 NODE_RANK=1 PORT=$MASTER_PORT MASTER_ADDR=$MASTER_ADDR bash tools/dist_test.sh $CONFIG $CHECKPOINT_FILE $GPUS





Compared with multi-GPUs in a single machine, you need to specify some extra environment variables:




	ENV_VARS
	Description





	NNODES
	The total number of machines.



	NODE_RANK
	The index of the local machine.



	PORT
	The communication port, it should be the same in all machines.



	MASTER_ADDR
	The IP address of the master machine, it should be the same in all machines.





Usually, it is slow if you do not have high-speed networking like InfiniBand.




Multiple machines managed with slurm

If you run MMPose on a cluster managed with slurm [https://slurm.schedmd.com/], you can use the script slurm_test.sh.

[ENV_VARS] ./tools/slurm_test.sh ${PARTITION} ${JOB_NAME} ${CONFIG_FILE} ${CHECKPOINT_FILE} [PY_ARGS]





Here are the argument descriptions of the script.




	ARGS
	Description





	PARTITION
	The partition to use in your cluster.



	JOB_NAME
	The name of your job, you can name it as you like.



	CONFIG_FILE
	The path to the config file.



	CHECKPOINT_FILE
	The path to the checkpoint file (It can be a http link, and you can find checkpoints here).



	[PYARGS]
	The other optional arguments of tools/test.py, see here.





Here are the environment variables that can be used to configure the slurm job.




	ENV_VARS
	Description





	GPUS
	The total number of GPUs to be used. Defaults to 8.



	GPUS_PER_NODE
	The number of GPUs to be allocated per node. Defaults to 8.



	CPUS_PER_TASK
	The number of CPUs to be allocated per task (Usually one GPU corresponds to one task). Defaults to 5.



	SRUN_ARGS
	The other arguments of srun. Available options can be found here.












Custom Testing Features


Test with Custom Metrics

If you’re looking to assess models using unique metrics not already supported by MMPose, you’ll need to code these metrics yourself and include them in your config file. For guidance on how to accomplish this, check out our customized evaluation guide [https://mmpose.readthedocs.io/en/latest/advanced_guides/customize_evaluation.html].




Evaluating Across Multiple Datasets

MMPose offers a handy tool known as MultiDatasetEvaluator for streamlined assessment across multiple datasets. Setting up this evaluator in your config file is a breeze. Below is a quick example demonstrating how to evaluate a model using both the COCO and AIC datasets:

# Set up validation datasets
coco_val = dict(type='CocoDataset', ...)
aic_val = dict(type='AicDataset', ...)
val_dataset = dict(
        type='CombinedDataset',
        datasets=[coco_val, aic_val],
        pipeline=val_pipeline,
        ...)

# configurate the evaluator
val_evaluator = dict(
    type='MultiDatasetEvaluator',
    metrics=[  # metrics for each dataset
        dict(type='CocoMetric',
             ann_file='data/coco/annotations/person_keypoints_val2017.json'),
        dict(type='CocoMetric',
            ann_file='data/aic/annotations/aic_val.json',
            use_area=False,
            prefix='aic')
    ],
    # the number and order of datasets must align with metrics
    datasets=[coco_val, aic_val],
    )





Keep in mind that different datasets, like COCO and AIC, have various keypoint definitions. Yet, the model’s output keypoints are standardized. This results in a discrepancy between the model outputs and the actual ground truth. To address this, you can employ KeypointConverter to align the keypoint configurations between different datasets. Here’s a full example that shows how to leverage KeypointConverter to align AIC keypoints with COCO keypoints:

aic_to_coco_converter = dict(
            type='KeypointConverter',
            num_keypoints=17,
            mapping=[
                (0, 6),
                (1, 8),
                (2, 10),
                (3, 5),
                (4, 7),
                (5, 9),
                (6, 12),
                (7, 14),
                (8, 16),
                (9, 11),
                (10, 13),
                (11, 15),
            ])

# val datasets
coco_val = dict(
    type='CocoDataset',
    data_root='data/coco/',
    data_mode='topdown',
    ann_file='annotations/person_keypoints_val2017.json',
    bbox_file='data/coco/person_detection_results/'
    'COCO_val2017_detections_AP_H_56_person.json',
    data_prefix=dict(img='val2017/'),
    test_mode=True,
    pipeline=[],
)

aic_val = dict(
        type='AicDataset',
        data_root='data/aic/',
        data_mode=data_mode,
        ann_file='annotations/aic_val.json',
        data_prefix=dict(img='ai_challenger_keypoint_validation_20170911/'
                         'keypoint_validation_images_20170911/'),
        test_mode=True,
        pipeline=[],
    )

val_dataset = dict(
        type='CombinedDataset',
        metainfo=dict(from_file='configs/_base_/datasets/coco.py'),
        datasets=[coco_val, aic_val],
        pipeline=val_pipeline,
        test_mode=True,
    )

val_dataloader = dict(
    batch_size=32,
    num_workers=2,
    persistent_workers=True,
    drop_last=False,
    sampler=dict(type='DefaultSampler', shuffle=False, round_up=False),
    dataset=val_dataset)

test_dataloader = val_dataloader

val_evaluator = dict(
    type='MultiDatasetEvaluator',
    metrics=[
        dict(type='CocoMetric',
             ann_file=data_root + 'annotations/person_keypoints_val2017.json'),
        dict(type='CocoMetric',
            ann_file='data/aic/annotations/aic_val.json',
            use_area=False,
            gt_converter=aic_to_coco_converter,
            prefix='aic')
    ],
    datasets=val_dataset['datasets'],
    )

test_evaluator = val_evaluator





For further clarification on converting AIC keypoints to COCO keypoints, please consult this guide [https://mmpose.readthedocs.io/en/latest/user_guides/mixed_datasets.html#merge-aic-into-coco].




Evaluating Top-down Models with Custom Detector

To evaluate top-down models, you can use either ground truth or pre-detected bounding boxes. The bbox_file provides these boxes, generated by a specific detector. For instance, COCO_val2017_detections_AP_H_56_person.json contains bounding boxes for the COCO val2017 dataset, generated using a detector with a human AP of 56.4. To create your own bbox_file using a custom detector supported by MMDetection, run the following command:

python tools/misc/generate_bbox_file.py \
    ${DET_CONFIG} ${DET_WEIGHT} ${OUTPUT_FILE_NAME} \
    [--pose-config ${POSE_CONFIG}] \
    [--score-thr ${SCORE_THRESHOLD}] [--nms-thr ${NMS_THRESHOLD}]





Here, the DET_CONFIG and DET_WEIGHT initialize the detector. POSE_CONFIG specifies the test dataset requiring bounding box detection, while  SCORE_THRESHOLD and NMS_THRESHOLD arguments are used for bounding box filtering.
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Publish Model and Deployment

This chapter will introduce how to export and deploy models trained with MMPose. It includes the following sections:


	Model Simplification


	Deployment with MMDeploy


	Introduction to MMDeploy


	Supported Models


	Installation


	Model Conversion


	How to Find the Deployment Configuration File for an MMPose Model


	RTMPose Model Export Example


	ONNX


	TensorRT


	Advanced Settings






	Model Profiling


	Accuracy Validation









Publish Model

By default, the checkpoint file saved during MMPose training contains all the information about the model, including the model structure, weights, optimizer states, etc. This information is redundant for model deployment. Therefore, we need to simplify the model. The simplified .pth file can even be less than half the size of the original.

MMPose provides the tools/misc/publish_model.py [https://github.com/open-mmlab/mmpose/blob/dev-1.x/tools/misc/publish_model.py] script for model simplification, which can be used as follows:

python tools/misc/publish_model.py ${IN_FILE} ${OUT_FILE}





For example:

python tools/misc/publish_model.py ./epoch_10.pth ./epoch_10_publish.pth





The script will automatically simplify the model, save the simplified model to the specified path, and add a timestamp to the filename, for example, ./epoch_10_publish-21815b2c_20230726.pth.




Deployment with MMDeploy


Introduction to MMDeploy

MMDeploy is the OpenMMLab model deployment toolbox, providing a unified deployment experience for various algorithm libraries. With MMDeploy, developers can easily generate SDKs tailored to specific hardware from MMPose, saving a lot of adaptation time.


	You can directly download SDK versions of models (ONNX, TensorRT, ncnn, etc.) from the  OpenMMLab Deploee [https://platform.openmmlab.com/deploee].


	We also support Online Model Conversion [https://platform.openmmlab.com/deploee/task-convert-list], so you don’t need to install MMDeploy locally.




For more information and usage guidelines, see the MMDeploy documentation [https://mmdeploy.readthedocs.io/en/latest/get_started.html].




Supported Models




	Model
	Task
	ONNX Runtime
	TensorRT
	ncnn
	PPLNN
	OpenVINO
	CoreML
	TorchScript





	HRNet
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	MSPN
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	LiteHRNet
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	Hourglass
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	SimCC
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	RTMPose
	PoseDetection
	Y
	Y
	Y
	N
	Y
	Y
	Y



	YoloX-Pose
	PoseDetection
	Y
	Y
	N
	N
	Y
	Y
	Y








Installation

Before starting the deployment, you need to make sure that MMPose, MMDetection, and MMDeploy are correctly installed. Please follow the installation instructions below:


	Installation of MMPose and MMDetection


	Installation of MMDeploy [https://mmdeploy.readthedocs.io/en/latest/04-supported-codebases/mmpose.html]




Depending on the backend you choose for deployment, some backends require compilation of custom operators supported by MMDeploy. Please refer to the corresponding documentation to ensure that the environment is set up correctly:


	ONNX [https://mmdeploy.readthedocs.io/en/latest/05-supported-backends/onnxruntime.html]


	TensorRT [https://mmdeploy.readthedocs.io/en/latest/05-supported-backends/tensorrt.html]


	OpenVINO [https://mmdeploy.readthedocs.io/en/latest/05-supported-backends/openvino.html]


	ncnn [https://mmdeploy.readthedocs.io/en/latest/05-supported-backends/ncnn.html]


	TorchScript [https://mmdeploy.readthedocs.io/en/latest/05-supported-backends/torchscript.html]


	More [https://github.com/open-mmlab/mmdeploy/tree/main/docs/en/05-supported-backends]







Model Conversion

After completing the installation, you can start model deployment. You can use the provided tools/deploy.py [https://github.com/open-mmlab/mmdeploy/blob/main/tools/deploy.py] script in MMDeploy to easily convert MMPose models to different deployment backends.

Here’s how you can use it:

python ./tools/deploy.py \
    ${DEPLOY_CFG_PATH} \
    ${MODEL_CFG_PATH} \
    ${MODEL_CHECKPOINT_PATH} \
    ${INPUT_IMG} \
    --test-img ${TEST_IMG} \
    --work-dir ${WORK_DIR} \
    --calib-dataset-cfg ${CALIB_DATA_CFG} \
    --device ${DEVICE} \
    --log-level INFO \
    --show \
    --dump-info





Parameter descriptions:


	deploy_cfg: Deployment configuration specific to mmdeploy, including inference framework type, quantization, and whether the input shape is dynamic or static. The configuration files may have reference relationships, and configs/mmpose/pose-detection_simcc_onnxruntime_dynamic.py is an example.


	model_cfg: Model configuration specific to the mm algorithm library, e.g., mmpose/configs/body_2d_keypoint/rtmpose/coco/rtmpose-m_8xb256-420e_aic-coco-256x192.py, independent of mmdeploy path.


	checkpoint: Path to the torch model. It can be a local file path or a download link (e.g., http/https).


	img: Path to the test image or point cloud file used for model conversion.


	--test-img: Path to the image file used to test the model. Default is set to None.


	--work-dir: Working directory to save logs and model files.


	--calib-dataset-cfg: This parameter only takes effect in int8 mode and is used for the calibration dataset configuration file. If not provided in int8 mode, the script will automatically use the ‘val’ dataset from the model configuration file for calibration.


	--device: Device used for model conversion. Default is cpu, but for trt, you can use cuda:0, for example.


	--log-level: Set the log level, with options including ‘CRITICAL’, ‘FATAL’, ‘ERROR’, ‘WARN’, ‘WARNING’, ‘INFO’, ‘DEBUG’, and ‘NOTSET’. Default is INFO.


	--show: Whether to display the detection results.


	--dump-info: Whether to output SDK information.





How to Find the Deployment Configuration File for an MMPose Model


	All deployment configuration files related to MMPose are stored in the configs/mmpose/ [https://github.com/open-mmlab/mmdeploy/tree/main/configs/mmpose] directory.


	The naming convention for deployment configuration files is {Task}_{Algorithm}_{Backend}_{Dynamic/Static}_{Input Size}.







RTMPose Model Export Example

In this section, we demonstrate how to export the RTMPose model in ONNX and TensorRT formats. For more information, refer to the MMDeploy documentation [https://mmdeploy.readthedocs.io/en/latest/02-how-to-run/convert_model.html].


	ONNX Configuration


	pose-detection_simcc_onnxruntime_dynamic.py [https://github.com/open-mmlab/mmdeploy/blob/main/configs/mmpose/pose-detection_simcc_onnxruntime_dynamic.py]






	TensorRT Configuration


	pose-detection_simcc_tensorrt_dynamic-256x192.py [https://github.com/open-mmlab/mmdeploy/blob/main/configs/mmpose/pose-detection_simcc_tensorrt_dynamic-256x192.py]






	More







	Backend
	Config





	ncnn-fp16
	pose-detection_simcc_ncnn-fp16_static-256x192.py



	CoreML
	pose-detection_simcc_coreml_static-256x192.py



	OpenVINO
	pose-detection_simcc_openvino_static-256x192.py



	RKNN
	pose-detection_simcc_rknn-fp16_static-256x192.py





If you need to modify the deployment configuration, please refer to the MMDeploy config tutorial [https://mmdeploy.readthedocs.io/en/latest/02-how-to-run/write_config.html].

The file structure used in this tutorial is as follows:

|----mmdeploy
|----mmpose






ONNX

Run the following command:

# Go to the mmdeploy directory
cd ${PATH_TO_MMDEPLOY}

# Convert RTMPose
# The input model path can be a local path or a download link.
python tools/deploy.py \
    configs/mmpose/pose-detection_simcc_onnxruntime_dynamic.py \
    ../mmpose/projects/rtmpose/rtmpose/body_2d_keypoint/rtmpose-m_8xb256-420e_coco-256x192.py \
    https://download.openmmlab.com/mmpose/v1/projects/rtmposev1/rtmpose-m_simcc-aic-coco_pt-aic-coco_420e-256x192-63eb25f7_20230126.pth \
    demo/resources/human-pose.jpg \
    --work-dir rtmpose-ort/rtmpose-m \
    --device cpu \
    --show \
    --dump-info   # Export SDK info





The default exported model file is {work-dir}/end2end.onnx




TensorRT

Run the following command:

# Go to the mmdeploy directory
cd ${PATH_TO_MMDEPLOY}

# Convert RTMPose
# The input model path can be a local path or a download link.
python tools/deploy.py \
    configs/mmpose/pose-detection_simcc_tensorrt_dynamic-256x192.py \
    ../mmpose/projects/rtmpose/rtmpose/body_2d_keypoint/rtmpose-m_8xb256-420e_coco-256x192.py \
    https://download.openmmlab.com/mmpose/v1/projects/rtmposev1/rtmpose-m_simcc-aic-coco_pt-aic-coco_420e-256x192-63eb25f7_20230126.pth \
    demo/resources/human-pose.jpg \
    --work-dir rtmpose-trt/rtmpose-m \
    --device cuda:0 \
    --show \
    --dump-info   # Export SDK info





The default exported model file is {work-dir}/end2end.engine

If the model is successfully exported, you will see the detection results on the sample image:

[image: convert_models]


Advanced Settings

If you want to use TensorRT-FP16, you can enable it by modifying the following MMDeploy configuration:

# in MMDeploy config
backend_config = dict(
    type='tensorrt',
    common_config=dict(
        fp16_mode=True  # Enable FP16
    ))














Model Profiling

If you want to test the inference speed of the model in the deployment framework, MMDeploy provides a convenient script called tools/profiler.py.

You need to prepare a folder containing test images named ./test_images, and the profiler will randomly extract images from this directory for model profiling.

# Go to the mmdeploy directory
cd ${PATH_TO_MMDEPLOY}

python tools/profiler.py \
    configs/mmpose/pose-detection_simcc_onnxruntime_dynamic.py \
    ../mmpose/projects/rtmpose/rtmpose/body_2d_keypoint/rtmpose-m_8xb256-420e_coco-256x192.py \
    ../test_images \
    --model {WORK_DIR}/end2end.onnx \
    --shape 256x192 \
    --device cpu \
    --warmup 50 \
    --num-iter 200





The profiling results will be displayed as follows:

01/30 15:06:35 - mmengine - INFO - [onnxruntime]-70 times per count: 8.73 ms, 114.50 FPS
01/30 15:06:36 - mmengine - INFO - [onnxruntime]-90 times per count: 9.05 ms, 110.48 FPS
01/30 15:06:37 - mmengine - INFO - [onnxruntime]-110 times per count: 9.87 ms, 101.32 FPS
01/30 15:06:37 - mmengine - INFO - [onnxruntime]-130 times per count: 9.99 ms, 100.10 FPS
01/30 15:06:38 - mmengine - INFO - [onnxruntime]-150 times per count: 10.39 ms, 96.29 FPS
01/30 15:06:39 - mmengine - INFO - [onnxruntime]-170 times per count: 10.77 ms, 92.86 FPS
01/30 15:06:40 - mmengine - INFO - [onnxruntime]-190 times per count: 10.98 ms, 91.05 FPS
01/30 15:06:40 - mmengine - INFO - [onnxruntime]-210 times per count: 11.19 ms, 89.33 FPS
01/30 15:06:41 - mmengine - INFO - [onnxruntime]-230 times per count: 11.16 ms, 89.58 FPS
01/30 15:06:42 - mmengine - INFO - [onnxruntime]-250 times per count: 11.06 ms, 90.41 FPS
----- Settings:
+------------+---------+
| batch size |    1    |
|   shape    | 256x192 |
| iterations |   200   |
|   warmup   |    50   |
+------------+---------+
----- Results:
+--------+------------+---------+
| Stats  | Latency/ms |   FPS   |
+--------+------------+---------+
|  Mean  |   11.060   |  90.412 |
| Median |   11.852   |  84.375 |
|  Min   |   7.812    | 128.007 |
|  Max   |   13.690   |  73.044 |
+--------+------------+---------+






Note

If you want to learn more about profiler and its more parameter settings and functionality, you can refer to the Profiler documentation [https://mmdeploy.readthedocs.io/en/main/02-how-to-run/useful_tools.html#profiler].






Model Accuracy Testing

If you want to test the inference accuracy of the model in the deployment framework, MMDeploy provides a convenient script called tools/test.py.

# Go to the mmdeploy directory
cd ${PATH_TO_MMDEPLOY}

python tools/test.py \
    configs/mmpose/pose-detection_simcc_onnxruntime_dynamic.py \
    ./mmpose/projects/rtmpose/rtmpose/body_2d_keypoint/rtmpose-m_8xb256-420e_coco-256x192.py \
    --model {PATH_TO_MODEL}/rtmpose_m.pth \
    --device cpu






Note

For more detailed content, please refer to the MMDeploy documentation [https://github.com/open-mmlab/mmdeploy/blob/main/docs/en/02-how-to-run/profile_model.md].



With this, you have covered the steps for model simplification and deployment using MMDeploy for MMPose models. It includes converting models to different formats (ONNX, TensorRT, etc.), testing inference speed, and accuracy in the deployment framework.
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Model Analysis


Get Model Params & FLOPs

MMPose provides tools/analysis_tools/get_flops.py [https://github.com/open-mmlab/mmpose/blob/dev-1.x/tools/analysis_tools/get_flops.py] to get model parameters and FLOPs.

python tools/analysis_tools/get_flops.py ${CONFIG_FILE} [--shape ${INPUT_SHAPE}] [--cfg-options ${CFG_OPTIONS}]





Description of all arguments:

CONFIG_FILE : The path of a model config file.

--shape: The input shape to the model.

--input-constructor: If specified as batch, it will generate a batch tensor to calculate FLOPs.

--batch-size：If --input-constructor is specified as batch, it will generate a random tensor with shape (batch_size, 3, **input_shape) to calculate FLOPs.

--cfg-options: If specified, the key-value pair optional cfg will be merged into config file.

Example:

python tools/analysis_tools/get_flops.py configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-256x192.py





We will get the following results:

==============================
Input shape: (1, 3, 256, 192)
Flops: 7.7 GFLOPs
Params: 28.54 M
==============================






Note

This tool is still experimental and we do not guarantee that the number is absolutely correct. Some operators are not counted into FLOPs like GN and custom operators.






Log Analysis

MMPose provides tools/analysis_tools/analyze_logs.py [https://github.com/open-mmlab/mmpose/blob/dev-1.x/tools/analysis_tools/analyze_logs.py] to analyze the training log. The log file can be either a json file or a text file. The json file is recommended, because it is more convenient to parse and visualize.

Currently, the following functions are supported:


	Plot loss/accuracy curves


	Calculate training time





Plot Loss/Accuracy Curves

The function depends on seaborn, please install it first by running pip install seaborn.

[image: log_curve]

python tools/analysis_tools/analyze_logs.py plot_curve ${JSON_LOGS} [--keys ${KEYS}] [--title ${TITLE}] [--legend ${LEGEND}] [--backend ${BACKEND}] [--style ${STYLE}] [--out ${OUT_FILE}]





Examples:


	Plot loss curve

python tools/analysis_tools/analyze_logs.py plot_curve log.json --keys loss_kpt --legend loss_kpt







	Plot accuracy curve and export to PDF file

python tools/analysis_tools/analyze_logs.py plot_curve log.json --keys acc_pose --out results.pdf







	Plot multiple log files on the same figure

python tools/analysis_tools/analyze_logs.py plot_curve log1.json log2.json --keys loss_kpt --legend run1 run2 --title loss_kpt --out loss_kpt.png












Calculate Training Time

python tools/analysis_tools/analyze_logs.py cal_train_time ${JSON_LOGS} [--include-outliers]





Examples:

python tools/analysis_tools/analyze_logs.py cal_train_time log.json





The result is as follows:

-----Analyze train time of hrnet_w32_256x192.json-----
slowest epoch 56, average time is 0.6924
fastest epoch 1, average time is 0.6502
time std over epochs is 0.0085
average iter time: 0.6688 s/iter
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Dataset Annotation and Format Conversion

This guide will help you tackle your datasets to get them ready for training and testing.


Dataset Annotation

For users of Label Studio [https://github.com/heartexlabs/label-studio/], please follow the instructions in the Label Studio to COCO document to annotate and export the results as a Label Studio .json file. And save the Code from the Labeling Interface as an .xml file.


Note

MMPose DOSE NOT impose any restrictions on the annotation tools used by users. As long as the final annotated results meet MMPose’s data format requirements, they are acceptable. We warmly welcome community users to contribute more tutorials and conversion scripts for using various dataset annotation tools.






Browse Dataset

MMPose provides a useful tool to browse the dataset. You can visualize the raw annotations and the transformed annotations after data augmentation, which is helpful for debugging.

Please refer to this document [https://mmpose.readthedocs.io/en/dev-1.x/user_guides/prepare_datasets.html#browse-dataset] for more details.




Download Open-source Datasets via MIM

By using OpenXLab [https://openxlab.org.cn/datasets], you can obtain free formatted datasets in various fields. Through the search function of the platform, you may address the dataset they look for quickly and easily. Using the formatted datasets from the platform, you can efficiently conduct tasks across datasets.

We recommend you check out this how-to guide [https://mmpose.readthedocs.io/en/dev-1.x/user_guides/prepare_datasets.html#download-dataset-via-mim] to learn more details.




Format Conversion Scripts

We provide some scripts to convert the raw annotations into the format compatible with MMPose (namely, COCO style).


Animal Pose


Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






For Animal-Pose [https://sites.google.com/view/animal-pose/] dataset, the images and annotations can be downloaded from official website [https://sites.google.com/view/animal-pose/]. The script tools/dataset_converters/parse_animalpose_dataset.py converts raw annotations into the format compatible with MMPose. The pre-processed annotation files [https://download.openmmlab.com/mmpose/datasets/animalpose_annotations.tar] are available. If you would like to generate the annotations by yourself, please follow:


	Download the raw images and annotations and extract them under $MMPOSE/data. Make them look like this:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    │── animalpose
        │
        │-- VOC2012
        │   │-- Annotations
        │   │-- ImageSets
        │   │-- JPEGImages
        │   │-- SegmentationClass
        │   │-- SegmentationObject
        │
        │-- animalpose_image_part2
        │   │-- cat
        │   │-- cow
        │   │-- dog
        │   │-- horse
        │   │-- sheep
        │
        │-- PASCAL2011_animal_annotation
        │   │-- cat
        │   │   |-- 2007_000528_1.xml
        │   │   |-- 2007_000549_1.xml
        │   │   │-- ...
        │   │-- cow
        │   │-- dog
        │   │-- horse
        │   │-- sheep
        │
        │-- annimalpose_anno2
        │   │-- cat
        │   │   |-- ca1.xml
        │   │   |-- ca2.xml
        │   │   │-- ...
        │   │-- cow
        │   │-- dog
        │   │-- horse
        │   │-- sheep







	Run command

python tools/dataset_converters/parse_animalpose_dataset.py





The generated annotation files are put in $MMPOSE/data/animalpose/annotations.





The official dataset does not provide the official train/val/test set split.
We choose the images from PascalVOC for train & val. In total, we have 3608 images and 5117 annotations for train+val, where
2798 images with 4000 annotations are used for training, and 810 images with 1117 annotations are used for validation.
Those images from other sources (1000 images with 1000 annotations) are used for testing.




COFW


COFW (ICCV'2013)
@inproceedings{burgos2013robust,
  title={Robust face landmark estimation under occlusion},
  author={Burgos-Artizzu, Xavier P and Perona, Pietro and Doll{\'a}r, Piotr},
  booktitle={Proceedings of the IEEE international conference on computer vision},
  pages={1513--1520},
  year={2013}
}






For COFW data, please download from COFW Dataset (Color Images) [https://data.caltech.edu/records/20099].
Move COFW_train_color.mat and COFW_test_color.mat to $MMPOSE/data/cofw/ and make them look like:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    │── cofw
        |── COFW_train_color.mat
        |── COFW_test_color.mat





Run pip install h5py first to install the dependency, then run the following script under $MMPOSE:

python tools/dataset_converters/parse_cofw_dataset.py





And you will get

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    │── cofw
        |── COFW_train_color.mat
        |── COFW_test_color.mat
        |── annotations
        |   |── cofw_train.json
        |   |── cofw_test.json
        |── images
            |── 000001.jpg
            |── 000002.jpg








DeepposeKit


Desert Locust (Elife'2019)
@article{graving2019deepposekit,
  title={DeepPoseKit, a software toolkit for fast and robust animal pose estimation using deep learning},
  author={Graving, Jacob M and Chae, Daniel and Naik, Hemal and Li, Liang and Koger, Benjamin and Costelloe, Blair R and Couzin, Iain D},
  journal={Elife},
  volume={8},
  pages={e47994},
  year={2019},
  publisher={eLife Sciences Publications Limited}
}






For Vinegar Fly [https://github.com/jgraving/DeepPoseKit-Data], Desert Locust [https://github.com/jgraving/DeepPoseKit-Data], and Grévy’s Zebra [https://github.com/jgraving/DeepPoseKit-Data] dataset, the annotations files can be downloaded from DeepPoseKit-Data [https://github.com/jgraving/DeepPoseKit-Data]. The script tools/dataset_converters/parse_deepposekit_dataset.py converts raw annotations into the format compatible with MMPose. The pre-processed annotation files are available at vinegar_fly_annotations [https://download.openmmlab.com/mmpose/datasets/vinegar_fly_annotations.tar], locust_annotations [https://download.openmmlab.com/mmpose/datasets/locust_annotations.tar], and zebra_annotations [https://download.openmmlab.com/mmpose/datasets/zebra_annotations.tar]. If you would like to generate the annotations by yourself, please follows:


	Download the raw images and annotations and extract them under $MMPOSE/data. Make them look like this:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    |
    |── DeepPoseKit-Data
    |   `── datasets
    |       |── fly
    |       |   |── annotation_data_release.h5
    |       |   |── skeleton.csv
    |       |   |── ...
    |       |
    |       |── locust
    |       |   |── annotation_data_release.h5
    |       |   |── skeleton.csv
    |       |   |── ...
    |       |
    |       `── zebra
    |           |── annotation_data_release.h5
    |           |── skeleton.csv
    |           |── ...
    |
    │── fly
        `-- images
            │-- 0.jpg
            │-- 1.jpg
            │-- ...





Note that the images can be downloaded from vinegar_fly_images [https://download.openmmlab.com/mmpose/datasets/vinegar_fly_images.tar], locust_images [https://download.openmmlab.com/mmpose/datasets/locust_images.tar], and zebra_images [https://download.openmmlab.com/mmpose/datasets/zebra_images.tar].



	Run command

python tools/dataset_converters/parse_deepposekit_dataset.py





The generated annotation files are put in $MMPOSE/data/fly/annotations, $MMPOSE/data/locust/annotations, and $MMPOSE/data/zebra/annotations.





Since the official dataset does not provide the test set, we randomly select 90% images for training, and the rest (10%) for evaluation.




Macaque


MacaquePose (bioRxiv'2020)
@article{labuguen2020macaquepose,
  title={MacaquePose: A novel ‘in the wild’macaque monkey pose dataset for markerless motion capture},
  author={Labuguen, Rollyn and Matsumoto, Jumpei and Negrete, Salvador and Nishimaru, Hiroshi and Nishijo, Hisao and Takada, Masahiko and Go, Yasuhiro and Inoue, Ken-ichi and Shibata, Tomohiro},
  journal={bioRxiv},
  year={2020},
  publisher={Cold Spring Harbor Laboratory}
}






For MacaquePose [http://www2.ehub.kyoto-u.ac.jp/datasets/macaquepose/index.html] dataset, images and annotations can be downloaded from download [http://www2.ehub.kyoto-u.ac.jp/datasets/macaquepose/index.html]. The script tools/dataset_converters/parse_macaquepose_dataset.py converts raw annotations into the format compatible with MMPose. The pre-processed macaque_annotations [https://download.openmmlab.com/mmpose/datasets/macaque_annotations.tar] are available. If you would like to generate the annotations by yourself, please follows:


	Download the raw images and annotations and extract them under $MMPOSE/data. Make them look like this:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    │── macaque
        │-- annotations.csv
        │-- images
        │   │-- 01418849d54b3005.jpg
        │   │-- 0142d1d1a6904a70.jpg
        │   │-- 01ef2c4c260321b7.jpg
        │   │-- 020a1c75c8c85238.jpg
        │   │-- 020b1506eef2557d.jpg
        │   │-- ...







	Run command

python tools/dataset_converters/parse_macaquepose_dataset.py





The generated annotation files are put in $MMPOSE/data/macaque/annotations.





Since the official dataset does not provide the test set, we randomly select 12500 images for training, and the rest for evaluation.




Human3.6M


Human3.6M (TPAMI'2014)
@article{h36m_pami,
  author = {Ionescu, Catalin and Papava, Dragos and Olaru, Vlad and Sminchisescu,  Cristian},
  title = {Human3.6M: Large Scale Datasets and Predictive Methods for 3D Human Sensing in Natural Environments},
  journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
  publisher = {IEEE Computer Society},
  volume = {36},
  number = {7},
  pages = {1325-1339},
  month = {jul},
  year = {2014}
}






For Human3.6M [http://vision.imar.ro/human3.6m/description.php], please download from the official website and place the files under $MMPOSE/data/h36m.
Then run the preprocessing script [https://github.com/open-mmlab/mmpose/tree/dev-1.x/tools/dataset_converters/preprocess_h36m.py]:

python tools/dataset_converters/preprocess_h36m.py --metadata {path to metadata.xml} --original data/h36m





This will extract camera parameters and pose annotations at full framerate (50 FPS) and downsampled framerate (10 FPS). The processed data should have the following structure:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    ├── h36m
        ├── annotation_body3d
        |   ├── cameras.pkl
        |   ├── fps50
        |   |   ├── h36m_test.npz
        |   |   ├── h36m_train.npz
        |   |   ├── joint2d_rel_stats.pkl
        |   |   ├── joint2d_stats.pkl
        |   |   ├── joint3d_rel_stats.pkl
        |   |   `── joint3d_stats.pkl
        |   `── fps10
        |       ├── h36m_test.npz
        |       ├── h36m_train.npz
        |       ├── joint2d_rel_stats.pkl
        |       ├── joint2d_stats.pkl
        |       ├── joint3d_rel_stats.pkl
        |       `── joint3d_stats.pkl
        `── images
            ├── S1
            |   ├── S1_Directions_1.54138969
            |   |   ├── S1_Directions_1.54138969_00001.jpg
            |   |   ├── S1_Directions_1.54138969_00002.jpg
            |   |   ├── ...
            |   ├── ...
            ├── S5
            ├── S6
            ├── S7
            ├── S8
            ├── S9
            `── S11





After that, the annotations need to be transformed into COCO format which is compatible with MMPose. Please run:

python tools/dataset_converters/h36m_to_coco.py








MPII


MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






During training and inference for MPII [http://human-pose.mpi-inf.mpg.de/], the prediction result will be saved as ‘.mat’ format by default. We also provide a tool to convert this .mat to more readable .json format.

python tools/dataset_converters/mat2json ${PRED_MAT_FILE} ${GT_JSON_FILE} ${OUTPUT_PRED_JSON_FILE}





For example,

python tools/dataset/mat2json work_dirs/res50_mpii_256x256/pred.mat data/mpii/annotations/mpii_val.json pred.json










Label Studio


Label Studio
@misc{Label Studio,
  title={{Label Studio}: Data labeling software},
  url={https://github.com/heartexlabs/label-studio},
  note={Open source software available from https://github.com/heartexlabs/label-studio},
  author={
    Maxim Tkachenko and
    Mikhail Malyuk and
    Andrey Holmanyuk and
    Nikolai Liubimov},
  year={2020-2022},
}






For users of Label Studio [https://github.com/heartexlabs/label-studio/], please follow the instructions in the Label Studio to COCO document to annotate and export the results as a Label Studio .json file. And save the Code from the Labeling Interface as an .xml file.

We provide a script to convert Label Studio .json annotation file to COCO .json format file. It can be used by running the following command:

python tools/dataset_converters/labelstudio2coco.py ${LS_JSON_FILE} ${LS_XML_FILE} ${OUTPUT_COCO_JSON_FILE}





For example,

python tools/dataset_converters/labelstudio2coco.py config.xml project-1-at-2023-05-13-09-22-91b53efa.json output/result.json






UBody2D


UBody (CVPR'2023)
@article{lin2023one,
  title={One-Stage 3D Whole-Body Mesh Recovery with Component Aware Transformer},
  author={Lin, Jing and Zeng, Ailing and Wang, Haoqian and Zhang, Lei and Li, Yu},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  year={2023},
}






For Ubody [https://github.com/IDEA-Research/OSX] dataset, videos and annotations can be downloaded from OSX homepage [https://github.com/IDEA-Research/OSX].

Download and extract them under $MMPOSE/data, and make them look like this:

mmpose
├── mmpose
├── docs
├── tests
├── tools
├── configs
`── data
    │── UBody
        ├── annotations
        │   ├── ConductMusic
        │   ├── Entertainment
        │   ├── Fitness
        │   ├── Interview
        │   ├── LiveVlog
        │   ├── Magic_show
        │   ├── Movie
        │   ├── Olympic
        │   ├── Online_class
        │   ├── SignLanguage
        │   ├── Singing
        │   ├── Speech
        │   ├── TVShow
        │   ├── TalkShow
        │   └── VideoConference
        ├── splits
        │   ├── inter_scene_test_list.npy
        │   └── intra_scene_test_list.npy
        ├── videos
        │   ├── ConductMusic
        │   ├── Entertainment
        │   ├── Fitness
        │   ├── Interview
        │   ├── LiveVlog
        │   ├── Magic_show
        │   ├── Movie
        │   ├── Olympic
        │   ├── Online_class
        │   ├── SignLanguage
        │   ├── Singing
        │   ├── Speech
        │   ├── TVShow
        │   ├── TalkShow
        │   └── VideoConference





We provide a script to convert vidoes to images and split annotations to train/val sets. It can be used by running the following command:

python tools/dataset_converters/ubody_kpts_to_coco.py --data-root ${UBODY_DATA_ROOT}





For example,

python tools/dataset_converters/ubody_kpts_to_coco.py --data-root data/UBody
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Learn about Codecs

In the keypoint detection task, depending on the algorithm, it is often necessary to generate targets in different formats, such as normalized coordinates, vectors and heatmaps, etc. Similarly, for the model outputs, a decoding process is required to transform them into coordinates.

Encoding and decoding are closely related and inverse each other. In earlier versions of MMPose, encoding and decoding are implemented at different modules, making it less intuitive and unified.

MMPose 1.0 introduced a new module Codec to integrate the encoding and decoding together in a modular and user-friendly form.

Here is a diagram to show where the Codec is:

[image: pose_estimator_en]


Basic Concepts

A typical codec consists of two parts:


	Encoder


	Decoder





Encoder

The encoder transforms the coordinates in the input image space into the needed target format:


	Normalized Coordinates


	One-dimensional Vectors


	Gaussian Heatmaps




For example, in the Regression-based method, the encoder will be:

def encode(self,
           keypoints: np.ndarray,
           keypoints_visible: Optional[np.ndarray] = None) -> dict:
    """Encoding keypoints from input image space to normalized space.

    Args:
        keypoints (np.ndarray): Keypoint coordinates in shape (N, K, D)
        keypoints_visible (np.ndarray): Keypoint visibilities in shape
            (N, K)

    Returns:
        dict:
        - keypoint_labels (np.ndarray): The normalized regression labels in
            shape (N, K, D) where D is 2 for 2d coordinates
        - keypoint_weights (np.ndarray): The target weights in shape
            (N, K)
    """
    if keypoints_visible is None:
        keypoints_visible = np.ones(keypoints.shape[:2], dtype=np.float32)

    w, h = self.input_size
    valid = ((keypoints >= 0) &
             (keypoints <= [w - 1, h - 1])).all(axis=-1) & (
                 keypoints_visible > 0.5)

    keypoint_labels = (keypoints / np.array([w, h])).astype(np.float32)
    keypoint_weights = np.where(valid, 1., 0.).astype(np.float32)

    encoded = dict(
        keypoint_labels=keypoint_labels, keypoint_weights=keypoint_weights)

    return encoded





The encoded data is converted to Tensor format in PackPoseInputs and packed in data_sample.gt_instance_labels for model calls. By default it will consist of the following encoded fields:


	keypoint_labels


	keypoint_weights


	keypoints_visible_weights




To specify data fields to be packed, you can define the label_mapping_table attribute in the codec. For example, in VideoPoseLifting:

label_mapping_table = dict(
        trajectory_weights='trajectory_weights',
        lifting_target_label='lifting_target_label',
        lifting_target_weight='lifting_target_weight',
)





data_sample.gt_instance_labels are generally used for loss calculation, as demonstrated by loss() in RegressionHead.

def loss(self,
         inputs: Tuple[Tensor],
         batch_data_samples: OptSampleList,
         train_cfg: ConfigType = {}) -> dict:
    """Calculate losses from a batch of inputs and data samples."""

    pred_outputs = self.forward(inputs)

    keypoint_labels = torch.cat(
        [d.gt_instance_labels.keypoint_labels for d in batch_data_samples])
    keypoint_weights = torch.cat([
        d.gt_instance_labels.keypoint_weights for d in batch_data_samples
    ])

    # calculate losses
    losses = dict()
    loss = self.loss_module(pred_outputs, keypoint_labels,
                            keypoint_weights.unsqueeze(-1))

    losses.update(loss_kpt=loss)
    ### Omitted ###






Note

Encoder also defines data to be packed in data_sample.gt_instances and data_sample.gt_fields. Modify instance_mapping_table and field_mapping_table in the codec will specify values to be packed respectively. For default values, please check BaseKeypointCodec [https://github.com/open-mmlab/mmpose/blob/main/mmpose/codecs/base.py].






Decoder

The decoder transforms the model outputs into coordinates in the input image space, which is the opposite processing of the encoder.

For example, in the Regression-based method, the decoder will be:

def decode(self, encoded: np.ndarray) -> Tuple[np.ndarray, np.ndarray]:
    """Decode keypoint coordinates from normalized space to input image
    space.

    Args:
        encoded (np.ndarray): Coordinates in shape (N, K, D)

    Returns:
        tuple:
        - keypoints (np.ndarray): Decoded coordinates in shape (N, K, D)
        - scores (np.ndarray): The keypoint scores in shape (N, K).
            It usually represents the confidence of the keypoint prediction

    """

    if encoded.shape[-1] == 2:
        N, K, _ = encoded.shape
        normalized_coords = encoded.copy()
        scores = np.ones((N, K), dtype=np.float32)
    elif encoded.shape[-1] == 4:
        # split coords and sigma if outputs contain output_sigma
        normalized_coords = encoded[..., :2].copy()
        output_sigma = encoded[..., 2:4].copy()
        scores = (1 - output_sigma).mean(axis=-1)
    else:
        raise ValueError(
            'Keypoint dimension should be 2 or 4 (with sigma), '
            f'but got {encoded.shape[-1]}')

    w, h = self.input_size
    keypoints = normalized_coords * np.array([w, h])

    return keypoints, scores





By default, the decode() method only performs decoding on a single instance. You can also implement the batch_decode() method to boost the decoding process.






Common Usage

The example below shows how to use a codec in your config:


	Define the Codec


	Generate Targets


	Head





Define the Codec

Take the Regression-based method to generate normalized coordinates as an example, you can define a codec in your config as follows:

codec = dict(type='RegressionLabel', input_size=(192, 256))








Generate Targets

In pipelines, A codec should be passed into GenerateTarget to work as the encoder:

dict(type='GenerateTarget', encoder=codec)








Head

In MMPose workflows, we decode the model outputs in Head, which requires a codec to work as the decoder:

head=dict(
    type='RLEHead',
    in_channels=2048,
    num_joints=17,
    loss=dict(type='RLELoss', use_target_weight=True),
    decoder=codec
)





Here is the phase of a config file:

# codec settings
codec = dict(type='RegressionLabel', input_size=(192, 256))                     ## definition ##

# model settings
model = dict(
    type='TopdownPoseEstimator',
    data_preprocessor=dict(
        type='PoseDataPreprocessor',
        mean=[123.675, 116.28, 103.53],
        std=[58.395, 57.12, 57.375],
        bgr_to_rgb=True),
    backbone=dict(
        type='ResNet',
        depth=50,
        init_cfg=dict(type='Pretrained', checkpoint='torchvision://resnet50'),
    ),
    neck=dict(type='GlobalAveragePooling'),
    head=dict(
        type='RLEHead',
        in_channels=2048,
        num_joints=17,
        loss=dict(type='RLELoss', use_target_weight=True),
        decoder=codec),                                                         ## Head ##
    test_cfg=dict(
        flip_test=True,
        shift_coords=True,
    ))

# base dataset settings
dataset_type = 'CocoDataset'
data_mode = 'topdown'
data_root = 'data/coco/'

backend_args = dict(backend='local')

# pipelines
train_pipeline = [
    dict(type='LoadImage', backend_args=backend_args),
    dict(type='GetBBoxCenterScale'),
    dict(type='RandomFlip', direction='horizontal'),
    dict(type='RandomHalfBody'),
    dict(type='RandomBBoxTransform'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='GenerateTarget', encoder=codec),   ## Generate Target ##
    dict(type='PackPoseInputs')
]
test_pipeline = [
    dict(type='LoadImage', backend_args=backend_args),
    dict(type='GetBBoxCenterScale'),
    dict(type='TopdownAffine', input_size=codec['input_size']),
    dict(type='PackPoseInputs')
]










Supported Codecs

Supported codecs are in $MMPOSE/mmpose/codecs/ [https://github.com/open-mmlab/mmpose/tree/dev-1.x/mmpose/codecs]. Here is a list:


	RegressionLabel


	IntegralRegressionLabel


	MSRAHeatmap


	UDPHeatmap


	MegviiHeatmap


	SPR


	SimCC


	DecoupledHeatmap


	ImagePoseLifting


	VideoPoseLifting


	MotionBERTLabel





RegressionLabel

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/regression_label.py#L12]

The RegressionLabel codec is used to generate normalized coordinates as the regression targets.

Input


	Encoding keypoints from input image space to normalized space.




Output


	Decoding normalized coordinates from normalized space to input image space.




Related works:


	DeepPose [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#deeppose-cvpr-2014]


	RLE [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#rle-iccv-2021]







IntegralRegressionLabel

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/integral_regression_label.py]

The IntegralRegressionLabel codec is used to generate normalized coordinates as the regression targets.

Input


	Encoding keypoints from input image space to normalized space, and generate Gaussian heatmaps as well.




Output


	Decoding normalized coordinates from normalized space to input image space.




Related works:


	IPR [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#ipr-eccv-2018]


	DSNT [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#dsnt-2018]


	Debias IPR [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#debias-ipr-iccv-2021]







MSRAHeatmap

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/msra_heatmap.py]

The MSRAHeatmap codec is used to generate Gaussian heatmaps as the targets.

Input


	Encoding keypoints from input image space to output space as 2D Gaussian heatmaps.




Output


	Decoding 2D Gaussian heatmaps from output space to input image space as coordinates.




Related works:


	SimpleBaseline2D [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#simplebaseline2d-eccv-2018]


	CPM [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#cpm-cvpr-2016]


	HRNet [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#hrnet-cvpr-2019]


	DARK [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#darkpose-cvpr-2020]







UDPHeatmap

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/udp_heatmap.py]

The UDPHeatmap codec is used to generate Gaussian heatmaps as the targets.

Input


	Encoding keypoints from input image space to output space as 2D Gaussian heatmaps.




Output


	Decoding 2D Gaussian heatmaps from output space to input image space as coordinates.




Related works:


	UDP [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#udp-cvpr-2020]







MegviiHeatmap

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/megvii_heatmap.py]

The MegviiHeatmap codec is used to generate Gaussian heatmaps as the targets, which is usually used in Megvii’s works.

Input


	Encoding keypoints from input image space to output space as 2D Gaussian heatmaps.




Output


	Decoding 2D Gaussian heatmaps from output space to input image space as coordinates.




Related works:


	MSPN [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#mspn-arxiv-2019]


	RSN [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#rsn-eccv-2020]







SPR

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/spr.py]

The SPR codec is used to generate Gaussian heatmaps of instances’ center, and offsets as the targets.

Input


	Encoding keypoints from input image space to output space as 2D Gaussian heatmaps and offsets.




Output


	Decoding 2D Gaussian heatmaps and offsets from output space to input image space as coordinates.




Related works:


	DEKR [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#dekr-cvpr-2021]







SimCC

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/simcc_label.py]

The SimCC codec is used to generate 1D Gaussian representations as the targets.

Input


	Encoding keypoints from input image space to output space as 1D Gaussian representations.




Output


	Decoding 1D Gaussian representations from output space to input image space as coordinates.




Related works:


	SimCC [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#simcc-eccv-2022]


	RTMPose [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#rtmpose-arxiv-2023]







DecoupledHeatmap

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/decoupled_heatmap.py]

The DecoupledHeatmap codec is used to generate Gaussian heatmaps as the targets.

Input


	Encoding human center points and keypoints from input image space to output space as 2D Gaussian heatmaps.




Output


	Decoding 2D Gaussian heatmaps from output space to input image space as coordinates.




Related works:


	CID [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#cid-cvpr-2022]







ImagePoseLifting

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/image_pose_lifting.py]

The ImagePoseLifting codec is used for image 2D-to-3D pose lifting.

Input


	Encoding 2d keypoints from input image space to normalized 3d space.




Output


	Decoding 3d keypoints from normalized space to input image space.




Related works:


	SimpleBaseline3D [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#simplebaseline3d-iccv-2017]







VideoPoseLifting

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/video_pose_lifting.py]

The VideoPoseLifting codec is used for video 2D-to-3D pose lifting.

Input


	Encoding 2d keypoints from input image space to normalized 3d space.




Output


	Decoding 3d keypoints from normalized space to input image space.




Related works:


	VideoPose3D [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo_papers/algorithms.html#videopose3d-cvpr-2019]







MotionBERTLabel

[Github] [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/motionbert_label.py]

The MotionBERTLabel codec is used for video 2D-to-3D pose lifting.

Input


	Encoding 2d keypoints from input image space to normalized 3d space.




Output


	Decoding 3d keypoints from normalized space to input image space.




Related works:


	MotionBERT [https://mmpose.readthedocs.io/zh_CN/dev-1.x/model_zoo/body_3d_keypoint.html#pose-lift-motionbert-on-h36m]
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Dataflow in MMPose

Coming soon.
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Implement New Models

This tutorial will introduce how to implement your own models in MMPose. After summarizing, we split the need to implement new models into two categories:


	Based on the algorithm paradigm supported by MMPose, customize the modules (backbone, neck, head, codec, etc.) in the model


	Implement new algorithm paradigm





Basic Concepts

What you want to implement is one of the above, and this section is important to you because it is the basic principle of building models in the OpenMMLab.

In MMPose, all the code related to the implementation of the model structure is stored in the models directory [https://github.com/open-mmlab/mmpose/tree/main/mmpose/models] :

mmpose
|----models
     |----backbones             #
     |----data_preprocessors    # image normalization
     |----heads                 #
     |----losses                # loss functions
     |----necks                 #
     |----pose_estimators       # algorithm paradigm
     |----utils                 #





You can refer to the following flow chart to locate the module you need to implement:

[image: image]




Pose Estimatiors

In pose estimatiors, we will define the inference process of a model, and decode the model output results in predict(), first transform it from output space to input image space using the codec, and then combine the meta information to transform to original image space.

[image: pose_estimator_en]

Currently, MMPose supports the following types of pose estimator:


	Top-down [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/pose_estimators/topdown.py]: The input of the pose model is a cropped single target (animal, human body, human face, human hand, plant, clothes, etc.) image, and the output is the key point prediction result of the target


	Bottom-up [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/pose_estimators/bottomup.py]: The input of the pose model is an image containing any number of targets, and the output is the key point prediction result of all targets in the image


	Pose Lifting [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/pose_estimators/pose_lifter.py]: The input of the pose model is a 2D keypoint coordinate array, and the output is a 3D keypoint coordinate array




If the model you want to implement does not belong to the above algorithm paradigm, then you need to inherit the BasePoseEstimator [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/pose_estimators/base.py] class to define your own algorithm paradigm.




Backbones

If you want to implement a new backbone network, you need to create a new file in the backbones directory [https://github.com/open-mmlab/mmpose/tree/main/mmpose/models/backbones] to define it.

The new backbone network needs to inherit the BaseBackbone [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/backbones/base_backbone.py] class, and there is no difference in other aspects from inheriting nn.Module to create.

After completing the implementation of the backbone network, you need to use MODELS to register it:

from mmpose.registry import MODELS
from .base_backbone import BaseBackbone


@MODELS.register_module()
class YourNewBackbone(BaseBackbone):





Finally, please remember to import your new backbone network in __init__.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/backbones/__init__.py] .




Heads

The addition of a new prediction head is similar to the backbone network process. You need to create a new file in the heads directory [https://github.com/open-mmlab/mmpose/tree/main/mmpose/models/heads] to define it, and then inherit BaseHead [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/heads/base_head.py] .

One thing to note is that in MMPose, the loss function is calculated in the Head. According to the different training and evaluation stages, loss() and predict() are executed respectively.

In predict(), the model will call the decode() method of the corresponding codec to transform the model output result from output space to input image space.

After completing the implementation of the prediction head, you need to use MODELS to register it:

from mmpose.registry import MODELS
from ..base_head import BaseHead

@MODELS.register_module()
class YourNewHead(BaseHead):





Finally, please remember to import your new prediction head in __init__.py [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/heads/__init__.py].


Head with Keypoints Visibility Prediction

Many models predict keypoint visibility based on confidence in coordinate predictions. However, this approach is suboptimal. Our VisPredictHead [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/models/heads/hybrid_heads/vis_head.py] wrapper enables heads to directly predict keypoint visibility from ground truth training data, improving reliability. To add visibility prediction, wrap your head module with VisPredictHead in the config file.

model=dict(
     ...
     head=dict(
          type='VisPredictHead',
          loss=dict(
               type='BCELoss',
               use_target_weight=True,
               use_sigmoid=True,
               loss_weight=1e-3),
          pose_cfg=dict(
               type='HeatmapHead',
               in_channels=2048,
               out_channels=17,
               loss=dict(type='KeypointMSELoss', use_target_weight=True),
               decoder=codec)),
     ...
)





To implement such a head module wrapper, we only need to inherit BaseHead [https://github.com/open-mmlab/mmpose/blob/main/mmpose/models/heads/base_head.py], then pass the pose head configuration in __init__() and instantiate it through MODELS.build(). As shown below:

@MODELS.register_module()
class VisPredictHead(BaseHead):
    """VisPredictHead must be used together with other heads. It can predict
    keypoints coordinates of and their visibility simultaneously. In the
    current version, it only supports top-down approaches.

    Args:
        pose_cfg (Config): Config to construct keypoints prediction head
        loss (Config): Config for visibility loss. Defaults to use
            :class:`BCELoss`
        use_sigmoid (bool): Whether to use sigmoid activation function
        init_cfg (Config, optional): Config to control the initialization. See
            :attr:`default_init_cfg` for default settings
    """

    def __init__(self,
                 pose_cfg: ConfigType,
                 loss: ConfigType = dict(
                     type='BCELoss', use_target_weight=False,
                     use_sigmoid=True),
                 init_cfg: OptConfigType = None):

        if init_cfg is None:
            init_cfg = self.default_init_cfg

        super().__init__(init_cfg)

        self.in_channels = pose_cfg['in_channels']
        if pose_cfg.get('num_joints', None) is not None:
            self.out_channels = pose_cfg['num_joints']
        elif pose_cfg.get('out_channels', None) is not None:
            self.out_channels = pose_cfg['out_channels']
        else:
            raise ValueError('VisPredictHead requires \'num_joints\' or'
                             ' \'out_channels\' in the pose_cfg.')

        self.loss_module = MODELS.build(loss)

        self.pose_head = MODELS.build(pose_cfg)
        self.pose_cfg = pose_cfg

        self.use_sigmoid = loss.get('use_sigmoid', False)

        modules = [
            nn.AdaptiveAvgPool2d(1),
            nn.Flatten(),
            nn.Linear(self.in_channels, self.out_channels)
        ]
        if self.use_sigmoid:
            modules.append(nn.Sigmoid())

        self.vis_head = nn.Sequential(*modules)





Then you can implement other parts of the code as a normal head.
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Customize Datasets


Customize datasets by reorganizing data to COCO format

The simplest way to use the custom dataset is to convert your annotation format to COCO dataset format.

The annotation JSON files in COCO format have the following necessary keys:

'images': [
    {
        'file_name': '000000001268.jpg',
        'height': 427,
        'width': 640,
        'id': 1268
    },
    ...
],
'annotations': [
    {
        'segmentation': [[426.36,
            ...
            424.34,
            223.3]],
        'keypoints': [0,0,0,
            0,0,0,
            0,0,0,
            427,220,2,
            443,222,2,
            414,228,2,
            449,232,2,
            408,248,1,
            454,261,2,
            0,0,0,
            0,0,0,
            411,287,2,
            431,287,2,
            0,0,0,
            458,265,2,
            0,0,0,
            466,300,1],
        'num_keypoints': 10,
        'area': 3894.5826,
        'iscrowd': 0,
        'image_id': 1268,
        'bbox': [402.34, 205.02, 65.26, 88.45],
        'category_id': 1,
        'id': 215218
    },
    ...
],
'categories': [
    {'id': 1, 'name': 'person'},
 ]





There are three necessary keys in the json file:


	images: contains a list of images with their information like file_name, height, width, and id.


	annotations: contains the list of instance annotations.


	categories: contains the category name (‘person’) and its ID (1).




If the annotations have been organized in COCO format, there is no need to create a new dataset class. You can use CocoDataset class alternatively.




Create a custom dataset_info config file for the dataset

Add a new dataset info config file that contains the metainfo about the dataset.

configs/_base_/datasets/custom.py





An example of the dataset config is as follows.


	keypoint_info contains the information about each keypoint.


	name: the keypoint name. The keypoint name must be unique.


	id: the keypoint id.


	color: ([B, G, R]) is used for keypoint visualization.


	type: ‘upper’ or ‘lower’, will be used in data augmentation RandomHalfBody [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/common_transforms.py#L263].


	swap: indicates the ‘swap pair’ (also known as ‘flip pair’). When applying image horizontal flip, the left part will become the right part, used in data augmentation RandomFlip [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/common_transforms.py#L94]. We need to flip the keypoints accordingly.






	skeleton_info contains information about the keypoint connectivity, which is used for visualization.


	joint_weights assigns different loss weights to different keypoints.


	sigmas is used to calculate the OKS score. You can read keypoints-eval [https://cocodataset.org/#keypoints-eval] to learn more about it.




Here is an simplified example of dataset_info config file (full text [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/_base_/datasets/coco.py]).

dataset_info = dict(
    dataset_name='coco',
    paper_info=dict(
        author='Lin, Tsung-Yi and Maire, Michael and '
        'Belongie, Serge and Hays, James and '
        'Perona, Pietro and Ramanan, Deva and '
        r'Doll{\'a}r, Piotr and Zitnick, C Lawrence',
        title='Microsoft coco: Common objects in context',
        container='European conference on computer vision',
        year='2014',
        homepage='http://cocodataset.org/',
    ),
    keypoint_info={
        0:
        dict(name='nose', id=0, color=[51, 153, 255], type='upper', swap=''),
        1:
        dict(
            name='left_eye',
            id=1,
            color=[51, 153, 255],
            type='upper',
            swap='right_eye'),
        ...
        16:
        dict(
            name='right_ankle',
            id=16,
            color=[255, 128, 0],
            type='lower',
            swap='left_ankle')
    },
    skeleton_info={
        0:
        dict(link=('left_ankle', 'left_knee'), id=0, color=[0, 255, 0]),
        ...
        18:
        dict(
            link=('right_ear', 'right_shoulder'), id=18, color=[51, 153, 255])
    },
    joint_weights=[
        1., 1., 1., 1., 1., 1., 1., 1.2, 1.2, 1.5, 1.5, 1., 1., 1.2, 1.2, 1.5,
        1.5
    ],
    sigmas=[
        0.026, 0.025, 0.025, 0.035, 0.035, 0.079, 0.079, 0.072, 0.072, 0.062,
        0.062, 0.107, 0.107, 0.087, 0.087, 0.089, 0.089
    ])








Create a custom dataset class

If the annotations are not organized in COCO format, you need to create a custom dataset class by the following steps:


	First create a package inside the mmpose/datasets/datasets folder.


	Create a class definition of your dataset in the package folder and register it in the registry with a name. Without a name, it will keep giving the error. KeyError: 'XXXXX is not in the dataset registry'

from mmengine.dataset import BaseDataset
from mmpose.registry import DATASETS

@DATASETS.register_module(name='MyCustomDataset')
class MyCustomDataset(BaseDataset):





You can refer to this doc [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/basedataset.html] on how to build customed dataset class with mmengine.BaseDataset.



	Make sure you have updated the __init__.py of your package folder


	Make sure you have updated the __init__.py of the dataset package folder.







Create a custom training config file

Create a custom training config file as per your need and the model/architecture you want to use in the configs folder. You may modify an existing config file to use the new custom dataset.

In configs/my_custom_config.py:

...
# dataset and dataloader settings
dataset_type = 'MyCustomDataset' # or 'CocoDataset'

train_dataloader = dict(
    batch_size=2,
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/xxx.json
        ann_file='annotations/xxx.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/train/c.jpg
        data_prefix=dict(img='train'),
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
    )

val_dataloader = dict(
    batch_size=2,
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/yyy.json
        ann_file='annotations/yyy.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/val/c.jpg
        data_prefix=dict(img='val'),
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
    )

test_dataloader = dict(
    batch_size=2,
    dataset=dict(
        type=dataset_type,
        data_root='aaa',
        # ann file is stored at {data_root}/{ann_file}
        # e.g. aaa/annotations/zzz.json
        ann_file='annotations/zzz.json',
        # img is stored at {data_root}/{img}/
        # e.g. aaa/test/c.jpg
        data_prefix=dict(img='test'),
        metainfo=dict(from_file='configs/_base_/datasets/custom.py'),
        ...),
    )
...





Make sure you have provided all the paths correctly.




Dataset Wrappers

The following dataset wrappers are supported in MMEngine [https://github.com/open-mmlab/mmengine], you can refer to MMEngine tutorial [https://mmengine.readthedocs.io/en/latest] to learn how to use it.


	ConcatDataset [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/basedataset.html#concatdataset]


	RepeatDataset [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/basedataset.html#repeatdataset]





CombinedDataset

MMPose provides CombinedDataset [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/dataset_wrappers.py#L15] to combine multiple datasets with different annotations. A combined dataset can be defined in config files as:

dataset_1 = dict(
    type='dataset_type_1',
    data_root='aaa',
    # ann file is stored at {data_root}/{ann_file}
    # e.g. aaa/annotations/train.json
    data_prefix=dict(img_path='train'),
    # img is stored at {data_root}/{img}/
    # e.g. aaa/train/c.jpg
    ann_file='annotations/train.json',
    pipeline=[
        # the converter transforms convert data into a unified format
        converter_transform_1
    ])

dataset_2 = dict(
    type='dataset_type_2',
    data_root='bbb',
    # ann file is stored at {data_root}/{ann_file}
    # e.g. bbb/annotations/train.json
    data_prefix=dict(img_path='train'),
    # img is stored at {data_root}/{img}/
    # e.g. bbb/train/c.jpg
    ann_file='annotations/train.json',
    pipeline=[
        converter_transform_2
    ])

shared_pipeline = [
    LoadImage(),
    ParseImage(),
]

combined_dataset = dict(
    type='CombinedDataset',
    metainfo=dict(from_file='path/to/your/metainfo'),
    datasets=[dataset_1, dataset_2],
    pipeline=shared_pipeline,
)






	MetaInfo of combined dataset determines the annotation format. Either metainfo of a sub-dataset or a customed dataset metainfo is valid here. To custom a dataset metainfo, please refer to Create a custom dataset_info config file for the dataset.


	Converter transforms of sub-datasets are applied when there exist mismatches of annotation format between sub-datasets and the combined dataset. For example, the number and order of keypoints might be different in the combined dataset and the sub-datasets. Then KeypointConverter [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/converting.py#L11] can be used to unify the keypoints number and order.


	More details about CombinedDataset [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/dataset_wrappers.py#L15] and KeypointConverter [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/converting.py#L11] can be found in Advanced Guides - Training with Mixed Datasets.
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Customize Data Transformation and Augmentation


DATA TRANSFORM

In the OpenMMLab algorithm library, the construction of the dataset and the preparation of the data are decoupled from each other. Usually, the construction of the dataset only analyzes the dataset and records the basic information of each sample, while the preparation of the data is through a series of According to the basic information of the sample, perform data loading, preprocessing, formatting and other operations.


The use of data transformation

The data transformation and data augmentation classes in MMPose are defined in the $MMPose/datasets/transforms [https://github.com/open-mmlab/mmpose/tree/dev-1.x/mmpose/datasets/transforms] directory, and the corresponding file structure is as follows:

mmpose
|----datasets
    |----transforms
        |----bottomup_transforms    # Button-Up transforms
        |----common_transforms      # Common Transforms
        |----converting             # Keypoint converting
        |----formatting             # Input data formatting
        |----loading                # Raw data loading
        |----pose3d_transforms      # Pose3d-transforms
        |----topdown_transforms     # Top-Down transforms





In MMPose, data augmentation and data transformation is a stage that users often need to consider. You can refer to the following process to design related stages:

[image: ] [https://mermaid-js.github.io/mermaid-live-editor/edit#pako:eNp9UbFOwzAQ_ZXIczuQbBkYKAKKOlRpJ5TlGp8TC9sX2WdVpeq_Y0cClahl8rv3nt_d2WfRkURRC2Xo2A3gudg0rSuKEA-9h3Eo9h5cUORteMj8i9FjPt_AqCeSp4wbYmBNLuPdoBVPJAb9hRmtyJB_18zkc4lO3mlQZv4VHXpg3IPvkf-_UGV-C93nlgKu3Riv_Q0c1xZ6LJbLx_kWSdvAAc0t7aqc5Cl3Srqrroi81C5NHbJnzs26lH9zyplc_UbcGr8SC2HRW9Ay_do5e1vBA1psRZ2gRAXRcCtad0lWiEy7k-tEzT7iQsRRpomeNaSntKJWYEJiR3AfRD_15RuTF7md]

The common_transforms component provides commonly used RandomFlip, RandomHalfBody data augmentation.


	Operations such as Shift, Rotate, and Resize in the Top-Down method are reflected in the RandomBBoxTransform [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L435] method.


	The BottomupResize [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/bottomup_transforms.py#L327] method is embodied in the Buttom-Up algorithm.


	pose-3d is the RandomFlipAroundRoot [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/pose3d_transforms.py#L13] method.




MMPose provides corresponding data conversion interfaces for Top-Down, Button-Up, and pose-3d. Transform the image and coordinate labels from the original_image_space to the input_image_space by using an affine transformation.


	The Top-Down method is manifested as TopdownAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/topdown_transforms.py#L14].


	The Bottom-Up method is embodied as BottomupRandomAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/bottomup_transforms.py#L134].




Taking RandomFlip as an example, this method randomly transforms the original_image and converts it into an input_image or an intermediate_image. To define a data transformation process, you need to inherit the BaseTransform [https://github.com/open-mmlab/mmcv/blob/main/mmcv/transforms/base.py] class and register with TRANSFORM:

from mmcv.transforms import BaseTransform
from mmpose.registry import TRANSFORMS

@TRANSFORMS.register_module()
class RandomFlip(BaseTransform):
      """Randomly flip the image, bbox and keypoints.

    Required Keys:

        - img
        - img_shape
        - flip_indices
        - input_size (optional)
        - bbox (optional)
        - bbox_center (optional)
        - keypoints (optional)
        - keypoints_visible (optional)
        - img_mask (optional)

    Modified Keys:

        - img
        - bbox (optional)
        - bbox_center (optional)
        - keypoints (optional)
        - keypoints_visible (optional)
        - img_mask (optional)

    Added Keys:

        - flip
        - flip_direction

    Args:
        prob (float | list[float]): The flipping probability. If a list is
            given, the argument `direction` should be a list with the same
            length. And each element in `prob` indicates the flipping
            probability of the corresponding one in ``direction``. Defaults
            to 0.5
        direction (str | list[str]): The flipping direction. Options are
            ``'horizontal'``, ``'vertical'`` and ``'diagonal'``. If a list is
            is given, each data sample's flipping direction will be sampled
            from a distribution determined by the argument ``prob``. Defaults
            to ``'horizontal'``.
    """
    def __init__(self,
                prob: Union[float, List[float]] = 0.5,
                direction: Union[str, List[str]] = 'horizontal') -> None:
      if isinstance(prob, list):
          assert is_list_of(prob, float)
          assert 0 <= sum(prob) <= 1
      elif isinstance(prob, float):
          assert 0 <= prob <= 1
      else:
          raise ValueError(f'probs must be float or list of float, but \
                            got `{type(prob)}`.')
      self.prob = prob

      valid_directions = ['horizontal', 'vertical', 'diagonal']
      if isinstance(direction, str):
          assert direction in valid_directions
      elif isinstance(direction, list):
          assert is_list_of(direction, str)
          assert set(direction).issubset(set(valid_directions))
      else:
          raise ValueError(f'direction must be either str or list of str, \
                              but got `{type(direction)}`.')
      self.direction = direction

      if isinstance(prob, list):
          assert len(prob) == len(self.direction)





Input:


	prob specifies the probability of transformation in horizontal, vertical, diagonal, etc., and is a list of floating-point numbers in the range [0,1].


	direction specifies the direction of data transformation:


	horizontal


	vertical


	diagonal








Output:


	Return a dict data after data transformation.




Here is a simple example of using diagonal  RandomFlip：

from mmpose.datasets.transforms import LoadImage, RandomFlip
import mmcv

# Load the original image from the path
results = dict(
  img_path='data/test/multi-person.jpeg'
  )
transform = LoadImage()
results = transform(results)
# At this point, the original image loaded is a `dict`
# that contains the following attributes`:
# - `img_path`: Absolute path of image
# - `img`: Pixel points of the image
# - `img_shape`: The shape of the image
# - `ori_shape`: The original shape of the image

# Perform diagonal flip transformation on the original image
transform = RandomFlip(prob=1., direction='diagonal')
results = transform(results)
# At this point, the original image loaded is a `dict`
# that contains the following attributes`:
# - `img_path`: Absolute path of image
# - `img`: Pixel points of the image
# - `img_shape`: The shape of the image
# - `ori_shape`: The original shape of the image
# - `flip`: Is the image flipped and transformed
# - `flip_direction`: The direction in which
# the image is flipped and transformed

# Get the image after flipping and transformation
mmcv.imshow(results['img'])





For more information on using custom data transformations and enhancements, please refer to $MMPose/test/test_datasets/test_transforms/test_common_transforms [https://github.com/open-mmlab/mmpose/blob/main/tests/test_datasets/test_transforms/test_common_transforms.py#L59]。


RandomHalfBody

The RandomHalfBody [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/common_transforms.py#L263] data augmentation algorithm probabilistically transforms the data of the upper or lower body.

Input:


	min_total_keypoints minimum total keypoints


	min_half_keypoints minimum half-body keypoints


	padding The filling ratio of the bbox


	prob accepts the probability of half-body transformation when the number of key points meets the requirements




Output:


	Return a dict data after data transformation.







Topdown Affine

The TopdownAffine [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/datasets/transforms/topdown_transforms.py#L14] data transformation algorithm transforms the original image into an input image through affine transformation


	input_size The bbox area will be cropped and corrected to the [w,h] size


	use_udp whether to use fair data process UDP [https://arxiv.org/abs/1911.07524].




Output:


	Return a dict data after data transformation.









Using Data Augmentation and Transformation in the Pipeline

The data augmentation and data transformation process in the configuration file can be the following example:

train_pipeline_stage2 = [
    ...
    dict(type='RandomFlip', direction='horizontal'),
    dict(type='RandomHalfBody'),
    dict(
        type='RandomBBoxTransform',
        shift_factor=0.,
        scale_factor=[0.75, 1.25],
        rotate_factor=60),
    dict(
         type='TopdownAffine',
         input_size=codec['input_size']),
    ...
]





The pipeline in the example performs data enhancement on the input data, performs random horizontal transformation and half-body transformation, and performs Top-Down Shift, Rotate, and Resize operations, and implements affine transformation through TopdownAffine operations to transform to the input_image_space.
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Customize Evaluation

Coming soon.

Currently, you can refer to Evaluation Tutorial of MMEngine [https://mmengine.readthedocs.io/en/latest/tutorials/evaluation.html] to customize your own evaluation.
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Customize Optimizer and Scheduler

Coming soon.
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Customize Logging

Coming soon.
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How to Migrate MMPose 0.x Projects to MMPose 1.0

MMPose 1.0 has been refactored extensively and addressed many legacy issues. Most of the code in MMPose 1.0 will not be compatible with 0.x version.

To try our best to help you migrate your code and model, here are some major changes:


Data Transformation


Translation, Rotation and Scaling

The transformation methods TopDownRandomShiftBboxCenter and TopDownGetRandomScaleRotation in old version, will be merged into RandomBBoxTransform.

@TRANSFORMS.register_module()
class RandomBBoxTransform(BaseTransform):
    r"""Rnadomly shift, resize and rotate the bounding boxes.

    Required Keys:

        - bbox_center
        - bbox_scale

    Modified Keys:

        - bbox_center
        - bbox_scale

    Added Keys:
        - bbox_rotation

    Args:
        shift_factor (float): Randomly shift the bbox in range
            :math:`[-dx, dx]` and :math:`[-dy, dy]` in X and Y directions,
            where :math:`dx(y) = x(y)_scale \cdot shift_factor` in pixels.
            Defaults to 0.16
        shift_prob (float): Probability of applying random shift. Defaults to
            0.3
        scale_factor (Tuple[float, float]): Randomly resize the bbox in range
            :math:`[scale_factor[0], scale_factor[1]]`. Defaults to (0.5, 1.5)
        scale_prob (float): Probability of applying random resizing. Defaults
            to 1.0
        rotate_factor (float): Randomly rotate the bbox in
            :math:`[-rotate_factor, rotate_factor]` in degrees. Defaults
            to 80.0
        rotate_prob (float): Probability of applying random rotation. Defaults
            to 0.6
    """

    def __init__(self,
                 shift_factor: float = 0.16,
                 shift_prob: float = 0.3,
                 scale_factor: Tuple[float, float] = (0.5, 1.5),
                 scale_prob: float = 1.0,
                 rotate_factor: float = 80.0,
                 rotate_prob: float = 0.6) -> None:








Target Generation

The old methods like:


	TopDownGenerateTarget


	TopDownGenerateTargetRegression


	BottomUpGenerateHeatmapTarget


	BottomUpGenerateTarget




will be merged in to GenerateTarget, and the actual generation methods are implemented in Codec.

@TRANSFORMS.register_module()
class GenerateTarget(BaseTransform):
    """Encode keypoints into Target.

    The generated target is usually the supervision signal of the model
    learning, e.g. heatmaps or regression labels.

    Required Keys:

        - keypoints
        - keypoints_visible
        - dataset_keypoint_weights

    Added Keys:

        - The keys of the encoded items from the codec will be updated into
            the results, e.g. ``'heatmaps'`` or ``'keypoint_weights'``. See
            the specific codec for more details.

    Args:
        encoder (dict | list[dict]): The codec config for keypoint encoding.
            Both single encoder and multiple encoders (given as a list) are
            supported
        multilevel (bool): Determine the method to handle multiple encoders.
            If ``multilevel==True``, generate multilevel targets from a group
            of encoders of the same type (e.g. multiple :class:`MSRAHeatmap`
            encoders with different sigma values); If ``multilevel==False``,
            generate combined targets from a group of different encoders. This
            argument will have no effect in case of single encoder. Defaults
            to ``False``
        use_dataset_keypoint_weights (bool): Whether use the keypoint weights
            from the dataset meta information. Defaults to ``False``
    """

    def __init__(self,
                 encoder: MultiConfig,
                 multilevel: bool = False,
                 use_dataset_keypoint_weights: bool = False) -> None:








Data Normalization

The data normalization operations NormalizeTensor and ToTensor will be replaced by DataPreprocessor module, which will no longer be used as a preprocessing operation, but will be merged as a part of the model forward propagation.

The 3D normalization methods like


	GetRootCenteredPose


	ImageCoordinateNormalization


	NormalizeJointCoordinate




will be merged into codecs, for example ImagePoseLifting [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/image_pose_lifting.py#L11] and VideoPoseLifting [https://github.com/open-mmlab/mmpose/blob/dev-1.x/mmpose/codecs/video_pose_lifting.py#L13].

The data conversion and reshaping operation PoseSequenceToTensor will be implemented in corresponding codecs and PackPoseInputs [https://github.com/open-mmlab/mmpose/blob/main/mmpose/datasets/transforms/formatting.py].






Compatibility of Models

We have performed compatibility with the model weights provided by model zoo to ensure that the same model weights can get a comparable accuracy in both version. But note that due to the large number of differences in processing details, the inference outputs can be slightly different(less than 0.05% difference in accuracy).

For model weights saved by training with 0.x version, we provide a _load_state_dict_pre_hook() method in Head to replace the old version of the state_dict with the new one. If you wish to make your model compatible with MMPose 1.0, you can refer to our implementation as follows.

@MODELS.register_module()
class YourHead(BaseHead):
def __init__(self):

    ## omitted

    # Register the hook to automatically convert old version state dicts
    self._register_load_state_dict_pre_hook(self._load_state_dict_pre_hook)






Heatmap-based Model

For models based on SimpleBaseline approach, developers need to pay attention to the last convolutional layer.

def _load_state_dict_pre_hook(self, state_dict, prefix, local_meta, *args,
                              **kwargs):
    version = local_meta.get('version', None)

    if version and version >= self._version:
        return

    # convert old-version state dict
    keys = list(state_dict.keys())
    for _k in keys:
        if not _k.startswith(prefix):
            continue
        v = state_dict.pop(_k)
        k = _k[len(prefix):]
        # In old version, "final_layer" includes both intermediate
        # conv layers (new "conv_layers") and final conv layers (new
        # "final_layer").
        #
        # If there is no intermediate conv layer, old "final_layer" will
        # have keys like "final_layer.xxx", which should be still
        # named "final_layer.xxx";
        #
        # If there are intermediate conv layers, old "final_layer"  will
        # have keys like "final_layer.n.xxx", where the weights of the last
        # one should be renamed "final_layer.xxx", and others should be
        # renamed "conv_layers.n.xxx"
        k_parts = k.split('.')
        if k_parts[0] == 'final_layer':
            if len(k_parts) == 3:
                assert isinstance(self.conv_layers, nn.Sequential)
                idx = int(k_parts[1])
                if idx < len(self.conv_layers):
                    # final_layer.n.xxx -> conv_layers.n.xxx
                    k_new = 'conv_layers.' + '.'.join(k_parts[1:])
                else:
                    # final_layer.n.xxx -> final_layer.xxx
                    k_new = 'final_layer.' + k_parts[2]
            else:
                # final_layer.xxx remains final_layer.xxx
                k_new = k
        else:
            k_new = k

        state_dict[prefix + k_new] = v








RLE-based Model

For the RLE-based models, since the loss module is renamed to loss_module in MMPose 1.0, and the flow model is subsumed under the loss module, changes need to be made to the keys in state_dict:

def _load_state_dict_pre_hook(self, state_dict, prefix, local_meta, *args,
                              **kwargs):

    version = local_meta.get('version', None)

    if version and version >= self._version:
        return

    # convert old-version state dict
    keys = list(state_dict.keys())
    for _k in keys:
        v = state_dict.pop(_k)
        k = _k.lstrip(prefix)
        # In old version, "loss" includes the instances of loss,
        # now it should be renamed "loss_module"
        k_parts = k.split('.')
        if k_parts[0] == 'loss':
            # loss.xxx -> loss_module.xxx
            k_new = prefix + 'loss_module.' + '.'.join(k_parts[1:])
        else:
            k_new = _k

        state_dict[k_new] = v
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Body 2D Keypoint







Body7 Dataset




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx















Crowdpose Dataset




Rtmo + Rtmo on Crowdpose



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	RTMO-s
	640x640
	0.673
	0.882
	0.729
	0.737
	0.682
	0.591
	ckpt
	log



	RTMO-m
	640x640
	0.711
	0.897
	0.771
	0.774
	0.719
	0.634
	ckpt
	log



	RTMO-l
	640x640
	0.732
	0.907
	0.793
	0.792
	0.741
	0.653
	ckpt
	log



	RTMO-l*
	640x640
	0.838
	0.947
	0.893
	0.888
	0.847
	0.772
	ckpt
	log





* indicates the model is trained using a combined dataset composed of AI Challenger, COCO, CrowdPose, Halpe, MPII, PoseTrack18 and sub-JHMDB.






Dekr + Hrnet on Crowdpose



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	HRNet-w32
	512x512
	0.663
	0.857
	0.714
	0.740
	0.671
	0.576
	ckpt
	log



	HRNet-w48
	640x640
	0.679
	0.869
	0.731
	0.753
	0.688
	0.593
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Crowdpose



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_cspnext_m
	256x192
	0.662
	0.821
	0.723
	0.759
	0.675
	0.539
	ckpt
	log










Topdown Heatmap + Hrnet on Crowdpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.675
	0.825
	0.729
	0.770
	0.687
	0.553
	ckpt
	log










Topdown Heatmap + Resnet on Crowdpose



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_resnet_50
	256x192
	0.637
	0.808
	0.692
	0.738
	0.650
	0.506
	ckpt
	log



	pose_resnet_101
	256x192
	0.647
	0.810
	0.703
	0.745
	0.658
	0.521
	ckpt
	log



	pose_resnet_101
	320x256
	0.661
	0.821
	0.714
	0.759
	0.672
	0.534
	ckpt
	log



	pose_resnet_152
	256x192
	0.656
	0.818
	0.712
	0.754
	0.666
	0.533
	ckpt
	log










Rtmpose + Rtmpose on Crowdpose



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	rtmpose-m
	256x192
	0.706
	0.841
	0.765
	0.799
	0.719
	0.582
	ckpt
	log















Coco Dataset




Rtmo + Rtmo on Coco



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	RTMO-s
	640x640
	0.677
	0.878
	0.737
	0.715
	0.908
	ckpt
	log



	RTMO-m
	640x640
	0.709
	0.890
	0.778
	0.747
	0.920
	ckpt
	log



	RTMO-l
	640x640
	0.724
	0.899
	0.788
	0.762
	0.927
	ckpt
	log










Integral Regression + Resnet + Debias on Coco



Debias IPR (ICCV'2021)
@inproceedings{gu2021removing,
    title={Removing the Bias of Integral Pose Regression},
    author={Gu, Kerui and Yang, Linlin and Yao, Angela},
    booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
    pages={11067--11076},
    year={2021}
  }








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	debias-ipr_resnet_50
	256x256
	0.675
	0.872
	0.740
	0.765
	0.928
	ckpt
	log










Integral Regression + Resnet + DSNT on Coco



DSNT (2018)
@article{nibali2018numerical,
  title={Numerical Coordinate Regression with Convolutional Neural Networks},
  author={Nibali, Aiden and He, Zhen and Morgan, Stuart and Prendergast, Luke},
  journal={arXiv preprint arXiv:1801.07372},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50_dsnt
	256x256
	0.674
	0.870
	0.744
	0.764
	0.928
	ckpt
	log










Integral Regression + Resnet + Ipr on Coco



IPR (ECCV'2018)
@inproceedings{sun2018integral,
  title={Integral human pose regression},
  author={Sun, Xiao and Xiao, Bin and Wei, Fangyin and Liang, Shuang and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={529--545},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50
	256x256
	0.633
	0.860
	0.703
	0.730
	0.919
	ckpt
	log










Edpose + Edpose on Coco



ED-Pose (ICLR'2023)
@inproceedings{
yang2023explicit,
title={Explicit Box Detection Unifies End-to-End Multi-Person Pose Estimation},
author={Jie Yang and Ailing Zeng and Shilong Liu and Feng Li and Ruimao Zhang and Lei Zhang},
booktitle={International Conference on Learning Representations},
year={2023},
url={https://openreview.net/forum?id=s4WVupnJjmX}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017.




	Arch
	BackBone
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	edpose_res50_coco
	ResNet-50
	0.716
	0.897
	0.783
	0.793
	0.943
	ckpt
	log





The checkpoint is converted from the official repo. The training of EDPose is not supported yet. It will be supported in the future updates.

The above config follows Pure Python style [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/config.html#a-pure-python-style-configuration-file-beta]. Please install mmengine>=0.8.2 to use this config.






Topdown Regression + Mobilenetv2 + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_mobilenetv2_rle_pretrained
	256x192
	0.593
	0.836
	0.660
	0.644
	0.877
	ckpt
	log










Topdown Regression + Resnet on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50
	256x192
	0.541
	0.824
	0.601
	0.649
	0.893
	ckpt
	log



	deeppose_resnet_101
	256x192
	0.562
	0.831
	0.629
	0.670
	0.900
	ckpt
	log



	deeppose_resnet_152
	256x192
	0.584
	0.842
	0.659
	0.688
	0.907
	ckpt
	log










Topdown Regression + Resnet + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50_rle
	256x192
	0.706
	0.888
	0.776
	0.753
	0.924
	ckpt
	log



	deeppose_resnet_50_rle_pretrained
	256x192
	0.719
	0.891
	0.788
	0.764
	0.925
	ckpt
	log



	deeppose_resnet_101_rle
	256x192
	0.722
	0.894
	0.794
	0.768
	0.930
	ckpt
	log



	deeppose_resnet_152_rle
	256x192
	0.731
	0.897
	0.805
	0.777
	0.933
	ckpt
	log



	deeppose_resnet_152_rle
	384x288
	0.749
	0.901
	0.815
	0.793
	0.935
	ckpt
	log










Dekr + Hrnet on Coco



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.686
	0.868
	0.750
	0.735
	0.898
	ckpt
	log



	HRNet-w48
	640x640
	0.714
	0.883
	0.777
	0.762
	0.915
	ckpt
	log










Yoloxpose + Yoloxpose on Coco



YOLO-Pose (CVPRW'2022)
@inproceedings{maji2022yolo,
  title={Yolo-pose: Enhancing yolo for multi person pose estimation using object keypoint similarity loss},
  author={Maji, Debapriya and Nagori, Soyeb and Mathew, Manu and Poddar, Deepak},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={2637--2646},
  year={2022}
}








YOLOX
@article{ge2021yolox,
  title={Yolox: Exceeding yolo series in 2021},
  author={Ge, Zheng and Liu, Songtao and Wang, Feng and Li, Zeming and Sun, Jian},
  journal={arXiv preprint arXiv:2107.08430},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	yoloxpose_tiny
	416x416
	0.526
	0.793
	0.556
	0.571
	0.833
	ckpt
	log



	yoloxpose_s
	640x640
	0.641
	0.872
	0.702
	0.682
	0.902
	ckpt
	log



	yoloxpose_m
	640x640
	0.695
	0.899
	0.766
	0.733
	0.926
	ckpt
	log



	yoloxpose_l
	640x640
	0.712
	0.901
	0.782
	0.749
	0.926
	ckpt
	log










Simcc + Vipnas on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_S-ViPNAS-MobileNetV3
	256x192
	0.695
	0.883
	0.772
	0.755
	0.927
	ckpt
	log










Simcc + Mobilenetv2 on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_mobilenetv2_wo_deconv
	256x192
	0.620
	0.855
	0.697
	0.678
	0.902
	ckpt
	log










Simcc + Resnet on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_resnet_50
	256x192
	0.721
	0.897
	0.798
	0.781
	0.937
	ckpt
	log



	simcc_resnet_50
	384x288
	0.735
	0.899
	0.800
	0.790
	0.939
	ckpt
	log










Topdown Heatmap + Hrnet + Aic on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






MMPose supports training model with combined datasets. coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] and coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] are two examples.


	coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] leverages AIC data with partial keypoints as auxiliary data to train a COCO model


	coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] constructs a combined dataset whose keypoints are the union of COCO and AIC keypoints to train a model that predicts keypoints of both datasets.




Evaluation results on COCO val2017 of models trained with solely COCO dataset and combined dataset as shown below. These models are evaluated with detector having human AP of 56.4 on COCO val2017 dataset.




	Train Set
	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coco
	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	coco-aic-merge
	pose_hrnet_w32
	256x192
	0.756
	0.907
	0.828
	0.809
	0.944
	ckpt
	log



	coco-aic-combine
	pose_hrnet_w32
	256x192
	0.755
	0.904
	0.825
	0.807
	0.942
	ckpt
	log










Topdown Heatmap + Hourglass on Coco



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hourglass_52
	256x256
	0.726
	0.896
	0.799
	0.780
	0.934
	ckpt
	log



	pose_hourglass_52
	384x384
	0.746
	0.900
	0.812
	0.797
	0.939
	ckpt
	log










Topdown Heatmap + Hrformer on Coco



HRFormer (NIPS'2021)
@article{yuan2021hrformer,
  title={HRFormer: High-Resolution Vision Transformer for Dense Predict},
  author={Yuan, Yuhui and Fu, Rao and Huang, Lang and Lin, Weihong and Zhang, Chao and Chen, Xilin and Wang, Jingdong},
  journal={Advances in Neural Information Processing Systems},
  volume={34},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrformer_small
	256x192
	0.738
	0.904
	0.812
	0.793
	0.941
	ckpt
	log



	pose_hrformer_small
	384x288
	0.757
	0.905
	0.824
	0.807
	0.941
	ckpt
	log



	pose_hrformer_base
	256x192
	0.754
	0.906
	0.827
	0.807
	0.943
	ckpt
	log



	pose_hrformer_base
	384x288
	0.774
	0.909
	0.842
	0.823
	0.945
	ckpt
	log










Topdown Heatmap + Hrnet on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32
	384x288
	0.761
	0.908
	0.826
	0.811
	0.944
	ckpt
	log



	pose_hrnet_w48
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48
	384x288
	0.767
	0.911
	0.832
	0.817
	0.947
	ckpt
	log










Topdown Heatmap + Vipnas on Coco



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	S-ViPNAS-MobileNetV3
	256x192
	0.700
	0.887
	0.783
	0.758
	0.929
	ckpt
	log



	S-ViPNAS-Res50
	256x192
	0.711
	0.894
	0.787
	0.769
	0.934
	ckpt
	log










Topdown Heatmap + Resnext on Coco



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnext_50
	256x192
	0.715
	0.897
	0.791
	0.771
	0.935
	ckpt
	log



	pose_resnext_50
	384x288
	0.724
	0.899
	0.794
	0.777
	0.936
	ckpt
	log



	pose_resnext_101
	256x192
	0.726
	0.900
	0.801
	0.781
	0.939
	ckpt
	log



	pose_resnext_101
	384x288
	0.744
	0.903
	0.815
	0.794
	0.939
	ckpt
	log



	pose_resnext_152
	256x192
	0.730
	0.903
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnext_152
	384x288
	0.742
	0.904
	0.810
	0.794
	0.940
	ckpt
	log










Topdown Heatmap + CPM on Coco



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	cpm
	256x192
	0.627
	0.862
	0.709
	0.689
	0.906
	ckpt
	log



	cpm
	384x288
	0.652
	0.865
	0.730
	0.710
	0.907
	ckpt
	log










Topdown Heatmap + Shufflenetv2 on Coco



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv2
	256x192
	0.602
	0.857
	0.672
	0.668
	0.902
	ckpt
	log



	pose_shufflenetv2
	384x288
	0.638
	0.866
	0.707
	0.699
	0.910
	ckpt
	log










Topdown Heatmap + RSN on Coco



RSN (ECCV'2020)
@misc{cai2020learning,
    title={Learning Delicate Local Representations for Multi-Person Pose Estimation},
    author={Yuanhao Cai and Zhicheng Wang and Zhengxiong Luo and Binyi Yin and Angang Du and Haoqian Wang and Xinyu Zhou and Erjin Zhou and Xiangyu Zhang and Jian Sun},
    year={2020},
    eprint={2003.04030},
    archivePrefix={arXiv},
    primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rsn_18
	256x192
	0.704
	0.887
	0.781
	0.773
	0.927
	ckpt
	log



	rsn_50
	256x192
	0.724
	0.894
	0.799
	0.790
	0.935
	ckpt
	log



	2xrsn_50
	256x192
	0.748
	0.900
	0.821
	0.810
	0.939
	ckpt
	log



	3xrsn_50
	256x192
	0.750
	0.900
	0.824
	0.814
	0.941
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.757
	0.907
	0.825
	0.807
	0.943
	ckpt
	log



	pose_hrnet_w32_dark
	384x288
	0.766
	0.907
	0.829
	0.815
	0.943
	ckpt
	log



	pose_hrnet_w48_dark
	256x192
	0.764
	0.907
	0.831
	0.814
	0.942
	ckpt
	log



	pose_hrnet_w48_dark
	384x288
	0.772
	0.911
	0.833
	0.821
	0.948
	ckpt
	log










Topdown Heatmap + Resnet + Fp16 on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_fp16
	256x192
	0.716
	0.898
	0.798
	0.772
	0.937
	ckpt
	log










Topdown Heatmap + Resnetv1d on Coco



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnetv1d_50
	256x192
	0.722
	0.897
	0.796
	0.777
	0.936
	ckpt
	log



	pose_resnetv1d_50
	384x288
	0.730
	0.899
	0.800
	0.782
	0.935
	ckpt
	log



	pose_resnetv1d_101
	256x192
	0.732
	0.901
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnetv1d_101
	384x288
	0.748
	0.906
	0.817
	0.798
	0.941
	ckpt
	log



	pose_resnetv1d_152
	256x192
	0.737
	0.904
	0.814
	0.790
	0.940
	ckpt
	log



	pose_resnetv1d_152
	384x288
	0.751
	0.907
	0.821
	0.801
	0.942
	ckpt
	log










Topdown Heatmap + Alexnet on Coco



AlexNet (NeurIPS'2012)
@inproceedings{krizhevsky2012imagenet,
  title={Imagenet classification with deep convolutional neural networks},
  author={Krizhevsky, Alex and Sutskever, Ilya and Hinton, Geoffrey E},
  booktitle={Advances in neural information processing systems},
  pages={1097--1105},
  year={2012}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_alexnet
	256x192
	0.448
	0.767
	0.461
	0.521
	0.829
	ckpt
	log










Topdown Heatmap + Seresnet on Coco



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_seresnet_50
	256x192
	0.729
	0.903
	0.807
	0.784
	0.941
	ckpt
	log



	pose_seresnet_50
	384x288
	0.748
	0.904
	0.819
	0.799
	0.941
	ckpt
	log



	pose_seresnet_101
	256x192
	0.734
	0.905
	0.814
	0.790
	0.941
	ckpt
	log



	pose_seresnet_101
	384x288
	0.754
	0.907
	0.823
	0.805
	0.943
	ckpt
	log



	pose_seresnet_152*
	256x192
	0.730
	0.899
	0.810
	0.787
	0.939
	ckpt
	log



	pose_seresnet_152*
	384x288
	0.753
	0.906
	0.824
	0.806
	0.945
	ckpt
	log





Note that * means without imagenet pre-training.






Topdown Heatmap + Hrnet + Fp16 on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_fp16
	256x192
	0.749
	0.907
	0.822
	0.802
	0.946
	ckpt
	log










Topdown Heatmap + Shufflenetv1 on Coco



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv1
	256x192
	0.587
	0.849
	0.654
	0.654
	0.896
	ckpt
	log



	pose_shufflenetv1
	384x288
	0.626
	0.862
	0.696
	0.687
	0.903
	ckpt
	log










Topdown Heatmap + Swin on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Swin (ICCV'2021)
@inproceedings{liu2021swin,
  title={Swin transformer: Hierarchical vision transformer using shifted windows},
  author={Liu, Ze and Lin, Yutong and Cao, Yue and Hu, Han and Wei, Yixuan and Zhang, Zheng and Lin, Stephen and Guo, Baining},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={10012--10022},
  year={2021}
}








FPN (CVPR'2017)
@inproceedings{lin2017feature,
  title={Feature pyramid networks for object detection},
  author={Lin, Tsung-Yi and Doll{\'a}r, Piotr and Girshick, Ross and He, Kaiming and Hariharan, Bharath and Belongie, Serge},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2117--2125},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_swin_t
	256x192
	0.724
	0.901
	0.806
	0.782
	0.940
	ckpt
	log



	pose_swin_b
	256x192
	0.737
	0.904
	0.820
	0.794
	0.942
	ckpt
	log



	pose_swin_b
	384x288
	0.759
	0.910
	0.832
	0.811
	0.946
	ckpt
	log



	pose_swin_l
	256x192
	0.743
	0.906
	0.821
	0.798
	0.943
	ckpt
	log



	pose_swin_l
	384x288
	0.763
	0.912
	0.830
	0.814
	0.949
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Coco



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_cspnext_t_udp
	256x192
	0.665
	0.874
	0.723
	0.723
	0.917
	ckpt
	log



	pose_cspnext_s_udp
	256x192
	0.697
	0.886
	0.776
	0.753
	0.929
	ckpt
	log



	pose_cspnext_m_udp
	256x192
	0.732
	0.896
	0.806
	0.785
	0.937
	ckpt
	log



	pose_cspnext_l_udp
	256x192
	0.750
	0.904
	0.822
	0.800
	0.941
	ckpt
	log



	pose_cspnext_t_udp_aic_coco
	256x192
	0.655
	0.884
	0.731
	0.689
	0.890
	ckpt
	log



	pose_cspnext_s_udp_aic_coco
	256x192
	0.700
	0.905
	0.783
	0.733
	0.918
	ckpt
	log



	pose_cspnext_m_udp_aic_coco
	256x192
	0.748
	0.925
	0.818
	0.777
	0.933
	ckpt
	log



	pose_cspnext_l_udp_aic_coco
	256x192
	0.772
	0.936
	0.839
	0.799
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].

Flip test and detector is not used in the result of aic-coco training.






Topdown Heatmap + MSPN on Coco



MSPN (ArXiv'2019)
@article{li2019rethinking,
  title={Rethinking on Multi-Stage Networks for Human Pose Estimation},
  author={Li, Wenbo and Wang, Zhicheng and Yin, Binyi and Peng, Qixiang and Du, Yuming and Xiao, Tianzi and Yu, Gang and Lu, Hongtao and Wei, Yichen and Sun, Jian},
  journal={arXiv preprint arXiv:1901.00148},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	mspn_50
	256x192
	0.723
	0.895
	0.794
	0.788
	0.934
	ckpt
	log



	2xmspn_50
	256x192
	0.754
	0.903
	0.826
	0.816
	0.942
	ckpt
	log



	3xmspn_50
	256x192
	0.758
	0.904
	0.830
	0.821
	0.943
	ckpt
	log



	4xmspn_50
	256x192
	0.765
	0.906
	0.835
	0.826
	0.943
	ckpt
	log










Topdown Heatmap + Resnest on Coco



ResNeSt (ArXiv'2020)
@article{zhang2020resnest,
  title={ResNeSt: Split-Attention Networks},
  author={Zhang, Hang and Wu, Chongruo and Zhang, Zhongyue and Zhu, Yi and Zhang, Zhi and Lin, Haibin and Sun, Yue and He, Tong and Muller, Jonas and Manmatha, R. and Li, Mu and Smola, Alexander},
  journal={arXiv preprint arXiv:2004.08955},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnest_50
	256x192
	0.720
	0.899
	0.800
	0.775
	0.939
	ckpt
	log



	pose_resnest_50
	384x288
	0.737
	0.900
	0.811
	0.789
	0.937
	ckpt
	log



	pose_resnest_101
	256x192
	0.725
	0.900
	0.807
	0.781
	0.939
	ckpt
	log



	pose_resnest_101
	384x288
	0.745
	0.905
	0.818
	0.798
	0.942
	ckpt
	log



	pose_resnest_200
	256x192
	0.731
	0.905
	0.812
	0.787
	0.943
	ckpt
	log



	pose_resnest_200
	384x288
	0.753
	0.907
	0.827
	0.805
	0.943
	ckpt
	log



	pose_resnest_269
	256x192
	0.737
	0.907
	0.819
	0.792
	0.943
	ckpt
	log



	pose_resnest_269
	384x288
	0.754
	0.908
	0.828
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Vitpose on Coco

To utilize ViTPose, you’ll need to have MMPreTrain [https://github.com/open-mmlab/mmpretrain]. To install the required version, run the following command:

mim install 'mmpretrain>=1.0.0'







ViTPose (NeurIPS'2022)
@inproceedings{
  xu2022vitpose,
  title={Vi{TP}ose: Simple Vision Transformer Baselines for Human Pose Estimation},
  author={Yufei Xu and Jing Zhang and Qiming Zhang and Dacheng Tao},
  booktitle={Advances in Neural Information Processing Systems},
  year={2022},
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S
	256x192
	0.739
	0.903
	0.816
	0.792
	0.942
	ckpt
	log



	ViTPose-B
	256x192
	0.757
	0.905
	0.829
	0.810
	0.946
	ckpt
	log



	ViTPose-L
	256x192
	0.782
	0.914
	0.850
	0.834
	0.952
	ckpt
	log



	ViTPose-H
	256x192
	0.788
	0.917
	0.855
	0.839
	0.954
	ckpt
	log



	ViTPose-H*
	256x192
	0.790
	0.916
	0.857
	0.840
	0.953
	ckpt
	-





Models with * are converted from the official repo [https://github.com/ViTAE-Transformer/ViTPose].  The config files of these models are only for validation.


With simple decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S
	256x192
	0.736
	0.900
	0.811
	0.790
	0.940
	ckpt
	log



	ViTPose-B
	256x192
	0.756
	0.906
	0.826
	0.809
	0.946
	ckpt
	log



	ViTPose-L
	256x192
	0.780
	0.914
	0.851
	0.833
	0.952
	ckpt
	log



	ViTPose-H
	256x192
	0.789
	0.916
	0.856
	0.839
	0.953
	ckpt
	log










Topdown Heatmap + Hrnet + Augmentation on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Albumentations (Information'2020)
@article{buslaev2020albumentations,
  title={Albumentations: fast and flexible image augmentations},
  author={Buslaev, Alexander and Iglovikov, Vladimir I and Khvedchenya, Eugene and Parinov, Alex and Druzhinin, Mikhail and Kalinin, Alexandr A},
  journal={Information},
  volume={11},
  number={2},
  pages={125},
  year={2020},
  publisher={Multidisciplinary Digital Publishing Institute}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coarsedropout
	256x192
	0.753
	0.908
	0.822
	0.805
	0.944
	ckpt
	log



	gridmask
	256x192
	0.752
	0.906
	0.825
	0.804
	0.943
	ckpt
	log



	photometric
	256x192
	0.754
	0.908
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Scnet on Coco



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_scnet_50
	256x192
	0.728
	0.899
	0.807
	0.784
	0.938
	ckpt
	log



	pose_scnet_50
	384x288
	0.751
	0.906
	0.818
	0.802
	0.942
	ckpt
	log



	pose_scnet_101
	256x192
	0.733
	0.902
	0.811
	0.789
	0.940
	ckpt
	log



	pose_scnet_101
	384x288
	0.752
	0.906
	0.823
	0.804
	0.943
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Coco



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_mobilenetv2
	256x192
	0.648
	0.874
	0.725
	0.709
	0.918
	ckpt
	log



	pose_mobilenetv2
	384x288
	0.677
	0.882
	0.746
	0.734
	0.920
	ckpt
	log










Topdown Heatmap + VGG on Coco



VGG (ICLR'2015)
@article{simonyan2014very,
  title={Very deep convolutional networks for large-scale image recognition},
  author={Simonyan, Karen and Zisserman, Andrew},
  journal={arXiv preprint arXiv:1409.1556},
  year={2014}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	vgg
	256x192
	0.699
	0.890
	0.769
	0.754
	0.927
	ckpt
	log










Topdown Heatmap + Resnet + Dark on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_dark
	256x192
	0.724
	0.897
	0.797
	0.777
	0.934
	ckpt
	log



	pose_resnet_50_dark
	384x288
	0.735
	0.902
	0.801
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	256x192
	0.733
	0.900
	0.810
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	384x288
	0.749
	0.905
	0.818
	0.799
	0.940
	ckpt
	log



	pose_resnet_152_dark
	256x192
	0.743
	0.906
	0.819
	0.796
	0.943
	ckpt
	log



	pose_resnet_152_dark
	384x288
	0.755
	0.907
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Litehrnet on Coco



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	LiteHRNet-18
	256x192
	0.642
	0.867
	0.719
	0.705
	0.911
	ckpt
	log



	LiteHRNet-18
	384x288
	0.676
	0.876
	0.746
	0.735
	0.919
	ckpt
	log



	LiteHRNet-30
	256x192
	0.676
	0.880
	0.756
	0.736
	0.922
	ckpt
	log



	LiteHRNet-30
	384x288
	0.700
	0.883
	0.776
	0.758
	0.926
	ckpt
	log










Topdown Heatmap + Resnet on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.718
	0.898
	0.796
	0.774
	0.934
	ckpt
	log



	pose_resnet_50
	384x288
	0.731
	0.900
	0.799
	0.782
	0.937
	ckpt
	log



	pose_resnet_101
	256x192
	0.728
	0.904
	0.809
	0.783
	0.942
	ckpt
	log



	pose_resnet_101
	384x288
	0.749
	0.906
	0.817
	0.799
	0.941
	ckpt
	log



	pose_resnet_152
	256x192
	0.736
	0.904
	0.818
	0.791
	0.942
	ckpt
	log



	pose_resnet_152
	384x288
	0.750
	0.908
	0.821
	0.800
	0.942
	ckpt
	log





The following model is equipped with a visibility prediction head and has been trained using COCO and AIC datasets.




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.729
	0.900
	0.807
	0.783
	0.938
	ckpt
	log










Topdown Heatmap + Hrnet + Udp on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_udp
	256x192
	0.762
	0.907
	0.829
	0.810
	0.942
	ckpt
	log



	pose_hrnet_w32_udp
	384x288
	0.768
	0.909
	0.832
	0.815
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	256x192
	0.768
	0.908
	0.833
	0.817
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	384x288
	0.773
	0.911
	0.836
	0.821
	0.946
	ckpt
	log



	pose_hrnet_w32_udp_regress
	256x192
	0.759
	0.907
	0.827
	0.813
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].






Topdown Heatmap + PVT on Coco



PVT (ICCV'2021)
@inproceedings{wang2021pyramid,
  title={Pyramid vision transformer: A versatile backbone for dense prediction without convolutions},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={568--578},
  year={2021}
}







PVTV2 (CVMJ'2022)
@article{wang2022pvt,
  title={PVT v2: Improved baselines with Pyramid Vision Transformer},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  journal={Computational Visual Media},
  pages={1--10},
  year={2022},
  publisher={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_pvt-s
	256x192
	0.714
	0.896
	0.794
	0.773
	0.936
	ckpt
	log



	pose_pvtv2-b2
	256x192
	0.737
	0.905
	0.812
	0.791
	0.942
	ckpt
	log










Cid + Hrnet on Coco



CID (CVPR'2022)
@InProceedings{Wang_2022_CVPR,
    author    = {Wang, Dongkai and Zhang, Shiliang},
    title     = {Contextual Instance Decoupling for Robust Multi-Person Pose Estimation},
    booktitle = {Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
    month     = {June},
    year      = {2022},
    pages     = {11060-11068}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	CID
	512x512
	0.704
	0.894
	0.775
	0.753
	0.928
	ckpt
	log



	CID
	512x512
	0.715
	0.900
	0.782
	0.765
	0.935
	ckpt
	log










Rtmpose + Rtmpose on Coco



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-s
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-m
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-l
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-t-aic-coco
	256x192
	0.685
	0.880
	0.761
	0.738
	0.918
	ckpt
	log



	rtmpose-s-aic-coco
	256x192
	0.722
	0.892
	0.794
	0.772
	0.929
	ckpt
	log



	rtmpose-m-aic-coco
	256x192
	0.758
	0.903
	0.826
	0.806
	0.940
	ckpt
	log



	rtmpose-l-aic-coco
	256x192
	0.765
	0.906
	0.835
	0.813
	0.942
	ckpt
	log



	rtmpose-m-aic-coco
	384x288
	0.770
	0.908
	0.833
	0.816
	0.943
	ckpt
	log



	rtmpose-l-aic-coco
	384x288
	0.773
	0.907
	0.835
	0.819
	0.942
	ckpt
	log










Associative Embedding + Hrnet on Coco



Associative Embedding (NIPS'2017)
@inproceedings{newell2017associative,
  title={Associative embedding: End-to-end learning for joint detection and grouping},
  author={Newell, Alejandro and Huang, Zhiao and Deng, Jia},
  booktitle={Advances in neural information processing systems},
  pages={2277--2287},
  year={2017}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.656
	0.864
	0.719
	0.711
	0.893
	ckpt
	log















Mpii Dataset




Topdown Regression + Resnet + Rle on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50_rle
	256x256
	0.861
	0.277
	ckpt
	log










Topdown Regression + Resnet on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.826
	0.180
	ckpt
	log



	deeppose_resnet_101
	256x256
	0.841
	0.200
	ckpt
	log



	deeppose_resnet_152
	256x256
	0.850
	0.208
	ckpt
	log










Topdown Heatmap + Resnext on Mpii



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnext_152
	256x256
	0.887
	0.294
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32_dark
	256x256
	0.904
	0.354
	ckpt
	log



	pose_hrnet_w48_dark
	256x256
	0.905
	0.360
	ckpt
	log










Topdown Heatmap + Resnetv1d on Mpii



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnetv1d_50
	256x256
	0.881
	0.290
	ckpt
	log



	pose_resnetv1d_101
	256x256
	0.883
	0.295
	ckpt
	log



	pose_resnetv1d_152
	256x256
	0.888
	0.300
	ckpt
	log










Topdown Heatmap + Shufflenetv2 on Mpii



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv2
	256x256
	0.828
	0.205
	ckpt
	log










Topdown Heatmap + Scnet on Mpii



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_scnet_50
	256x256
	0.888
	0.290
	ckpt
	log



	pose_scnet_101
	256x256
	0.887
	0.293
	ckpt
	log










Topdown Heatmap + Hrnet on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.900
	0.334
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.901
	0.337
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Mpii



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.854
	0.234
	ckpt
	log










Topdown Heatmap + Shufflenetv1 on Mpii



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv1
	256x256
	0.824
	0.195
	ckpt
	log










Topdown Heatmap + CPM on Mpii



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	cpm
	368x368
	0.876
	0.285
	ckpt
	log










Topdown Heatmap + Resnet on Mpii



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnet_50
	256x256
	0.882
	0.286
	ckpt
	log



	pose_resnet_101
	256x256
	0.888
	0.290
	ckpt
	log



	pose_resnet_152
	256x256
	0.889
	0.303
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Mpii



RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.902
	0.303
	ckpt
	log










Topdown Heatmap + Seresnet on Mpii



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_seresnet_50
	256x256
	0.884
	0.292
	ckpt
	log



	pose_seresnet_101
	256x256
	0.884
	0.295
	ckpt
	log



	pose_seresnet_152*
	256x256
	0.884
	0.287
	ckpt
	log





Note that * means without imagenet pre-training.






Topdown Heatmap + Litehrnet on Mpii



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	LiteHRNet-18
	256x256
	0.859
	0.260
	ckpt
	log



	LiteHRNet-30
	256x256
	0.869
	0.271
	ckpt
	log










Topdown Heatmap + Hourglass on Mpii



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hourglass_52
	256x256
	0.889
	0.317
	ckpt
	log



	pose_hourglass_52
	384x384
	0.894
	0.367
	ckpt
	log










Rtmpose + Rtmpose on Mpii



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean / w. flip
	Mean@0.1
	ckpt
	log





	rtmpose-m
	256x256
	0.907
	0.348
	ckpt
	log















Exlpose Dataset




Topdown Heatmap + Hrnet on Exlpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








ExLPose (2023)
@inproceedings{ExLPose_2023_CVPR,
 title={Human Pose Estimation in Extremely Low-Light Conditions},
 author={Sohyun Lee, Jaesung Rim, Boseung Jeong, Geonu Kim, ByungJu Woo, Haechan Lee, Sunghyun Cho, Suha Kwak},
 booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
 year={2023}
}






Results on ExLPose-LLA val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.401
	0.64
	0.40
	0.452
	0.693
	ckpt
	log















Aic Dataset




Topdown Heatmap + Hrnet on Aic



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.323
	0.761
	0.218
	0.366
	0.789
	ckpt
	log










Topdown Heatmap + Resnet on Aic



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_101
	256x192
	0.294
	0.736
	0.172
	0.337
	0.762
	ckpt
	log















JHMDB Dataset




Topdown Heatmap + Resnet on JHMDB



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	99.1
	98.0
	93.8
	91.3
	99.4
	96.5
	92.8
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	99.3
	97.1
	90.6
	87.0
	98.9
	96.3
	94.1
	95.0
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	99.0
	97.9
	94.0
	91.6
	99.7
	98.0
	94.7
	96.7
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	99.2
	97.7
	92.8
	90.0
	99.3
	96.9
	93.9
	96.0
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.5
	94.6
	92.0
	99.4
	94.6
	92.5
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	99.3
	97.8
	91.0
	87.0
	99.1
	96.5
	93.8
	95.2
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	98.8
	98.4
	94.3
	92.1
	99.8
	97.5
	93.8
	96.7
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.2
	93.3
	90.4
	99.4
	96.2
	93.4
	96.0
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	93.3
	83.2
	74.4
	72.7
	85.0
	81.2
	78.9
	81.9
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	94.1
	74.9
	64.5
	62.5
	77.9
	71.9
	78.6
	75.5
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	97.0
	82.2
	74.9
	70.7
	84.7
	83.7
	84.2
	82.9
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	94.8
	80.1
	71.3
	68.6
	82.5
	78.9
	80.6
	80.1
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	92.4
	80.6
	73.2
	70.5
	82.3
	75.4
	75.0
	79.2
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	93.4
	73.6
	63.8
	60.5
	75.1
	68.4
	75.5
	73.7
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	96.1
	81.2
	72.6
	67.9
	83.6
	80.9
	81.5
	81.2
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	94.0
	78.5
	69.9
	66.3
	80.3
	74.9
	77.3
	78.0
	-
	-










Topdown Heatmap + CPM on JHMDB



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	96.1
	91.9
	81.0
	78.9
	96.6
	90.8
	87.3
	89.5
	ckpt
	log



	Sub2
	cpm
	368x368
	98.1
	93.6
	77.1
	70.9
	94.0
	89.1
	84.7
	87.4
	ckpt
	log



	Sub3
	cpm
	368x368
	97.9
	94.9
	87.3
	84.0
	98.6
	94.4
	86.2
	92.4
	ckpt
	log



	Average
	cpm
	368x368
	97.4
	93.5
	81.5
	77.9
	96.4
	91.4
	86.1
	89.8
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	89.0
	63.0
	54.0
	54.9
	68.2
	63.1
	61.2
	66.0
	ckpt
	log



	Sub2
	cpm
	368x368
	90.3
	57.9
	46.8
	44.3
	60.8
	58.2
	62.4
	61.1
	ckpt
	log



	Sub3
	cpm
	368x368
	91.0
	72.6
	59.9
	54.0
	73.2
	68.5
	65.8
	70.3
	ckpt
	log



	Average
	cpm
	368x368
	90.1
	64.5
	53.6
	51.1
	67.4
	63.3
	63.1
	65.7
	-
	-















Humanart Dataset




Topdown Heatmap + Hrnet on Humanart



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.252
	0.397
	0.255
	0.321
	0.485
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.399
	0.545
	0.420
	0.466
	0.613
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.271
	0.413
	0.277
	0.339
	0.499
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.417
	0.553
	0.442
	0.481
	0.617
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.533
	0.771
	0.562
	0.574
	0.792
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.754
	0.906
	0.812
	0.783
	0.916
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.557
	0.782
	0.593
	0.595
	0.804
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.769
	0.906
	0.825
	0.796
	0.919
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.741
	0.902
	0.814
	0.795
	0.941
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.751
	0.905
	0.822
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Vitpose on Humanart

To utilize ViTPose, you’ll need to have MMPreTrain [https://github.com/open-mmlab/mmpretrain]. To install the required version, run the following command:

mim install 'mmpretrain>=1.0.0'







ViTPose (NeurIPS'2022)
@inproceedings{
  xu2022vitpose,
  title={Vi{TP}ose: Simple Vision Transformer Baselines for Human Pose Estimation},
  author={Yufei Xu and Jing Zhang and Qiming Zhang and Dacheng Tao},
  booktitle={Advances in Neural Information Processing Systems},
  year={2022},
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.228
	0.371
	0.229
	0.298
	0.467
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.381
	0.532
	0.405
	0.448
	0.602
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.270
	0.423
	0.272
	0.340
	0.510
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.410
	0.549
	0.434
	0.475
	0.615
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.342
	0.498
	0.357
	0.413
	0.577
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.459
	0.592
	0.487
	0.525
	0.656
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.377
	0.541
	0.391
	0.447
	0.615
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.468
	0.594
	0.498
	0.534
	0.655
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.507
	0.758
	0.531
	0.551
	0.780
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.738
	0.905
	0.802
	0.768
	0.911
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.555
	0.782
	0.590
	0.599
	0.809
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.759
	0.905
	0.823
	0.790
	0.917
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.637
	0.838
	0.689
	0.677
	0.859
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.789
	0.916
	0.845
	0.819
	0.929
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.665
	0.860
	0.715
	0.701
	0.871
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.800
	0.926
	0.855
	0.828
	0.933
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.739
	0.903
	0.816
	0.792
	0.942
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.737
	0.902
	0.811
	0.792
	0.942
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.757
	0.905
	0.829
	0.810
	0.946
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.758
	0.906
	0.829
	0.812
	0.946
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.782
	0.914
	0.850
	0.834
	0.952
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.782
	0.914
	0.849
	0.835
	0.953
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.788
	0.917
	0.855
	0.839
	0.954
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.788
	0.914
	0.853
	0.841
	0.956
	ckpt
	log










Rtmpose + Rtmpose on Humanart



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.161
	0.283
	0.154
	0.221
	0.373
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.249
	0.395
	0.256
	0.323
	0.485
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.199
	0.328
	0.198
	0.261
	0.418
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.311
	0.462
	0.323
	0.381
	0.540
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.239
	0.372
	0.243
	0.302
	0.455
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.355
	0.503
	0.377
	0.417
	0.568
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.260
	0.393
	0.267
	0.323
	0.472
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.378
	0.521
	0.399
	0.442
	0.584
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.444
	0.725
	0.453
	0.488
	0.750
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.655
	0.872
	0.720
	0.693
	0.890
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.480
	0.739
	0.498
	0.521
	0.763
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.698
	0.893
	0.768
	0.732
	0.903
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.532
	0.765
	0.563
	0.571
	0.789
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.728
	0.895
	0.791
	0.759
	0.906
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.564
	0.789
	0.602
	0.599
	0.808
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.753
	0.905
	0.812
	0.783
	0.915
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.665
	0.875
	0.739
	0.721
	0.916
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.706
	0.888
	0.780
	0.759
	0.928
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.725
	0.892
	0.795
	0.775
	0.929
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.748
	0.901
	0.816
	0.796
	0.938
	ckpt
	log





Results on COCO val2017 with ground-truth bounding box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-humanart-coco
	256x192
	0.679
	0.895
	0.755
	0.710
	0.907
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.725
	0.916
	0.798
	0.753
	0.925
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.744
	0.916
	0.818
	0.770
	0.930
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.770
	0.927
	0.840
	0.794
	0.939
	ckpt
	log















Posetrack18 Dataset




Topdown Heatmap + Resnet on Posetrack18



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_resnet_50
	256x192
	86.5
	87.7
	82.5
	75.8
	80.1
	78.8
	74.2
	81.2
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.






Topdown Heatmap + Hrnet on Posetrack18



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	86.2
	89.0
	84.5
	79.2
	82.3
	82.5
	78.7
	83.4
	ckpt
	log



	pose_hrnet_w32
	384x288
	87.1
	89.0
	85.1
	80.2
	80.6
	82.8
	79.6
	83.7
	ckpt
	log



	pose_hrnet_w48
	256x192
	88.3
	90.2
	86.0
	81.0
	80.7
	83.3
	80.6
	84.6
	ckpt
	log



	pose_hrnet_w48
	384x288
	87.8
	90.0
	86.2
	81.3
	81.0
	83.4
	80.9
	84.6
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.

Results on PoseTrack2018 val with MMDetection [https://github.com/open-mmlab/mmdetection] pre-trained Cascade R-CNN [https://download.openmmlab.com/mmdetection/v2.0/cascade_rcnn/cascade_rcnn_x101_64x4d_fpn_20e_coco/cascade_rcnn_x101_64x4d_fpn_20e_coco_20200509_224357-051557b1.pth] (X-101-64x4d-FPN) human detector




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	78.0
	82.9
	79.5
	73.8
	76.9
	76.6
	70.2
	76.9
	ckpt
	log



	pose_hrnet_w32
	384x288
	79.9
	83.6
	80.4
	74.5
	74.8
	76.1
	70.5
	77.3
	ckpt
	log



	pose_hrnet_w48
	256x192
	80.1
	83.4
	80.6
	74.8
	74.3
	76.8
	70.5
	77.4
	ckpt
	log



	pose_hrnet_w48
	384x288
	80.2
	83.8
	80.9
	75.2
	74.7
	76.7
	71.7
	77.8
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.











Body8 Dataset




Rtmpose + Rtmpose + Body8-Halpe26 on Body8



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AlphaPose (TPAMI'2022)
@article{alphapose,
  author = {Fang, Hao-Shu and Li, Jiefeng and Tang, Hongyang and Xu, Chao and Zhu, Haoyi and Xiu, Yuliang and Li, Yong-Lu and Lu, Cewu},
  journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
  title = {AlphaPose: Whole-Body Regional Multi-Person Pose Estimation and Tracking in Real-Time},
  year = {2022}
}







	* denotes model trained on 7 public datasets:


	AI Challenger [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#aic]


	MS COCO [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#coco]


	CrowdPose [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#crowdpose]


	MPII [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#mpii]


	sub-JHMDB [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#sub-jhmdb-dataset]


	Halpe [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_wholebody_keypoint.html#halpe]


	PoseTrack18 [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#posetrack18]






	Body8 denotes the addition of the OCHuman [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#ochuman] dataset, in addition to the 7 datasets mentioned above, for evaluation.







	Config
	Input Size
	PCK@0.1(Body8)
  
    
    
    Body 3D Keypoint
    

    

    

    
 
  

    
      
          
            
  
Body 3D Keypoint







H36m Dataset




Motionbert + Motionbert on H36m



MotionBERT (2022)
 @misc{Zhu_Ma_Liu_Liu_Wu_Wang_2022,
 title={Learning Human Motion Representations: A Unified Perspective},
 author={Zhu, Wentao and Ma, Xiaoxuan and Liu, Zhaoyang and Liu, Libin and Wu, Wayne and Wang, Yizhou},
 year={2022},
 month={Oct},
 language={en-US}
 }








Human3.6M (TPAMI'2014)
@article{h36m_pami,
author = {Ionescu, Catalin and Papava, Dragos and Olaru, Vlad and Sminchisescu, Cristian},
title = {Human3.6M: Large Scale Datasets and Predictive Methods for 3D Human Sensing in Natural Environments},
journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
publisher = {IEEE Computer Society},
volume = {36},
number = {7},
pages = {1325-1339},
month = {jul},
year = {2014}
}






Results on Human3.6M dataset with ground truth 2D detections




	Arch
	MPJPE
	average MPJPE
	P-MPJPE
	ckpt





	MotionBERT*
	34.5
	34.6
	27.1
	ckpt



	MotionBERT-finetuned*
	26.9
	26.8
	21.0
	ckpt





Results on Human3.6M dataset converted from the official repo [https://github.com/Walter0807/MotionBERT]1 with ground truth 2D detections




	Arch
	MPJPE
	average MPJPE
	P-MPJPE
	ckpt
	log





	MotionBERT*
	39.8
	39.2
	33.4
	ckpt
	/



	MotionBERT-finetuned*
	37.7
	37.2
	32.2
	ckpt
	/





1 By default, we test models with Human 3.6m dataset processed by MMPose. The official repo’s dataset includes more data and applies a different pre-processing technique. To achieve the same result with the official repo, please download the test annotation file [https://download.openmmlab.com/mmpose/v1/body_3d_keypoint/pose_lift/h36m/h36m_test_original.npz], train annotation file [https://download.openmmlab.com/mmpose/v1/body_3d_keypoint/pose_lift/h36m/h36m_train_original.npz] and factors [https://download.openmmlab.com/mmpose/v1/body_3d_keypoint/pose_lift/h36m/h36m_factors.npy] under $MMPOSE/data/h36m/annotation_body3d/fps50 and test with the configs we provided.

Models with * are converted from the official repo [https://github.com/Walter0807/MotionBERT]. The config files of these models are only for validation. We don’t ensure these config files’ training accuracy and welcome you to contribute your reproduction results.






Image Pose Lift + Simplebaseline3d on H36m



SimpleBaseline3D (ICCV'2017)
@inproceedings{martinez_2017_3dbaseline,
  title={A simple yet effective baseline for 3d human pose estimation},
  author={Martinez, Julieta and Hossain, Rayat and Romero, Javier and Little, James J.},
  booktitle={ICCV},
  year={2017}
}








Human3.6M (TPAMI'2014)
@article{h36m_pami,
  author = {Ionescu, Catalin and Papava, Dragos and Olaru, Vlad and Sminchisescu,  Cristian},
  title = {Human3.6M: Large Scale Datasets and Predictive Methods for 3D Human Sensing in Natural Environments},
  journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
  publisher = {IEEE Computer Society},
  volume = {36},
  number = {7},
  pages = {1325-1339},
  month = {jul},
  year = {2014}
}






Results on Human3.6M dataset with ground truth 2D detections




	Arch
	MPJPE
	P-MPJPE
	ckpt
	log





	SimpleBaseline3D1
	43.4
	34.3
	ckpt
	log





1 Differing from the original paper, we didn’t apply the max-norm constraint because we found this led to a better convergence and performance.






Video Pose Lift + Videopose3d on H36m



VideoPose3D (CVPR'2019)
@inproceedings{pavllo20193d,
title={3d human pose estimation in video with temporal convolutions and semi-supervised training},
author={Pavllo, Dario and Feichtenhofer, Christoph and Grangier, David and Auli, Michael},
booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
pages={7753--7762},
year={2019}
}








Human3.6M (TPAMI'2014)
@article{h36m_pami,
author = {Ionescu, Catalin and Papava, Dragos and Olaru, Vlad and Sminchisescu, Cristian},
title = {Human3.6M: Large Scale Datasets and Predictive Methods for 3D Human Sensing in Natural Environments},
journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
publisher = {IEEE Computer Society},
volume = {36},
number = {7},
pages = {1325-1339},
month = {jul},
year = {2014}
}






Testing results on Human3.6M dataset with ground truth 2D detections, supervised training




	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	ckpt
	log





	VideoPose3D-supervised-27frm
	27
	40.1
	30.1
	ckpt
	log



	VideoPose3D-supervised-81frm
	81
	39.1
	29.3
	ckpt
	log



	VideoPose3D-supervised-243frm
	243
	37.6
	28.3
	ckpt
	log





Testing results on Human3.6M dataset with CPN 2D detections1, supervised training




	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	ckpt
	log





	VideoPose3D-supervised-CPN-1frm
	1
	53.0
	41.3
	ckpt
	log



	VideoPose3D-supervised-CPN-243frm
	243
	47.9
	38.0
	ckpt
	log





Testing results on Human3.6M dataset with ground truth 2D detections, semi-supervised training




	Training Data
	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	N-MPJPE
	ckpt
	log





	10% S1
	VideoPose3D-semi-supervised-27frm
	27
	57.2
	42.4
	54.2
	ckpt
	log





Testing results on Human3.6M dataset with CPN 2D detections1, semi-supervised training




	Training Data
	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	N-MPJPE
	ckpt
	log





	10% S1
	VideoPose3D-semi-supervised-CPN-27frm
	27
	67.3
	50.4
	63.6
	ckpt
	log





1 CPN 2D detections are provided by official repo [https://github.com/facebookresearch/VideoPose3D/blob/master/DATASETS.md]. The reformatted version used in this repository can be downloaded from train_detection [https://download.openmmlab.com/mmpose/body3d/videopose/cpn_ft_h36m_dbb_train.npy] and test_detection [https://download.openmmlab.com/mmpose/body3d/videopose/cpn_ft_h36m_dbb_test.npy].
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WFLW Dataset




Topdown Regression + Resnet on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50
	256x256
	4.88
	ckpt
	log










Topdown Regression + Resnet + Softwingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








SoftWingloss (TIP'2021)
@article{lin2021structure,
  title={Structure-Coherent Deep Feature Learning for Robust Face Alignment},
  author={Lin, Chunze and Zhu, Beier and Wang, Quan and Liao, Renjie and Qian, Chen and Lu, Jiwen and Zhou, Jie},
  journal={IEEE Transactions on Image Processing},
  year={2021},
  publisher={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+SoftWingLoss
	256x256
	4.44
	ckpt
	log










Topdown Regression + Resnet + Wingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








Wingloss (CVPR'2018)
@inproceedings{feng2018wing,
  title={Wing Loss for Robust Facial Landmark Localisation with Convolutional Neural Networks},
  author={Feng, Zhen-Hua and Kittler, Josef and Awais, Muhammad and Huber, Patrik and Wu, Xiao-Jun},
  booktitle={Computer Vision and Pattern Recognition (CVPR), 2018 IEEE Conference on},
  year={2018},
  pages ={2235-2245},
  organization={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+WingLoss
	256x256
	4.67
	ckpt
	log










Topdown Heatmap + Hrnetv2 on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	4.06
	6.97
	3.99
	4.83
	4.58
	3.94
	4.33
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	3.98
	6.98
	3.96
	4.78
	4.56
	3.89
	4.29
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Awing on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AdaptiveWingloss (ICCV'2019)
@inproceedings{wang2019adaptive,
  title={Adaptive wing loss for robust face alignment via heatmap regression},
  author={Wang, Xinyao and Bo, Liefeng and Fuxin, Li},
  booktitle={Proceedings of the IEEE/CVF international conference on computer vision},
  pages={6971--6981},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_awing
	256x256
	4.02
	6.94
	3.97
	4.78
	4.59
	3.87
	4.28
	ckpt
	log










Rtmpose + Rtmpose on WFLW



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NME
	ckpt
	log





	pose_rtmpose_m
	256x256
	4.01
	ckpt
	log















Coco_wholebody_face Dataset




Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.0513
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Face on Coco_wholebody_face



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.0611
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Face on Coco_wholebody_face



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hourglass_52
	256x256
	0.0587
	ckpt
	log










Topdown Heatmap + Resnet + Coco + Wholebody + Face on Coco_wholebody_face



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_res50
	256x256
	0.0582
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0569
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Face on Coco_wholebody_face



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_scnet_50
	256x256
	0.0567
	ckpt
	log










Rtmpose + Rtmpose + Coco + Wholebody + Face on Coco_wholebody_face



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_rtmpose_m
	256x256
	0.0466
	ckpt
	log















Cofw Dataset




Topdown Heatmap + Hrnetv2 on Cofw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COFW (ICCV'2013)
@inproceedings{burgos2013robust,
  title={Robust face landmark estimation under occlusion},
  author={Burgos-Artizzu, Xavier P and Perona, Pietro and Doll{\'a}r, Piotr},
  booktitle={Proceedings of the IEEE international conference on computer vision},
  pages={1513--1520},
  year={2013}
}






Results on COFW dataset

The model is trained on COFW train.




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	3.48
	ckpt
	log















300w Dataset




Topdown Heatmap + Hrnetv2 on 300w



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








300W (IMAVIS'2016)
@article{sagonas2016300,
  title={300 faces in-the-wild challenge: Database and results},
  author={Sagonas, Christos and Antonakos, Epameinondas and Tzimiropoulos, Georgios and Zafeiriou, Stefanos and Pantic, Maja},
  journal={Image and vision computing},
  volume={47},
  pages={3--18},
  year={2016},
  publisher={Elsevier}
}






Results on 300W dataset

The model is trained on 300W train.




	Arch
	Input Size
	NMEcommon
	NMEchallenge
	NMEfull
	NMEtest
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	2.92
	5.64
	3.45
	4.10
	ckpt
	log















300wlp Dataset




Topdown Heatmap + Hrnetv2 on 300wlp



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








300WLP (IEEE'2017)
@article{zhu2017face,
  title={Face alignment in full pose range: A 3d total solution},
  author={Zhu, Xiangyu and Liu, Xiaoming and Lei, Zhen and Li, Stan Z},
  journal={IEEE transactions on pattern analysis and machine intelligence},
  year={2017},
  publisher={IEEE}
}






Results on 300W-LP dataset

The model is trained on 300W-LP train.




	Arch
	Input Size
	NMEfull
	NMEtest
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0413
	0.04125
	ckpt
	log















Aflw Dataset




Topdown Heatmap + Hrnetv2 + Dark on Aflw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








AFLW (ICCVW'2011)
@inproceedings{koestinger2011annotated,
  title={Annotated facial landmarks in the wild: A large-scale, real-world database for facial landmark localization},
  author={Koestinger, Martin and Wohlhart, Paul and Roth, Peter M and Bischof, Horst},
  booktitle={2011 IEEE international conference on computer vision workshops (ICCV workshops)},
  pages={2144--2151},
  year={2011},
  organization={IEEE}
}






Results on AFLW dataset

The model is trained on AFLW train and evaluated on AFLW full and frontal.




	Arch
	Input Size
	NMEfull
	NMEfrontal
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	1.35
	1.19
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Aflw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AFLW (ICCVW'2011)
@inproceedings{koestinger2011annotated,
  title={Annotated facial landmarks in the wild: A large-scale, real-world database for facial landmark localization},
  author={Koestinger, Martin and Wohlhart, Paul and Roth, Peter M and Bischof, Horst},
  booktitle={2011 IEEE international conference on computer vision workshops (ICCV workshops)},
  pages={2144--2151},
  year={2011},
  organization={IEEE}
}






Results on AFLW dataset

The model is trained on AFLW train and evaluated on AFLW full and frontal.




	Arch
	Input Size
	NMEfull
	NMEfrontal
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	1.41
	1.27
	ckpt
	log















Face6 Dataset




Rtmpose + Rtmpose on Face6



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







	Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset.


	Face6 and * denote model trained on 6 public datasets:


	COCO-Wholebody-Face [https://github.com/jin-s13/COCO-WholeBody/]


	WFLW [https://wywu.github.io/projects/LAB/WFLW.html]


	300W [https://ibug.doc.ic.ac.uk/resources/300-W/]


	COFW [http://www.vision.caltech.edu/xpburgos/ICCV13/]


	Halpe [https://github.com/Fang-Haoshu/Halpe-FullBody/]


	LaPa [https://github.com/JDAI-CV/lapa-dataset]











	Config
	Input Size
	NME(LaPa)
  
    
    
    Hand 2D Keypoint
    

    

    

    
 
  

    
      
          
            
  
Hand 2D Keypoint







Onehand10k Dataset




Topdown Regression + Resnet on Onehand10k



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.990
	0.485
	34.21
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Udp on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.990
	0.571
	23.88
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Onehand10k



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenet_v2
	256x256
	0.986
	0.537
	28.56
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.990
	0.567
	24.26
	ckpt
	log










Topdown Heatmap + Resnet on Onehand10k



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.989
	0.555
	25.16
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.990
	0.572
	23.96
	ckpt
	log















Rhd2d Dataset




Topdown Regression + Resnet on Rhd2d



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.988
	0.865
	3.32
	ckpt
	log










Topdown Heatmap + Resnet on Rhd2d



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet50
	256x256
	0.991
	0.898
	2.32
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Rhd2d



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.992
	0.902
	2.21
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Udp on Rhd2d



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCKh@0.7
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.992
	0.902
	2.19
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Rhd2d



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.992
	0.903
	2.18
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Rhd2d



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenet_v2
	256x256
	0.985
	0.883
	2.79
	ckpt
	log















Coco_wholebody_hand Dataset




Topdown Heatmap + Resnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.800
	0.833
	4.64
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_scnet_50
	256x256
	0.803
	0.834
	4.55
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Hand on Coco_wholebody_hand



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.795
	0.829
	4.77
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Coco + Wholebody + Hand on Coco_wholebody_hand



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.813
	0.840
	4.39
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Hand on Coco_wholebody_hand



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.814
	0.840
	4.37
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Hand on Coco_wholebody_hand



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hourglass_52
	256x256
	0.804
	0.835
	4.54
	ckpt
	log










Topdown Heatmap + Litehrnet + Coco + Wholebody + Hand on Coco_wholebody_hand



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	LiteHRNet-18
	256x256
	0.795
	0.830
	4.77
	ckpt
	log










Rtmpose + Rtmpose + Coco + Wholebody + Hand on Coco_wholebody_hand



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	rtmpose_m
	256x256
	0.815
	0.837
	4.51
	ckpt
	log















Freihand2d Dataset




Topdown Heatmap + Resnet on Freihand2d



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FreiHand (ICCV'2019)
@inproceedings{zimmermann2019freihand,
  title={Freihand: A dataset for markerless capture of hand pose and shape from single rgb images},
  author={Zimmermann, Christian and Ceylan, Duygu and Yang, Jimei and Russell, Bryan and Argus, Max and Brox, Thomas},
  booktitle={Proceedings of the IEEE International Conference on Computer Vision},
  pages={813--822},
  year={2019}
}






Results on FreiHand val & test set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	test
	pose_resnet_50
	224x224
	0.999
	0.868
	3.27
	ckpt
	log















Hand5 Dataset




Rtmpose + Rtmpose on Hand5



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







	Hand5 and * denote model trained on 5 public datasets:


	COCO-Wholebody-Hand [https://github.com/jin-s13/COCO-WholeBody/]


	OneHand10K [https://www.yangangwang.com/papers/WANG-MCC-2018-10.html]


	FreiHand2d [https://lmb.informatik.uni-freiburg.de/projects/freihand/]


	RHD2d [https://lmb.informatik.uni-freiburg.de/resources/datasets/RenderedHandposeDataset.en.html]


	Halpe [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_wholebody_keypoint.html#halpe]











	Config
	Input Size
	PCK@0.2(COCO-Wholebody-Hand)
  
    
    
    Wholebody 2D Keypoint
    

    

    

    
 
  

    
      
          
            
  
Wholebody 2D Keypoint







Ubody2d Dataset




Topdown Heatmap + Hrnet + Ubody-Coco-Wholebody on Ubody2d



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UBody (CVPR'2023)
@article{lin2023one,
  title={One-Stage 3D Whole-Body Mesh Recovery with Component Aware Transformer},
  author={Lin, Jing and Zeng, Ailing and Wang, Haoqian and Zhang, Lei and Li, Yu},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  year={2023},
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.685
	0.759
	0.564
	0.675
	0.625
	0.705
	0.516
	0.609
	0.549
	0.646
	ckpt
	log















Coco-Wholebody Dataset




Topdown Heatmap + Cspnext + Udp on Coco-Wholebody



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_cspnext_m_udp
	256x192
	0.687
	0.735
	0.680
	0.763
	0.697
	0.755
	0.460
	0.543
	0.567
	0.641
	ckpt
	log










Topdown Heatmap + Resnet on Coco-Wholebody



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_resnet_50
	256x192
	0.652
	0.738
	0.615
	0.749
	0.606
	0.715
	0.460
	0.584
	0.521
	0.633
	ckpt
	log



	pose_resnet_50
	384x288
	0.666
	0.747
	0.634
	0.763
	0.731
	0.811
	0.536
	0.646
	0.574
	0.670
	ckpt
	log



	pose_resnet_101
	256x192
	0.669
	0.753
	0.637
	0.766
	0.611
	0.722
	0.463
	0.589
	0.531
	0.645
	ckpt
	log



	pose_resnet_101
	384x288
	0.692
	0.770
	0.680
	0.799
	0.746
	0.820
	0.548
	0.657
	0.597
	0.693
	ckpt
	log



	pose_resnet_152
	256x192
	0.682
	0.764
	0.661
	0.787
	0.623
	0.728
	0.481
	0.607
	0.548
	0.661
	ckpt
	log



	pose_resnet_152
	384x288
	0.704
	0.780
	0.693
	0.813
	0.751
	0.824
	0.559
	0.666
	0.610
	0.705
	ckpt
	log










Topdown Heatmap + Hrnet on Coco-Wholebody



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.678
	0.755
	0.543
	0.661
	0.630
	0.708
	0.467
	0.566
	0.536
	0.636
	ckpt
	log



	pose_hrnet_w32
	384x288
	0.700
	0.772
	0.585
	0.691
	0.726
	0.783
	0.515
	0.603
	0.586
	0.673
	ckpt
	log



	pose_hrnet_w48
	256x192
	0.701
	0.776
	0.675
	0.787
	0.656
	0.743
	0.535
	0.639
	0.579
	0.681
	ckpt
	log



	pose_hrnet_w48
	384x288
	0.722
	0.791
	0.696
	0.801
	0.776
	0.834
	0.587
	0.678
	0.632
	0.717
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco-Wholebody



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.693
	0.764
	0.564
	0.674
	0.737
	0.809
	0.503
	0.602
	0.582
	0.671
	ckpt
	log



	pose_hrnet_w48_dark+
	384x288
	0.742
	0.807
	0.707
	0.806
	0.841
	0.892
	0.602
	0.694
	0.661
	0.743
	ckpt
	log





Note: + means the model is first pre-trained on original COCO dataset, and then fine-tuned on COCO-WholeBody dataset. We find this will lead to better performance.






Topdown Heatmap + Vipnas + Dark on Coco-Wholebody



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	S-ViPNAS-MobileNetV3_dark
	256x192
	0.632
	0.710
	0.530
	0.660
	0.672
	0.771
	0.404
	0.519
	0.508
	0.607
	ckpt
	log



	S-ViPNAS-Res50_dark
	256x192
	0.650
	0.732
	0.550
	0.686
	0.684
	0.783
	0.437
	0.554
	0.528
	0.632
	ckpt
	log










Topdown Heatmap + Vipnas on Coco-Wholebody



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	S-ViPNAS-MobileNetV3
	256x192
	0.619
	0.700
	0.477
	0.608
	0.585
	0.689
	0.386
	0.505
	0.473
	0.578
	ckpt
	log



	S-ViPNAS-Res50
	256x192
	0.643
	0.726
	0.553
	0.694
	0.587
	0.698
	0.410
	0.529
	0.495
	0.607
	ckpt
	log










Rtmpose + Rtmpose on Coco-Wholebody



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	rtmpose-m
	256x192
	0.673
	0.750
	0.615
	0.752
	0.813
	0.871
	0.475
	0.589
	0.582
	0.674
	ckpt
	log



	rtmpose-l
	256x192
	0.695
	0.769
	0.658
	0.785
	0.833
	0.887
	0.519
	0.628
	0.611
	0.700
	ckpt
	log



	rtmpose-l
	384x288
	0.712
	0.781
	0.693
	0.811
	0.882
	0.919
	0.579
	0.677
	0.648
	0.730
	ckpt
	log















Cocktail14 Dataset




Rtmpose + RTMW on Cocktail14



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}







	Cocktail14 denotes model trained on 14 public datasets:


	AI Challenger [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#aic]


	CrowdPose [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#crowdpose]


	MPII [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#mpii]


	sub-JHMDB [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#sub-jhmdb-dataset]


	Halpe [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_wholebody_keypoint.html#halpe]


	PoseTrack18 [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#posetrack18]


	COCO-Wholebody [https://github.com/jin-s13/COCO-WholeBody/]


	UBody [https://github.com/IDEA-Research/OSX]


	Human-Art [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#human-art-dataset]


	WFLW [https://wywu.github.io/projects/LAB/WFLW.html]


	300W [https://ibug.doc.ic.ac.uk/resources/300-W/]


	COFW [http://www.vision.caltech.edu/xpburgos/ICCV13/]


	LaPa [https://github.com/JDAI-CV/lapa-dataset]


	InterHand [https://mks0601.github.io/InterHand2.6M/]








Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	rtmw-m
	256x192
	0.676
	0.747
	0.671
	0.794
	0.783
	0.854
	0.491
	0.604
	0.582
	0.673
	ckpt
	-



	rtmw-l
	256x192
	0.743
	0.807
	0.763
	0.868
	0.834
	0.889
	0.598
	0.701
	0.660
	0.746
	ckpt
	-



	rtmw-x
	256x192
	0.746
	0.808
	0.770
	0.869
	0.844
	0.896
	0.610
	0.710
	0.672
	0.752
	ckpt
	-



	rtmw-l
	384x288
	0.761
	0.824
	0.793
	0.885
	0.884
	0.921
	0.663
	0.752
	0.701
	0.780
	ckpt
	-



	rtmw-x
	384x288
	0.763
	0.826
	0.796
	0.888
	0.884
	0.923
	0.664
	0.755
	0.702
	0.781
	ckpt
	-
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Animal 2D Keypoint







Zebra Dataset




Topdown Heatmap + Resnet on Zebra



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Grévy’s Zebra (Elife'2019)
@article{graving2019deepposekit,
  title={DeepPoseKit, a software toolkit for fast and robust animal pose estimation using deep learning},
  author={Graving, Jacob M and Chae, Daniel and Naik, Hemal and Li, Liang and Koger, Benjamin and Costelloe, Blair R and Couzin, Iain D},
  journal={Elife},
  volume={8},
  pages={e47994},
  year={2019},
  publisher={eLife Sciences Publications Limited}
}






Results on Grévy’s Zebra test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	160x160
	1.000
	0.914
	1.87
	ckpt
	log



	pose_resnet_101
	160x160
	1.000
	0.915
	1.83
	ckpt
	log



	pose_resnet_152
	160x160
	1.000
	0.921
	1.67
	ckpt
	log















Ap10k Dataset




Topdown Heatmap + Resnet on Ap10k



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	pose_resnet_50
	256x256
	0.680
	0.926
	0.738
	0.552
	0.687
	ckpt
	log



	pose_resnet_101
	256x256
	0.681
	0.921
	0.751
	0.545
	0.690
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Ap10k



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	pose_cspnext_m
	256x256
	0.703
	0.944
	0.776
	0.513
	0.710
	ckpt
	log










Topdown Heatmap + Hrnet on Ap10k



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.722
	0.935
	0.789
	0.557
	0.729
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.728
	0.936
	0.802
	0.577
	0.735
	ckpt
	log










Rtmpose + Rtmpose on Ap10k




AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	rtmpose-m
	256x256
	0.722
	0.939
	0.788
	0.569
	0.728
	ckpt
	log















Animalpose Dataset




Topdown Heatmap + Resnet on Animalpose



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






Results on AnimalPose validation set (1117 instances)




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x256
	0.691
	0.947
	0.770
	0.736
	0.955
	ckpt
	log



	pose_resnet_101
	256x256
	0.696
	0.948
	0.774
	0.736
	0.951
	ckpt
	log



	pose_resnet_152
	256x256
	0.704
	0.938
	0.786
	0.748
	0.946
	ckpt
	log










Topdown Heatmap + Hrnet on Animalpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






Results on AnimalPose validation set (1117 instances)




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.740
	0.959
	0.833
	0.780
	0.965
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.738
	0.958
	0.831
	0.778
	0.962
	ckpt
	log















Locust Dataset




Topdown Heatmap + Resnet on Locust



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Desert Locust (Elife'2019)
@article{graving2019deepposekit,
  title={DeepPoseKit, a software toolkit for fast and robust animal pose estimation using deep learning},
  author={Graving, Jacob M and Chae, Daniel and Naik, Hemal and Li, Liang and Koger, Benjamin and Costelloe, Blair R and Couzin, Iain D},
  journal={Elife},
  volume={8},
  pages={e47994},
  year={2019},
  publisher={eLife Sciences Publications Limited}
}






Results on Desert Locust test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	160x160
	1.000
	0.900
	2.27
	ckpt
	log



	pose_resnet_101
	160x160
	1.000
	0.907
	2.03
	ckpt
	log



	pose_resnet_152
	160x160
	1.000
	0.925
	1.49
	ckpt
	log















Ak Dataset




Topdown Heatmap + Hrnet + Animalkingdom on Ak



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AnimalKingdom (CVPR'2022)
@InProceedings{
    Ng_2022_CVPR,
    author    = {Ng, Xun Long and Ong, Kian Eng and Zheng, Qichen and Ni, Yun and Yeo, Si Yong and Liu, Jun},
    title     = {Animal Kingdom: A Large and Diverse Dataset for Animal Behavior Understanding},
    booktitle = {Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
    month     = {June},
    year      = {2022},
    pages     = {19023-19034}
 }






Results on AnimalKingdom validation set




	Arch
	Input Size
	PCK(0.05)
	Official Repo
	Paper
	ckpt
	log





	P1_hrnet_w32
	256x256
	0.6323
	0.6342
	0.6606
	ckpt
	log



	P2_hrnet_w32
	256x256
	0.3741
	0.3726
	0.393
	ckpt
	log



	P3_mammals_hrnet_w32
	256x256
	0.571
	0.5719
	0.6159
	ckpt
	log



	P3_amphibians_hrnet_w32
	256x256
	0.5358
	0.5432
	0.5674
	ckpt
	log



	P3_reptiles_hrnet_w32
	256x256
	0.51
	0.5
	0.5606
	ckpt
	log



	P3_birds_hrnet_w32
	256x256
	0.7671
	0.7636
	0.7735
	ckpt
	log



	P3_fishes_hrnet_w32
	256x256
	0.6406
	0.636
	0.6825
	ckpt
	log
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InterNet (ECCV’2020)




Internet + Internet on Interhand3d



InterNet (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








InterHand2.6M (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}






Results on InterHand2.6M val & test set




	Train Set
	Set
	Arch
	Input Size
	MPJPE-single
	MPJPE-interacting
	MPJPE-all
	MRRPE
	APh
	ckpt
	log





	All
	test(H+M)
	InterNet_resnet_50
	256x256
	9.69
	13.72
	11.86
	29.27
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50
	256x256
	11.30
	15.57
	13.36
	32.15
	0.98
	ckpt
	log



	All
	test(H+M)
	InterNet_resnet_50*
	256x256
	9.47
	13.40
	11.59
	29.28
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50*
	256x256
	11.22
	15.23
	13.16
	31.73
	0.98
	ckpt
	log





Models with * are trained in MMPose 0.x [https://github.com/open-mmlab/mmpose/tree/0.x]. The checkpoints and logs are only for validation.











RSN (ECCV’2020)




Topdown Heatmap + RSN on Coco



RSN (ECCV'2020)
@misc{cai2020learning,
    title={Learning Delicate Local Representations for Multi-Person Pose Estimation},
    author={Yuanhao Cai and Zhicheng Wang and Zhengxiong Luo and Binyi Yin and Angang Du and Haoqian Wang and Xinyu Zhou and Erjin Zhou and Xiangyu Zhang and Jian Sun},
    year={2020},
    eprint={2003.04030},
    archivePrefix={arXiv},
    primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rsn_18
	256x192
	0.704
	0.887
	0.781
	0.773
	0.927
	ckpt
	log



	rsn_50
	256x192
	0.724
	0.894
	0.799
	0.790
	0.935
	ckpt
	log



	2xrsn_50
	256x192
	0.748
	0.900
	0.821
	0.810
	0.939
	ckpt
	log



	3xrsn_50
	256x192
	0.750
	0.900
	0.824
	0.814
	0.941
	ckpt
	log















CPM (CVPR’2016)




Topdown Heatmap + CPM on Coco



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	cpm
	256x192
	0.627
	0.862
	0.709
	0.689
	0.906
	ckpt
	log



	cpm
	384x288
	0.652
	0.865
	0.730
	0.710
	0.907
	ckpt
	log










Topdown Heatmap + CPM on Mpii



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	cpm
	368x368
	0.876
	0.285
	ckpt
	log










Topdown Heatmap + CPM on JHMDB



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	96.1
	91.9
	81.0
	78.9
	96.6
	90.8
	87.3
	89.5
	ckpt
	log



	Sub2
	cpm
	368x368
	98.1
	93.6
	77.1
	70.9
	94.0
	89.1
	84.7
	87.4
	ckpt
	log



	Sub3
	cpm
	368x368
	97.9
	94.9
	87.3
	84.0
	98.6
	94.4
	86.2
	92.4
	ckpt
	log



	Average
	cpm
	368x368
	97.4
	93.5
	81.5
	77.9
	96.4
	91.4
	86.1
	89.8
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	89.0
	63.0
	54.0
	54.9
	68.2
	63.1
	61.2
	66.0
	ckpt
	log



	Sub2
	cpm
	368x368
	90.3
	57.9
	46.8
	44.3
	60.8
	58.2
	62.4
	61.1
	ckpt
	log



	Sub3
	cpm
	368x368
	91.0
	72.6
	59.9
	54.0
	73.2
	68.5
	65.8
	70.3
	ckpt
	log



	Average
	cpm
	368x368
	90.1
	64.5
	53.6
	51.1
	67.4
	63.3
	63.1
	65.7
	-
	-















RLE (ICCV’2021)




Topdown Regression + Mobilenetv2 + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_mobilenetv2_rle_pretrained
	256x192
	0.593
	0.836
	0.660
	0.644
	0.877
	ckpt
	log










Topdown Regression + Resnet + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50_rle
	256x192
	0.706
	0.888
	0.776
	0.753
	0.924
	ckpt
	log



	deeppose_resnet_50_rle_pretrained
	256x192
	0.719
	0.891
	0.788
	0.764
	0.925
	ckpt
	log



	deeppose_resnet_101_rle
	256x192
	0.722
	0.894
	0.794
	0.768
	0.930
	ckpt
	log



	deeppose_resnet_152_rle
	256x192
	0.731
	0.897
	0.805
	0.777
	0.933
	ckpt
	log



	deeppose_resnet_152_rle
	384x288
	0.749
	0.901
	0.815
	0.793
	0.935
	ckpt
	log










Topdown Regression + Resnet + Rle on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50_rle
	256x256
	0.861
	0.277
	ckpt
	log















Debias IPR (ICCV’2021)




Integral Regression + Resnet + Debias on Coco



Debias IPR (ICCV'2021)
@inproceedings{gu2021removing,
    title={Removing the Bias of Integral Pose Regression},
    author={Gu, Kerui and Yang, Linlin and Yao, Angela},
    booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
    pages={11067--11076},
    year={2021}
  }








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	debias-ipr_resnet_50
	256x256
	0.675
	0.872
	0.740
	0.765
	0.928
	ckpt
	log















YOLO-Pose (CVPRW’2022)




Yoloxpose + Yoloxpose on Coco



YOLO-Pose (CVPRW'2022)
@inproceedings{maji2022yolo,
  title={Yolo-pose: Enhancing yolo for multi person pose estimation using object keypoint similarity loss},
  author={Maji, Debapriya and Nagori, Soyeb and Mathew, Manu and Poddar, Deepak},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={2637--2646},
  year={2022}
}








YOLOX
@article{ge2021yolox,
  title={Yolox: Exceeding yolo series in 2021},
  author={Ge, Zheng and Liu, Songtao and Wang, Feng and Li, Zeming and Sun, Jian},
  journal={arXiv preprint arXiv:2107.08430},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	yoloxpose_tiny
	416x416
	0.526
	0.793
	0.556
	0.571
	0.833
	ckpt
	log



	yoloxpose_s
	640x640
	0.641
	0.872
	0.702
	0.682
	0.902
	ckpt
	log



	yoloxpose_m
	640x640
	0.695
	0.899
	0.766
	0.733
	0.926
	ckpt
	log



	yoloxpose_l
	640x640
	0.712
	0.901
	0.782
	0.749
	0.926
	ckpt
	log















VideoPose3D (CVPR’2019)




Video Pose Lift + Videopose3d on H36m



VideoPose3D (CVPR'2019)
@inproceedings{pavllo20193d,
title={3d human pose estimation in video with temporal convolutions and semi-supervised training},
author={Pavllo, Dario and Feichtenhofer, Christoph and Grangier, David and Auli, Michael},
booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
pages={7753--7762},
year={2019}
}








Human3.6M (TPAMI'2014)
@article{h36m_pami,
author = {Ionescu, Catalin and Papava, Dragos and Olaru, Vlad and Sminchisescu, Cristian},
title = {Human3.6M: Large Scale Datasets and Predictive Methods for 3D Human Sensing in Natural Environments},
journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
publisher = {IEEE Computer Society},
volume = {36},
number = {7},
pages = {1325-1339},
month = {jul},
year = {2014}
}






Testing results on Human3.6M dataset with ground truth 2D detections, supervised training




	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	ckpt
	log





	VideoPose3D-supervised-27frm
	27
	40.1
	30.1
	ckpt
	log



	VideoPose3D-supervised-81frm
	81
	39.1
	29.3
	ckpt
	log



	VideoPose3D-supervised-243frm
	243
	37.6
	28.3
	ckpt
	log





Testing results on Human3.6M dataset with CPN 2D detections1, supervised training




	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	ckpt
	log





	VideoPose3D-supervised-CPN-1frm
	1
	53.0
	41.3
	ckpt
	log



	VideoPose3D-supervised-CPN-243frm
	243
	47.9
	38.0
	ckpt
	log





Testing results on Human3.6M dataset with ground truth 2D detections, semi-supervised training




	Training Data
	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	N-MPJPE
	ckpt
	log





	10% S1
	VideoPose3D-semi-supervised-27frm
	27
	57.2
	42.4
	54.2
	ckpt
	log





Testing results on Human3.6M dataset with CPN 2D detections1, semi-supervised training




	Training Data
	Arch
	Receptive Field
	MPJPE
	P-MPJPE
	N-MPJPE
	ckpt
	log





	10% S1
	VideoPose3D-semi-supervised-CPN-27frm
	27
	67.3
	50.4
	63.6
	ckpt
	log





1 CPN 2D detections are provided by official repo [https://github.com/facebookresearch/VideoPose3D/blob/master/DATASETS.md]. The reformatted version used in this repository can be downloaded from train_detection [https://download.openmmlab.com/mmpose/body3d/videopose/cpn_ft_h36m_dbb_train.npy] and test_detection [https://download.openmmlab.com/mmpose/body3d/videopose/cpn_ft_h36m_dbb_test.npy].











RTMPose (arXiv’2023)




Rtmpose + Rtmpose on Coco-Wholebody



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	rtmpose-m
	256x192
	0.673
	0.750
	0.615
	0.752
	0.813
	0.871
	0.475
	0.589
	0.582
	0.674
	ckpt
	log



	rtmpose-l
	256x192
	0.695
	0.769
	0.658
	0.785
	0.833
	0.887
	0.519
	0.628
	0.611
	0.700
	ckpt
	log



	rtmpose-l
	384x288
	0.712
	0.781
	0.693
	0.811
	0.882
	0.919
	0.579
	0.677
	0.648
	0.730
	ckpt
	log










Rtmpose + RTMW on Cocktail14



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}







	Cocktail14 denotes model trained on 14 public datasets:


	AI Challenger [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#aic]


	CrowdPose [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#crowdpose]


	MPII [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#mpii]


	sub-JHMDB [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#sub-jhmdb-dataset]


	Halpe [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_wholebody_keypoint.html#halpe]


	PoseTrack18 [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#posetrack18]


	COCO-Wholebody [https://github.com/jin-s13/COCO-WholeBody/]


	UBody [https://github.com/IDEA-Research/OSX]


	Human-Art [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#human-art-dataset]


	WFLW [https://wywu.github.io/projects/LAB/WFLW.html]


	300W [https://ibug.doc.ic.ac.uk/resources/300-W/]


	COFW [http://www.vision.caltech.edu/xpburgos/ICCV13/]


	LaPa [https://github.com/JDAI-CV/lapa-dataset]


	InterHand [https://mks0601.github.io/InterHand2.6M/]








Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	rtmw-m
	256x192
	0.676
	0.747
	0.671
	0.794
	0.783
	0.854
	0.491
	0.604
	0.582
	0.673
	ckpt
	-



	rtmw-l
	256x192
	0.743
	0.807
	0.763
	0.868
	0.834
	0.889
	0.598
	0.701
	0.660
	0.746
	ckpt
	-



	rtmw-x
	256x192
	0.746
	0.808
	0.770
	0.869
	0.844
	0.896
	0.610
	0.710
	0.672
	0.752
	ckpt
	-



	rtmw-l
	384x288
	0.761
	0.824
	0.793
	0.885
	0.884
	0.921
	0.663
	0.752
	0.701
	0.780
	ckpt
	-



	rtmw-x
	384x288
	0.763
	0.826
	0.796
	0.888
	0.884
	0.923
	0.664
	0.755
	0.702
	0.781
	ckpt
	-










Rtmpose + Rtmpose on Crowdpose



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	rtmpose-m
	256x192
	0.706
	0.841
	0.765
	0.799
	0.719
	0.582
	ckpt
	log










Rtmpose + Rtmpose on Coco



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-s
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-m
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-l
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-t-aic-coco
	256x192
	0.685
	0.880
	0.761
	0.738
	0.918
	ckpt
	log



	rtmpose-s-aic-coco
	256x192
	0.722
	0.892
	0.794
	0.772
	0.929
	ckpt
	log



	rtmpose-m-aic-coco
	256x192
	0.758
	0.903
	0.826
	0.806
	0.940
	ckpt
	log



	rtmpose-l-aic-coco
	256x192
	0.765
	0.906
	0.835
	0.813
	0.942
	ckpt
	log



	rtmpose-m-aic-coco
	384x288
	0.770
	0.908
	0.833
	0.816
	0.943
	ckpt
	log



	rtmpose-l-aic-coco
	384x288
	0.773
	0.907
	0.835
	0.819
	0.942
	ckpt
	log










Rtmpose + Rtmpose on Mpii



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean / w. flip
	Mean@0.1
	ckpt
	log





	rtmpose-m
	256x256
	0.907
	0.348
	ckpt
	log










Rtmpose + Rtmpose on Humanart



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.161
	0.283
	0.154
	0.221
	0.373
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.249
	0.395
	0.256
	0.323
	0.485
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.199
	0.328
	0.198
	0.261
	0.418
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.311
	0.462
	0.323
	0.381
	0.540
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.239
	0.372
	0.243
	0.302
	0.455
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.355
	0.503
	0.377
	0.417
	0.568
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.260
	0.393
	0.267
	0.323
	0.472
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.378
	0.521
	0.399
	0.442
	0.584
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.444
	0.725
	0.453
	0.488
	0.750
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.655
	0.872
	0.720
	0.693
	0.890
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.480
	0.739
	0.498
	0.521
	0.763
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.698
	0.893
	0.768
	0.732
	0.903
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.532
	0.765
	0.563
	0.571
	0.789
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.728
	0.895
	0.791
	0.759
	0.906
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.564
	0.789
	0.602
	0.599
	0.808
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.753
	0.905
	0.812
	0.783
	0.915
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.665
	0.875
	0.739
	0.721
	0.916
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.706
	0.888
	0.780
	0.759
	0.928
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.725
	0.892
	0.795
	0.775
	0.929
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.748
	0.901
	0.816
	0.796
	0.938
	ckpt
	log





Results on COCO val2017 with ground-truth bounding box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-humanart-coco
	256x192
	0.679
	0.895
	0.755
	0.710
	0.907
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.725
	0.916
	0.798
	0.753
	0.925
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.744
	0.916
	0.818
	0.770
	0.930
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.770
	0.927
	0.840
	0.794
	0.939
	ckpt
	log










Rtmpose + Rtmpose + Body8-Halpe26 on Body8



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AlphaPose (TPAMI'2022)
@article{alphapose,
  author = {Fang, Hao-Shu and Li, Jiefeng and Tang, Hongyang and Xu, Chao and Zhu, Haoyi and Xiu, Yuliang and Li, Yong-Lu and Lu, Cewu},
  journal = {IEEE Transactions on Pattern Analysis and Machine Intelligence},
  title = {AlphaPose: Whole-Body Regional Multi-Person Pose Estimation and Tracking in Real-Time},
  year = {2022}
}







	* denotes model trained on 7 public datasets:


	AI Challenger [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#aic]


	MS COCO [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#coco]


	CrowdPose [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#crowdpose]


	MPII [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#mpii]


	sub-JHMDB [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#sub-jhmdb-dataset]


	Halpe [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_wholebody_keypoint.html#halpe]


	PoseTrack18 [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#posetrack18]






	Body8 denotes the addition of the OCHuman [https://mmpose.readthedocs.io/en/latest/dataset_zoo/2d_body_keypoint.html#ochuman] dataset, in addition to the 7 datasets mentioned above, for evaluation.







	Config
	Input Size
	PCK@0.1(Body8)
  
    
    
    Backbones
    

    

    

    
 
  

    
      
          
            
  
Backbones







ShufflenetV2 (ECCV’2018)




Topdown Heatmap + Shufflenetv2 on Coco



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv2
	256x192
	0.602
	0.857
	0.672
	0.668
	0.902
	ckpt
	log



	pose_shufflenetv2
	384x288
	0.638
	0.866
	0.707
	0.699
	0.910
	ckpt
	log










Topdown Heatmap + Shufflenetv2 on Mpii



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv2
	256x256
	0.828
	0.205
	ckpt
	log















RSN (ECCV’2020)




Topdown Heatmap + RSN on Coco



RSN (ECCV'2020)
@misc{cai2020learning,
    title={Learning Delicate Local Representations for Multi-Person Pose Estimation},
    author={Yuanhao Cai and Zhicheng Wang and Zhengxiong Luo and Binyi Yin and Angang Du and Haoqian Wang and Xinyu Zhou and Erjin Zhou and Xiangyu Zhang and Jian Sun},
    year={2020},
    eprint={2003.04030},
    archivePrefix={arXiv},
    primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rsn_18
	256x192
	0.704
	0.887
	0.781
	0.773
	0.927
	ckpt
	log



	rsn_50
	256x192
	0.724
	0.894
	0.799
	0.790
	0.935
	ckpt
	log



	2xrsn_50
	256x192
	0.748
	0.900
	0.821
	0.810
	0.939
	ckpt
	log



	3xrsn_50
	256x192
	0.750
	0.900
	0.824
	0.814
	0.941
	ckpt
	log















ResNext (CVPR’2017)




Topdown Heatmap + Resnext on Coco



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnext_50
	256x192
	0.715
	0.897
	0.791
	0.771
	0.935
	ckpt
	log



	pose_resnext_50
	384x288
	0.724
	0.899
	0.794
	0.777
	0.936
	ckpt
	log



	pose_resnext_101
	256x192
	0.726
	0.900
	0.801
	0.781
	0.939
	ckpt
	log



	pose_resnext_101
	384x288
	0.744
	0.903
	0.815
	0.794
	0.939
	ckpt
	log



	pose_resnext_152
	256x192
	0.730
	0.903
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnext_152
	384x288
	0.742
	0.904
	0.810
	0.794
	0.940
	ckpt
	log










Topdown Heatmap + Resnext on Mpii



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnext_152
	256x256
	0.887
	0.294
	ckpt
	log















CPM (CVPR’2016)




Topdown Heatmap + CPM on Coco



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	cpm
	256x192
	0.627
	0.862
	0.709
	0.689
	0.906
	ckpt
	log



	cpm
	384x288
	0.652
	0.865
	0.730
	0.710
	0.907
	ckpt
	log










Topdown Heatmap + CPM on Mpii



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	cpm
	368x368
	0.876
	0.285
	ckpt
	log










Topdown Heatmap + CPM on JHMDB



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	96.1
	91.9
	81.0
	78.9
	96.6
	90.8
	87.3
	89.5
	ckpt
	log



	Sub2
	cpm
	368x368
	98.1
	93.6
	77.1
	70.9
	94.0
	89.1
	84.7
	87.4
	ckpt
	log



	Sub3
	cpm
	368x368
	97.9
	94.9
	87.3
	84.0
	98.6
	94.4
	86.2
	92.4
	ckpt
	log



	Average
	cpm
	368x368
	97.4
	93.5
	81.5
	77.9
	96.4
	91.4
	86.1
	89.8
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	89.0
	63.0
	54.0
	54.9
	68.2
	63.1
	61.2
	66.0
	ckpt
	log



	Sub2
	cpm
	368x368
	90.3
	57.9
	46.8
	44.3
	60.8
	58.2
	62.4
	61.1
	ckpt
	log



	Sub3
	cpm
	368x368
	91.0
	72.6
	59.9
	54.0
	73.2
	68.5
	65.8
	70.3
	ckpt
	log



	Average
	cpm
	368x368
	90.1
	64.5
	53.6
	51.1
	67.4
	63.3
	63.1
	65.7
	-
	-















ResNetV1D (CVPR’2019)




Topdown Heatmap + Resnetv1d on Coco



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnetv1d_50
	256x192
	0.722
	0.897
	0.796
	0.777
	0.936
	ckpt
	log



	pose_resnetv1d_50
	384x288
	0.730
	0.899
	0.800
	0.782
	0.935
	ckpt
	log



	pose_resnetv1d_101
	256x192
	0.732
	0.901
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnetv1d_101
	384x288
	0.748
	0.906
	0.817
	0.798
	0.941
	ckpt
	log



	pose_resnetv1d_152
	256x192
	0.737
	0.904
	0.814
	0.790
	0.940
	ckpt
	log



	pose_resnetv1d_152
	384x288
	0.751
	0.907
	0.821
	0.801
	0.942
	ckpt
	log










Topdown Heatmap + Resnetv1d on Mpii



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnetv1d_50
	256x256
	0.881
	0.290
	ckpt
	log



	pose_resnetv1d_101
	256x256
	0.883
	0.295
	ckpt
	log



	pose_resnetv1d_152
	256x256
	0.888
	0.300
	ckpt
	log















ResNet (CVPR’2016)




Topdown Heatmap + Resnet on Crowdpose



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_resnet_50
	256x192
	0.637
	0.808
	0.692
	0.738
	0.650
	0.506
	ckpt
	log



	pose_resnet_101
	256x192
	0.647
	0.810
	0.703
	0.745
	0.658
	0.521
	ckpt
	log



	pose_resnet_101
	320x256
	0.661
	0.821
	0.714
	0.759
	0.672
	0.534
	ckpt
	log



	pose_resnet_152
	256x192
	0.656
	0.818
	0.712
	0.754
	0.666
	0.533
	ckpt
	log










Integral Regression + Resnet + Debias on Coco



Debias IPR (ICCV'2021)
@inproceedings{gu2021removing,
    title={Removing the Bias of Integral Pose Regression},
    author={Gu, Kerui and Yang, Linlin and Yao, Angela},
    booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
    pages={11067--11076},
    year={2021}
  }








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	debias-ipr_resnet_50
	256x256
	0.675
	0.872
	0.740
	0.765
	0.928
	ckpt
	log










Integral Regression + Resnet + DSNT on Coco



DSNT (2018)
@article{nibali2018numerical,
  title={Numerical Coordinate Regression with Convolutional Neural Networks},
  author={Nibali, Aiden and He, Zhen and Morgan, Stuart and Prendergast, Luke},
  journal={arXiv preprint arXiv:1801.07372},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50_dsnt
	256x256
	0.674
	0.870
	0.744
	0.764
	0.928
	ckpt
	log










Integral Regression + Resnet + Ipr on Coco



IPR (ECCV'2018)
@inproceedings{sun2018integral,
  title={Integral human pose regression},
  author={Sun, Xiao and Xiao, Bin and Wei, Fangyin and Liang, Shuang and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={529--545},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50
	256x256
	0.633
	0.860
	0.703
	0.730
	0.919
	ckpt
	log










Edpose + Edpose on Coco



ED-Pose (ICLR'2023)
@inproceedings{
yang2023explicit,
title={Explicit Box Detection Unifies End-to-End Multi-Person Pose Estimation},
author={Jie Yang and Ailing Zeng and Shilong Liu and Feng Li and Ruimao Zhang and Lei Zhang},
booktitle={International Conference on Learning Representations},
year={2023},
url={https://openreview.net/forum?id=s4WVupnJjmX}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017.




	Arch
	BackBone
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	edpose_res50_coco
	ResNet-50
	0.716
	0.897
	0.783
	0.793
	0.943
	ckpt
	log





The checkpoint is converted from the official repo. The training of EDPose is not supported yet. It will be supported in the future updates.

The above config follows Pure Python style [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/config.html#a-pure-python-style-configuration-file-beta]. Please install mmengine>=0.8.2 to use this config.






Topdown Regression + Resnet on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50
	256x192
	0.541
	0.824
	0.601
	0.649
	0.893
	ckpt
	log



	deeppose_resnet_101
	256x192
	0.562
	0.831
	0.629
	0.670
	0.900
	ckpt
	log



	deeppose_resnet_152
	256x192
	0.584
	0.842
	0.659
	0.688
	0.907
	ckpt
	log










Topdown Regression + Resnet + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50_rle
	256x192
	0.706
	0.888
	0.776
	0.753
	0.924
	ckpt
	log



	deeppose_resnet_50_rle_pretrained
	256x192
	0.719
	0.891
	0.788
	0.764
	0.925
	ckpt
	log



	deeppose_resnet_101_rle
	256x192
	0.722
	0.894
	0.794
	0.768
	0.930
	ckpt
	log



	deeppose_resnet_152_rle
	256x192
	0.731
	0.897
	0.805
	0.777
	0.933
	ckpt
	log



	deeppose_resnet_152_rle
	384x288
	0.749
	0.901
	0.815
	0.793
	0.935
	ckpt
	log










Simcc + Resnet on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_resnet_50
	256x192
	0.721
	0.897
	0.798
	0.781
	0.937
	ckpt
	log



	simcc_resnet_50
	384x288
	0.735
	0.899
	0.800
	0.790
	0.939
	ckpt
	log










Topdown Heatmap + Resnet + Fp16 on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_fp16
	256x192
	0.716
	0.898
	0.798
	0.772
	0.937
	ckpt
	log










Topdown Heatmap + Resnet + Dark on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_dark
	256x192
	0.724
	0.897
	0.797
	0.777
	0.934
	ckpt
	log



	pose_resnet_50_dark
	384x288
	0.735
	0.902
	0.801
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	256x192
	0.733
	0.900
	0.810
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	384x288
	0.749
	0.905
	0.818
	0.799
	0.940
	ckpt
	log



	pose_resnet_152_dark
	256x192
	0.743
	0.906
	0.819
	0.796
	0.943
	ckpt
	log



	pose_resnet_152_dark
	384x288
	0.755
	0.907
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Resnet on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.718
	0.898
	0.796
	0.774
	0.934
	ckpt
	log



	pose_resnet_50
	384x288
	0.731
	0.900
	0.799
	0.782
	0.937
	ckpt
	log



	pose_resnet_101
	256x192
	0.728
	0.904
	0.809
	0.783
	0.942
	ckpt
	log



	pose_resnet_101
	384x288
	0.749
	0.906
	0.817
	0.799
	0.941
	ckpt
	log



	pose_resnet_152
	256x192
	0.736
	0.904
	0.818
	0.791
	0.942
	ckpt
	log



	pose_resnet_152
	384x288
	0.750
	0.908
	0.821
	0.800
	0.942
	ckpt
	log





The following model is equipped with a visibility prediction head and has been trained using COCO and AIC datasets.




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.729
	0.900
	0.807
	0.783
	0.938
	ckpt
	log










Topdown Regression + Resnet + Rle on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50_rle
	256x256
	0.861
	0.277
	ckpt
	log










Topdown Regression + Resnet on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.826
	0.180
	ckpt
	log



	deeppose_resnet_101
	256x256
	0.841
	0.200
	ckpt
	log



	deeppose_resnet_152
	256x256
	0.850
	0.208
	ckpt
	log










Topdown Heatmap + Resnet on Mpii



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnet_50
	256x256
	0.882
	0.286
	ckpt
	log



	pose_resnet_101
	256x256
	0.888
	0.290
	ckpt
	log



	pose_resnet_152
	256x256
	0.889
	0.303
	ckpt
	log










Topdown Heatmap + Resnet on Aic



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_101
	256x192
	0.294
	0.736
	0.172
	0.337
	0.762
	ckpt
	log










Topdown Heatmap + Resnet on JHMDB



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	99.1
	98.0
	93.8
	91.3
	99.4
	96.5
	92.8
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	99.3
	97.1
	90.6
	87.0
	98.9
	96.3
	94.1
	95.0
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	99.0
	97.9
	94.0
	91.6
	99.7
	98.0
	94.7
	96.7
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	99.2
	97.7
	92.8
	90.0
	99.3
	96.9
	93.9
	96.0
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.5
	94.6
	92.0
	99.4
	94.6
	92.5
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	99.3
	97.8
	91.0
	87.0
	99.1
	96.5
	93.8
	95.2
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	98.8
	98.4
	94.3
	92.1
	99.8
	97.5
	93.8
	96.7
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.2
	93.3
	90.4
	99.4
	96.2
	93.4
	96.0
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	93.3
	83.2
	74.4
	72.7
	85.0
	81.2
	78.9
	81.9
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	94.1
	74.9
	64.5
	62.5
	77.9
	71.9
	78.6
	75.5
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	97.0
	82.2
	74.9
	70.7
	84.7
	83.7
	84.2
	82.9
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	94.8
	80.1
	71.3
	68.6
	82.5
	78.9
	80.6
	80.1
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	92.4
	80.6
	73.2
	70.5
	82.3
	75.4
	75.0
	79.2
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	93.4
	73.6
	63.8
	60.5
	75.1
	68.4
	75.5
	73.7
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	96.1
	81.2
	72.6
	67.9
	83.6
	80.9
	81.5
	81.2
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	94.0
	78.5
	69.9
	66.3
	80.3
	74.9
	77.3
	78.0
	-
	-










Topdown Heatmap + Resnet on Posetrack18



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_resnet_50
	256x192
	86.5
	87.7
	82.5
	75.8
	80.1
	78.8
	74.2
	81.2
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.






Topdown Regression + Resnet on Onehand10k



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.990
	0.485
	34.21
	ckpt
	log










Topdown Heatmap + Resnet on Onehand10k



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.989
	0.555
	25.16
	ckpt
	log










Topdown Regression + Resnet on Rhd2d



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.988
	0.865
	3.32
	ckpt
	log










Topdown Heatmap + Resnet on Rhd2d



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet50
	256x256
	0.991
	0.898
	2.32
	ckpt
	log










Topdown Heatmap + Resnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.800
	0.833
	4.64
	ckpt
	log










Topdown Heatmap + Resnet on Freihand2d



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FreiHand (ICCV'2019)
@inproceedings{zimmermann2019freihand,
  title={Freihand: A dataset for markerless capture of hand pose and shape from single rgb images},
  author={Zimmermann, Christian and Ceylan, Duygu and Yang, Jimei and Russell, Bryan and Argus, Max and Brox, Thomas},
  booktitle={Proceedings of the IEEE International Conference on Computer Vision},
  pages={813--822},
  year={2019}
}






Results on FreiHand val & test set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	test
	pose_resnet_50
	224x224
	0.999
	0.868
	3.27
	ckpt
	log










Topdown Heatmap + Resnet on Deepfashion



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DeepFashion (CVPR'2016)
@inproceedings{liuLQWTcvpr16DeepFashion,
 author = {Liu, Ziwei and Luo, Ping and Qiu, Shi and Wang, Xiaogang and Tang, Xiaoou},
 title = {DeepFashion: Powering Robust Clothes Recognition and Retrieval with Rich Annotations},
 booktitle = {Proceedings of IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
 month = {June},
 year = {2016}
}








DeepFashion (ECCV'2016)
@inproceedings{liuYLWTeccv16FashionLandmark,
 author = {Liu, Ziwei and Yan, Sijie and Luo, Ping and Wang, Xiaogang and Tang, Xiaoou},
 title = {Fashion Landmark Detection in the Wild},
 booktitle = {European Conference on Computer Vision (ECCV)},
 month = {October},
 year = {2016}
 }






Results on DeepFashion val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	upper
	pose_resnet_50
	256x192
	95.4
	57.8
	16.8
	ckpt
	log



	lower
	pose_resnet_50
	256x192
	96.5
	74.4
	10.5
	ckpt
	log



	full
	pose_resnet_50
	256x192
	97.7
	66.4
	12.7
	ckpt
	log





Note: Due to the time constraints, we have only trained resnet50 models. We warmly welcome any contributions if you can successfully reproduce the results from the paper!






Topdown Heatmap + Res50 on Deepfashion2



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DeepFashion2 (CVPR'2019)
@article{DeepFashion2,
  author = {Yuying Ge and Ruimao Zhang and Lingyun Wu and Xiaogang Wang and Xiaoou Tang and Ping Luo},
  title={A Versatile Benchmark for Detection, Pose Estimation, Segmentation and Re-Identification of Clothing Images},
  journal={CVPR},
  year={2019}
}






Results on DeepFashion2 val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	short_sleeved_shirt
	pose_resnet_50
	256x192
	0.988
	0.703
	10.2
	ckpt
	log



	long_sleeved_shirt
	pose_resnet_50
	256x192
	0.973
	0.587
	16.6
	ckpt
	log



	short_sleeved_outwear
	pose_resnet_50
	256x192
	0.966
	0.408
	24.0
	ckpt
	log



	long_sleeved_outwear
	pose_resnet_50
	256x192
	0.987
	0.517
	18.1
	ckpt
	log



	vest
	pose_resnet_50
	256x192
	0.981
	0.643
	12.7
	ckpt
	log



	sling
	pose_resnet_50
	256x192
	0.940
	0.557
	21.6
	ckpt
	log



	shorts
	pose_resnet_50
	256x192
	0.975
	0.682
	12.4
	ckpt
	log



	trousers
	pose_resnet_50
	256x192
	0.973
	0.625
	14.8
	ckpt
	log



	skirt
	pose_resnet_50
	256x192
	0.952
	0.653
	16.6
	ckpt
	log



	short_sleeved_dress
	pose_resnet_50
	256x192
	0.980
	0.603
	15.6
	ckpt
	log



	long_sleeved_dress
	pose_resnet_50
	256x192
	0.976
	0.518
	20.1
	ckpt
	log



	vest_dress
	pose_resnet_50
	256x192
	0.980
	0.600
	16.0
	ckpt
	log



	sling_dress
	pose_resnet_50
	256x192
	0.967
	0.544
	19.5
	ckpt
	log










Internet + Internet on Interhand3d



InterNet (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








InterHand2.6M (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}






Results on InterHand2.6M val & test set




	Train Set
	Set
	Arch
	Input Size
	MPJPE-single
	MPJPE-interacting
	MPJPE-all
	MRRPE
	APh
	ckpt
	log





	All
	test(H+M)
	InterNet_resnet_50
	256x256
	9.69
	13.72
	11.86
	29.27
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50
	256x256
	11.30
	15.57
	13.36
	32.15
	0.98
	ckpt
	log



	All
	test(H+M)
	InterNet_resnet_50*
	256x256
	9.47
	13.40
	11.59
	29.28
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50*
	256x256
	11.22
	15.23
	13.16
	31.73
	0.98
	ckpt
	log





Models with * are trained in MMPose 0.x [https://github.com/open-mmlab/mmpose/tree/0.x]. The checkpoints and logs are only for validation.






Topdown Regression + Resnet on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50
	256x256
	4.88
	ckpt
	log










Topdown Regression + Resnet + Softwingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








SoftWingloss (TIP'2021)
@article{lin2021structure,
  title={Structure-Coherent Deep Feature Learning for Robust Face Alignment},
  author={Lin, Chunze and Zhu, Beier and Wang, Quan and Liao, Renjie and Qian, Chen and Lu, Jiwen and Zhou, Jie},
  journal={IEEE Transactions on Image Processing},
  year={2021},
  publisher={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+SoftWingLoss
	256x256
	4.44
	ckpt
	log










Topdown Regression + Resnet + Wingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








Wingloss (CVPR'2018)
@inproceedings{feng2018wing,
  title={Wing Loss for Robust Facial Landmark Localisation with Convolutional Neural Networks},
  author={Feng, Zhen-Hua and Kittler, Josef and Awais, Muhammad and Huber, Patrik and Wu, Xiao-Jun},
  booktitle={Computer Vision and Pattern Recognition (CVPR), 2018 IEEE Conference on},
  year={2018},
  pages ={2235-2245},
  organization={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+WingLoss
	256x256
	4.67
	ckpt
	log










Topdown Heatmap + Resnet + Coco + Wholebody + Face on Coco_wholebody_face



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_res50
	256x256
	0.0582
	ckpt
	log















AlexNet (NeurIPS’2012)




Topdown Heatmap + Alexnet on Coco



AlexNet (NeurIPS'2012)
@inproceedings{krizhevsky2012imagenet,
  title={Imagenet classification with deep convolutional neural networks},
  author={Krizhevsky, Alex and Sutskever, Ilya and Hinton, Geoffrey E},
  booktitle={Advances in neural information processing systems},
  pages={1097--1105},
  year={2012}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_alexnet
	256x192
	0.448
	0.767
	0.461
	0.521
	0.829
	ckpt
	log















ViPNAS (CVPR’2021)
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ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	S-ViPNAS-MobileNetV3_dark
	256x192
	0.632
	0.710
	0.530
	0.660
	0.672
	0.771
	0.404
	0.519
	0.508
	0.607
	ckpt
	log



	S-ViPNAS-Res50_dark
	256x192
	0.650
	0.732
	0.550
	0.686
	0.684
	0.783
	0.437
	0.554
	0.528
	0.632
	ckpt
	log
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ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	S-ViPNAS-MobileNetV3
	256x192
	0.619
	0.700
	0.477
	0.608
	0.585
	0.689
	0.386
	0.505
	0.473
	0.578
	ckpt
	log



	S-ViPNAS-Res50
	256x192
	0.643
	0.726
	0.553
	0.694
	0.587
	0.698
	0.410
	0.529
	0.495
	0.607
	ckpt
	log










Simcc + Vipnas on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_S-ViPNAS-MobileNetV3
	256x192
	0.695
	0.883
	0.772
	0.755
	0.927
	ckpt
	log










Topdown Heatmap + Vipnas on Coco



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	S-ViPNAS-MobileNetV3
	256x192
	0.700
	0.887
	0.783
	0.758
	0.929
	ckpt
	log



	S-ViPNAS-Res50
	256x192
	0.711
	0.894
	0.787
	0.769
	0.934
	ckpt
	log















Swin (ICCV’2021)
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SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Swin (ICCV'2021)
@inproceedings{liu2021swin,
  title={Swin transformer: Hierarchical vision transformer using shifted windows},
  author={Liu, Ze and Lin, Yutong and Cao, Yue and Hu, Han and Wei, Yixuan and Zhang, Zheng and Lin, Stephen and Guo, Baining},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={10012--10022},
  year={2021}
}








FPN (CVPR'2017)
@inproceedings{lin2017feature,
  title={Feature pyramid networks for object detection},
  author={Lin, Tsung-Yi and Doll{\'a}r, Piotr and Girshick, Ross and He, Kaiming and Hariharan, Bharath and Belongie, Serge},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2117--2125},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_swin_t
	256x192
	0.724
	0.901
	0.806
	0.782
	0.940
	ckpt
	log



	pose_swin_b
	256x192
	0.737
	0.904
	0.820
	0.794
	0.942
	ckpt
	log



	pose_swin_b
	384x288
	0.759
	0.910
	0.832
	0.811
	0.946
	ckpt
	log



	pose_swin_l
	256x192
	0.743
	0.906
	0.821
	0.798
	0.943
	ckpt
	log



	pose_swin_l
	384x288
	0.763
	0.912
	0.830
	0.814
	0.949
	ckpt
	log















PVTV2 (CVMJ’2022)
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PVT (ICCV'2021)
@inproceedings{wang2021pyramid,
  title={Pyramid vision transformer: A versatile backbone for dense prediction without convolutions},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={568--578},
  year={2021}
}







PVTV2 (CVMJ'2022)
@article{wang2022pvt,
  title={PVT v2: Improved baselines with Pyramid Vision Transformer},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  journal={Computational Visual Media},
  pages={1--10},
  year={2022},
  publisher={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_pvt-s
	256x192
	0.714
	0.896
	0.794
	0.773
	0.936
	ckpt
	log



	pose_pvtv2-b2
	256x192
	0.737
	0.905
	0.812
	0.791
	0.942
	ckpt
	log















HRFormer (NIPS’2021)
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HRFormer (NIPS'2021)
@article{yuan2021hrformer,
  title={HRFormer: High-Resolution Vision Transformer for Dense Predict},
  author={Yuan, Yuhui and Fu, Rao and Huang, Lang and Lin, Weihong and Zhang, Chao and Chen, Xilin and Wang, Jingdong},
  journal={Advances in Neural Information Processing Systems},
  volume={34},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrformer_small
	256x192
	0.738
	0.904
	0.812
	0.793
	0.941
	ckpt
	log



	pose_hrformer_small
	384x288
	0.757
	0.905
	0.824
	0.807
	0.941
	ckpt
	log



	pose_hrformer_base
	256x192
	0.754
	0.906
	0.827
	0.807
	0.943
	ckpt
	log



	pose_hrformer_base
	384x288
	0.774
	0.909
	0.842
	0.823
	0.945
	ckpt
	log















VGG (ICLR’2015)
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VGG (ICLR'2015)
@article{simonyan2014very,
  title={Very deep convolutional networks for large-scale image recognition},
  author={Simonyan, Karen and Zisserman, Andrew},
  journal={arXiv preprint arXiv:1409.1556},
  year={2014}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	vgg
	256x192
	0.699
	0.890
	0.769
	0.754
	0.927
	ckpt
	log















HRNetv2 (TPAMI’2019)
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.990
	0.571
	23.88
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.990
	0.567
	24.26
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.990
	0.572
	23.96
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.992
	0.902
	2.21
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCKh@0.7
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.992
	0.902
	2.19
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.992
	0.903
	2.18
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.813
	0.840
	4.39
	ckpt
	log
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HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.814
	0.840
	4.37
	ckpt
	log










Topdown Heatmap + Hrnetv2 on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	4.06
	6.97
	3.99
	4.83
	4.58
	3.94
	4.33
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	3.98
	6.98
	3.96
	4.78
	4.56
	3.89
	4.29
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Awing on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AdaptiveWingloss (ICCV'2019)
@inproceedings{wang2019adaptive,
  title={Adaptive wing loss for robust face alignment via heatmap regression},
  author={Wang, Xinyao and Bo, Liefeng and Fuxin, Li},
  booktitle={Proceedings of the IEEE/CVF international conference on computer vision},
  pages={6971--6981},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_awing
	256x256
	4.02
	6.94
	3.97
	4.78
	4.59
	3.87
	4.28
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.0513
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0569
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Cofw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COFW (ICCV'2013)
@inproceedings{burgos2013robust,
  title={Robust face landmark estimation under occlusion},
  author={Burgos-Artizzu, Xavier P and Perona, Pietro and Doll{\'a}r, Piotr},
  booktitle={Proceedings of the IEEE international conference on computer vision},
  pages={1513--1520},
  year={2013}
}






Results on COFW dataset

The model is trained on COFW train.




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	3.48
	ckpt
	log










Topdown Heatmap + Hrnetv2 on 300w



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








300W (IMAVIS'2016)
@article{sagonas2016300,
  title={300 faces in-the-wild challenge: Database and results},
  author={Sagonas, Christos and Antonakos, Epameinondas and Tzimiropoulos, Georgios and Zafeiriou, Stefanos and Pantic, Maja},
  journal={Image and vision computing},
  volume={47},
  pages={3--18},
  year={2016},
  publisher={Elsevier}
}






Results on 300W dataset

The model is trained on 300W train.




	Arch
	Input Size
	NMEcommon
	NMEchallenge
	NMEfull
	NMEtest
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	2.92
	5.64
	3.45
	4.10
	ckpt
	log










Topdown Heatmap + Hrnetv2 on 300wlp



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








300WLP (IEEE'2017)
@article{zhu2017face,
  title={Face alignment in full pose range: A 3d total solution},
  author={Zhu, Xiangyu and Liu, Xiaoming and Lei, Zhen and Li, Stan Z},
  journal={IEEE transactions on pattern analysis and machine intelligence},
  year={2017},
  publisher={IEEE}
}






Results on 300W-LP dataset

The model is trained on 300W-LP train.




	Arch
	Input Size
	NMEfull
	NMEtest
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0413
	0.04125
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Aflw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








AFLW (ICCVW'2011)
@inproceedings{koestinger2011annotated,
  title={Annotated facial landmarks in the wild: A large-scale, real-world database for facial landmark localization},
  author={Koestinger, Martin and Wohlhart, Paul and Roth, Peter M and Bischof, Horst},
  booktitle={2011 IEEE international conference on computer vision workshops (ICCV workshops)},
  pages={2144--2151},
  year={2011},
  organization={IEEE}
}






Results on AFLW dataset

The model is trained on AFLW train and evaluated on AFLW full and frontal.




	Arch
	Input Size
	NMEfull
	NMEfrontal
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	1.35
	1.19
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Aflw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AFLW (ICCVW'2011)
@inproceedings{koestinger2011annotated,
  title={Annotated facial landmarks in the wild: A large-scale, real-world database for facial landmark localization},
  author={Koestinger, Martin and Wohlhart, Paul and Roth, Peter M and Bischof, Horst},
  booktitle={2011 IEEE international conference on computer vision workshops (ICCV workshops)},
  pages={2144--2151},
  year={2011},
  organization={IEEE}
}






Results on AFLW dataset

The model is trained on AFLW train and evaluated on AFLW full and frontal.




	Arch
	Input Size
	NMEfull
	NMEfrontal
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	1.41
	1.27
	ckpt
	log















MobilenetV2 (CVPR’2018)




Topdown Regression + Mobilenetv2 + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_mobilenetv2_rle_pretrained
	256x192
	0.593
	0.836
	0.660
	0.644
	0.877
	ckpt
	log










Simcc + Mobilenetv2 on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_mobilenetv2_wo_deconv
	256x192
	0.620
	0.855
	0.697
	0.678
	0.902
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Coco



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_mobilenetv2
	256x192
	0.648
	0.874
	0.725
	0.709
	0.918
	ckpt
	log



	pose_mobilenetv2
	384x288
	0.677
	0.882
	0.746
	0.734
	0.920
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Mpii



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.854
	0.234
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Onehand10k



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenet_v2
	256x256
	0.986
	0.537
	28.56
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Rhd2d



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenet_v2
	256x256
	0.985
	0.883
	2.79
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Hand on Coco_wholebody_hand



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.795
	0.829
	4.77
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Face on Coco_wholebody_face



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.0611
	ckpt
	log















SEResNet (CVPR’2018)




Topdown Heatmap + Seresnet on Coco



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_seresnet_50
	256x192
	0.729
	0.903
	0.807
	0.784
	0.941
	ckpt
	log



	pose_seresnet_50
	384x288
	0.748
	0.904
	0.819
	0.799
	0.941
	ckpt
	log



	pose_seresnet_101
	256x192
	0.734
	0.905
	0.814
	0.790
	0.941
	ckpt
	log



	pose_seresnet_101
	384x288
	0.754
	0.907
	0.823
	0.805
	0.943
	ckpt
	log



	pose_seresnet_152*
	256x192
	0.730
	0.899
	0.810
	0.787
	0.939
	ckpt
	log



	pose_seresnet_152*
	384x288
	0.753
	0.906
	0.824
	0.806
	0.945
	ckpt
	log





Note that * means without imagenet pre-training.






Topdown Heatmap + Seresnet on Mpii



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_seresnet_50
	256x256
	0.884
	0.292
	ckpt
	log



	pose_seresnet_101
	256x256
	0.884
	0.295
	ckpt
	log



	pose_seresnet_152*
	256x256
	0.884
	0.287
	ckpt
	log





Note that * means without imagenet pre-training.











ShufflenetV1 (CVPR’2018)




Topdown Heatmap + Shufflenetv1 on Coco



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv1
	256x192
	0.587
	0.849
	0.654
	0.654
	0.896
	ckpt
	log



	pose_shufflenetv1
	384x288
	0.626
	0.862
	0.696
	0.687
	0.903
	ckpt
	log










Topdown Heatmap + Shufflenetv1 on Mpii



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv1
	256x256
	0.824
	0.195
	ckpt
	log















HRNet (CVPR’2019)




Topdown Heatmap + Hrnet + Ubody-Coco-Wholebody on Ubody2d



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UBody (CVPR'2023)
@article{lin2023one,
  title={One-Stage 3D Whole-Body Mesh Recovery with Component Aware Transformer},
  author={Lin, Jing and Zeng, Ailing and Wang, Haoqian and Zhang, Lei and Li, Yu},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  year={2023},
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.685
	0.759
	0.564
	0.675
	0.625
	0.705
	0.516
	0.609
	0.549
	0.646
	ckpt
	log










Topdown Heatmap + Hrnet on Coco-Wholebody



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.678
	0.755
	0.543
	0.661
	0.630
	0.708
	0.467
	0.566
	0.536
	0.636
	ckpt
	log



	pose_hrnet_w32
	384x288
	0.700
	0.772
	0.585
	0.691
	0.726
	0.783
	0.515
	0.603
	0.586
	0.673
	ckpt
	log



	pose_hrnet_w48
	256x192
	0.701
	0.776
	0.675
	0.787
	0.656
	0.743
	0.535
	0.639
	0.579
	0.681
	ckpt
	log



	pose_hrnet_w48
	384x288
	0.722
	0.791
	0.696
	0.801
	0.776
	0.834
	0.587
	0.678
	0.632
	0.717
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco-Wholebody



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.693
	0.764
	0.564
	0.674
	0.737
	0.809
	0.503
	0.602
	0.582
	0.671
	ckpt
	log



	pose_hrnet_w48_dark+
	384x288
	0.742
	0.807
	0.707
	0.806
	0.841
	0.892
	0.602
	0.694
	0.661
	0.743
	ckpt
	log





Note: + means the model is first pre-trained on original COCO dataset, and then fine-tuned on COCO-WholeBody dataset. We find this will lead to better performance.






Dekr + Hrnet on Crowdpose



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	HRNet-w32
	512x512
	0.663
	0.857
	0.714
	0.740
	0.671
	0.576
	ckpt
	log



	HRNet-w48
	640x640
	0.679
	0.869
	0.731
	0.753
	0.688
	0.593
	ckpt
	log










Topdown Heatmap + Hrnet on Crowdpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.675
	0.825
	0.729
	0.770
	0.687
	0.553
	ckpt
	log










Dekr + Hrnet on Coco



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.686
	0.868
	0.750
	0.735
	0.898
	ckpt
	log



	HRNet-w48
	640x640
	0.714
	0.883
	0.777
	0.762
	0.915
	ckpt
	log










Topdown Heatmap + Hrnet + Aic on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






MMPose supports training model with combined datasets. coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] and coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] are two examples.


	coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] leverages AIC data with partial keypoints as auxiliary data to train a COCO model


	coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] constructs a combined dataset whose keypoints are the union of COCO and AIC keypoints to train a model that predicts keypoints of both datasets.




Evaluation results on COCO val2017 of models trained with solely COCO dataset and combined dataset as shown below. These models are evaluated with detector having human AP of 56.4 on COCO val2017 dataset.




	Train Set
	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coco
	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	coco-aic-merge
	pose_hrnet_w32
	256x192
	0.756
	0.907
	0.828
	0.809
	0.944
	ckpt
	log



	coco-aic-combine
	pose_hrnet_w32
	256x192
	0.755
	0.904
	0.825
	0.807
	0.942
	ckpt
	log










Topdown Heatmap + Hrnet on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32
	384x288
	0.761
	0.908
	0.826
	0.811
	0.944
	ckpt
	log



	pose_hrnet_w48
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48
	384x288
	0.767
	0.911
	0.832
	0.817
	0.947
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.757
	0.907
	0.825
	0.807
	0.943
	ckpt
	log



	pose_hrnet_w32_dark
	384x288
	0.766
	0.907
	0.829
	0.815
	0.943
	ckpt
	log



	pose_hrnet_w48_dark
	256x192
	0.764
	0.907
	0.831
	0.814
	0.942
	ckpt
	log



	pose_hrnet_w48_dark
	384x288
	0.772
	0.911
	0.833
	0.821
	0.948
	ckpt
	log










Topdown Heatmap + Hrnet + Fp16 on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_fp16
	256x192
	0.749
	0.907
	0.822
	0.802
	0.946
	ckpt
	log










Topdown Heatmap + Hrnet + Augmentation on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Albumentations (Information'2020)
@article{buslaev2020albumentations,
  title={Albumentations: fast and flexible image augmentations},
  author={Buslaev, Alexander and Iglovikov, Vladimir I and Khvedchenya, Eugene and Parinov, Alex and Druzhinin, Mikhail and Kalinin, Alexandr A},
  journal={Information},
  volume={11},
  number={2},
  pages={125},
  year={2020},
  publisher={Multidisciplinary Digital Publishing Institute}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coarsedropout
	256x192
	0.753
	0.908
	0.822
	0.805
	0.944
	ckpt
	log



	gridmask
	256x192
	0.752
	0.906
	0.825
	0.804
	0.943
	ckpt
	log



	photometric
	256x192
	0.754
	0.908
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Hrnet + Udp on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_udp
	256x192
	0.762
	0.907
	0.829
	0.810
	0.942
	ckpt
	log



	pose_hrnet_w32_udp
	384x288
	0.768
	0.909
	0.832
	0.815
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	256x192
	0.768
	0.908
	0.833
	0.817
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	384x288
	0.773
	0.911
	0.836
	0.821
	0.946
	ckpt
	log



	pose_hrnet_w32_udp_regress
	256x192
	0.759
	0.907
	0.827
	0.813
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].






Associative Embedding + Hrnet on Coco



Associative Embedding (NIPS'2017)
@inproceedings{newell2017associative,
  title={Associative embedding: End-to-end learning for joint detection and grouping},
  author={Newell, Alejandro and Huang, Zhiao and Deng, Jia},
  booktitle={Advances in neural information processing systems},
  pages={2277--2287},
  year={2017}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.656
	0.864
	0.719
	0.711
	0.893
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32_dark
	256x256
	0.904
	0.354
	ckpt
	log



	pose_hrnet_w48_dark
	256x256
	0.905
	0.360
	ckpt
	log










Topdown Heatmap + Hrnet on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.900
	0.334
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.901
	0.337
	ckpt
	log










Topdown Heatmap + Hrnet on Exlpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








ExLPose (2023)
@inproceedings{ExLPose_2023_CVPR,
 title={Human Pose Estimation in Extremely Low-Light Conditions},
 author={Sohyun Lee, Jaesung Rim, Boseung Jeong, Geonu Kim, ByungJu Woo, Haechan Lee, Sunghyun Cho, Suha Kwak},
 booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
 year={2023}
}






Results on ExLPose-LLA val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.401
	0.64
	0.40
	0.452
	0.693
	ckpt
	log










Topdown Heatmap + Hrnet on Aic



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.323
	0.761
	0.218
	0.366
	0.789
	ckpt
	log










Topdown Heatmap + Hrnet on Humanart



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.252
	0.397
	0.255
	0.321
	0.485
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.399
	0.545
	0.420
	0.466
	0.613
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.271
	0.413
	0.277
	0.339
	0.499
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.417
	0.553
	0.442
	0.481
	0.617
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.533
	0.771
	0.562
	0.574
	0.792
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.754
	0.906
	0.812
	0.783
	0.916
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.557
	0.782
	0.593
	0.595
	0.804
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.769
	0.906
	0.825
	0.796
	0.919
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.741
	0.902
	0.814
	0.795
	0.941
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.751
	0.905
	0.822
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Hrnet on Posetrack18



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	86.2
	89.0
	84.5
	79.2
	82.3
	82.5
	78.7
	83.4
	ckpt
	log



	pose_hrnet_w32
	384x288
	87.1
	89.0
	85.1
	80.2
	80.6
	82.8
	79.6
	83.7
	ckpt
	log



	pose_hrnet_w48
	256x192
	88.3
	90.2
	86.0
	81.0
	80.7
	83.3
	80.6
	84.6
	ckpt
	log



	pose_hrnet_w48
	384x288
	87.8
	90.0
	86.2
	81.3
	81.0
	83.4
	80.9
	84.6
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.

Results on PoseTrack2018 val with MMDetection [https://github.com/open-mmlab/mmdetection] pre-trained Cascade R-CNN [https://download.openmmlab.com/mmdetection/v2.0/cascade_rcnn/cascade_rcnn_x101_64x4d_fpn_20e_coco/cascade_rcnn_x101_64x4d_fpn_20e_coco_20200509_224357-051557b1.pth] (X-101-64x4d-FPN) human detector




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	78.0
	82.9
	79.5
	73.8
	76.9
	76.6
	70.2
	76.9
	ckpt
	log



	pose_hrnet_w32
	384x288
	79.9
	83.6
	80.4
	74.5
	74.8
	76.1
	70.5
	77.3
	ckpt
	log



	pose_hrnet_w48
	256x192
	80.1
	83.4
	80.6
	74.8
	74.3
	76.8
	70.5
	77.4
	ckpt
	log



	pose_hrnet_w48
	384x288
	80.2
	83.8
	80.9
	75.2
	74.7
	76.7
	71.7
	77.8
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.






Topdown Heatmap + Hrnet on Ap10k



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.722
	0.935
	0.789
	0.557
	0.729
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.728
	0.936
	0.802
	0.577
	0.735
	ckpt
	log










Topdown Heatmap + Hrnet on Animalpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






Results on AnimalPose validation set (1117 instances)




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.740
	0.959
	0.833
	0.780
	0.965
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.738
	0.958
	0.831
	0.778
	0.962
	ckpt
	log










Topdown Heatmap + Hrnet + Animalkingdom on Ak



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AnimalKingdom (CVPR'2022)
@InProceedings{
    Ng_2022_CVPR,
    author    = {Ng, Xun Long and Ong, Kian Eng and Zheng, Qichen and Ni, Yun and Yeo, Si Yong and Liu, Jun},
    title     = {Animal Kingdom: A Large and Diverse Dataset for Animal Behavior Understanding},
    booktitle = {Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
    month     = {June},
    year      = {2022},
    pages     = {19023-19034}
 }






Results on AnimalKingdom validation set




	Arch
	Input Size
	PCK(0.05)
	Official Repo
	Paper
	ckpt
	log





	P1_hrnet_w32
	256x256
	0.6323
	0.6342
	0.6606
	ckpt
	log



	P2_hrnet_w32
	256x256
	0.3741
	0.3726
	0.393
	ckpt
	log



	P3_mammals_hrnet_w32
	256x256
	0.571
	0.5719
	0.6159
	ckpt
	log



	P3_amphibians_hrnet_w32
	256x256
	0.5358
	0.5432
	0.5674
	ckpt
	log



	P3_reptiles_hrnet_w32
	256x256
	0.51
	0.5
	0.5606
	ckpt
	log



	P3_birds_hrnet_w32
	256x256
	0.7671
	0.7636
	0.7735
	ckpt
	log



	P3_fishes_hrnet_w32
	256x256
	0.6406
	0.636
	0.6825
	ckpt
	log










Topdown Heatmap + Hrnet on Deepfashion



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








DeepFashion (CVPR'2016)
@inproceedings{liuLQWTcvpr16DeepFashion,
 author = {Liu, Ziwei and Luo, Ping and Qiu, Shi and Wang, Xiaogang and Tang, Xiaoou},
 title = {DeepFashion: Powering Robust Clothes Recognition and Retrieval with Rich Annotations},
 booktitle = {Proceedings of IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
 month = {June},
 year = {2016}
}








DeepFashion (ECCV'2016)
@inproceedings{liuYLWTeccv16FashionLandmark,
 author = {Liu, Ziwei and Yan, Sijie and Luo, Ping and Wang, Xiaogang and Tang, Xiaoou},
 title = {Fashion Landmark Detection in the Wild},
 booktitle = {European Conference on Computer Vision (ECCV)},
 month = {October},
 year = {2016}
 }






Results on DeepFashion val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	upper
	pose_hrnet_w48_udp
	256x192
	96.1
	60.9
	15.1
	ckpt
	log



	lower
	pose_hrnet_w48_udp
	256x192
	97.8
	76.1
	8.9
	ckpt
	log



	full
	pose_hrnet_w48_udp
	256x192
	98.3
	67.3
	11.7
	ckpt
	log





Note: Due to the time constraints, we have only trained resnet50 models. We warmly welcome any contributions if you can successfully reproduce the results from the paper!











ResNeSt (ArXiv’2020)




Topdown Heatmap + Resnest on Coco



ResNeSt (ArXiv'2020)
@article{zhang2020resnest,
  title={ResNeSt: Split-Attention Networks},
  author={Zhang, Hang and Wu, Chongruo and Zhang, Zhongyue and Zhu, Yi and Zhang, Zhi and Lin, Haibin and Sun, Yue and He, Tong and Muller, Jonas and Manmatha, R. and Li, Mu and Smola, Alexander},
  journal={arXiv preprint arXiv:2004.08955},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnest_50
	256x192
	0.720
	0.899
	0.800
	0.775
	0.939
	ckpt
	log



	pose_resnest_50
	384x288
	0.737
	0.900
	0.811
	0.789
	0.937
	ckpt
	log



	pose_resnest_101
	256x192
	0.725
	0.900
	0.807
	0.781
	0.939
	ckpt
	log



	pose_resnest_101
	384x288
	0.745
	0.905
	0.818
	0.798
	0.942
	ckpt
	log



	pose_resnest_200
	256x192
	0.731
	0.905
	0.812
	0.787
	0.943
	ckpt
	log



	pose_resnest_200
	384x288
	0.753
	0.907
	0.827
	0.805
	0.943
	ckpt
	log



	pose_resnest_269
	256x192
	0.737
	0.907
	0.819
	0.792
	0.943
	ckpt
	log



	pose_resnest_269
	384x288
	0.754
	0.908
	0.828
	0.805
	0.943
	ckpt
	log















PVT (ICCV’2021)
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PVT (ICCV'2021)
@inproceedings{wang2021pyramid,
  title={Pyramid vision transformer: A versatile backbone for dense prediction without convolutions},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={568--578},
  year={2021}
}







PVTV2 (CVMJ'2022)
@article{wang2022pvt,
  title={PVT v2: Improved baselines with Pyramid Vision Transformer},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  journal={Computational Visual Media},
  pages={1--10},
  year={2022},
  publisher={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_pvt-s
	256x192
	0.714
	0.896
	0.794
	0.773
	0.936
	ckpt
	log



	pose_pvtv2-b2
	256x192
	0.737
	0.905
	0.812
	0.791
	0.942
	ckpt
	log















MSPN (ArXiv’2019)
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MSPN (ArXiv'2019)
@article{li2019rethinking,
  title={Rethinking on Multi-Stage Networks for Human Pose Estimation},
  author={Li, Wenbo and Wang, Zhicheng and Yin, Binyi and Peng, Qixiang and Du, Yuming and Xiao, Tianzi and Yu, Gang and Lu, Hongtao and Wei, Yichen and Sun, Jian},
  journal={arXiv preprint arXiv:1901.00148},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	mspn_50
	256x192
	0.723
	0.895
	0.794
	0.788
	0.934
	ckpt
	log



	2xmspn_50
	256x192
	0.754
	0.903
	0.826
	0.816
	0.942
	ckpt
	log



	3xmspn_50
	256x192
	0.758
	0.904
	0.830
	0.821
	0.943
	ckpt
	log



	4xmspn_50
	256x192
	0.765
	0.906
	0.835
	0.826
	0.943
	ckpt
	log















LiteHRNet (CVPR’2021)
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LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	LiteHRNet-18
	256x192
	0.642
	0.867
	0.719
	0.705
	0.911
	ckpt
	log



	LiteHRNet-18
	384x288
	0.676
	0.876
	0.746
	0.735
	0.919
	ckpt
	log



	LiteHRNet-30
	256x192
	0.676
	0.880
	0.756
	0.736
	0.922
	ckpt
	log



	LiteHRNet-30
	384x288
	0.700
	0.883
	0.776
	0.758
	0.926
	ckpt
	log










Topdown Heatmap + Litehrnet on Mpii



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	LiteHRNet-18
	256x256
	0.859
	0.260
	ckpt
	log



	LiteHRNet-30
	256x256
	0.869
	0.271
	ckpt
	log










Topdown Heatmap + Litehrnet + Coco + Wholebody + Hand on Coco_wholebody_hand



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	LiteHRNet-18
	256x256
	0.795
	0.830
	4.77
	ckpt
	log















Hourglass (ECCV’2016)




Topdown Heatmap + Hourglass on Coco



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hourglass_52
	256x256
	0.726
	0.896
	0.799
	0.780
	0.934
	ckpt
	log



	pose_hourglass_52
	384x384
	0.746
	0.900
	0.812
	0.797
	0.939
	ckpt
	log










Topdown Heatmap + Hourglass on Mpii



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hourglass_52
	256x256
	0.889
	0.317
	ckpt
	log



	pose_hourglass_52
	384x384
	0.894
	0.367
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Hand on Coco_wholebody_hand



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hourglass_52
	256x256
	0.804
	0.835
	4.54
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Face on Coco_wholebody_face



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hourglass_52
	256x256
	0.0587
	ckpt
	log















SCNet (CVPR’2020)




Topdown Heatmap + Scnet on Coco



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_scnet_50
	256x192
	0.728
	0.899
	0.807
	0.784
	0.938
	ckpt
	log



	pose_scnet_50
	384x288
	0.751
	0.906
	0.818
	0.802
	0.942
	ckpt
	log



	pose_scnet_101
	256x192
	0.733
	0.902
	0.811
	0.789
	0.940
	ckpt
	log



	pose_scnet_101
	384x288
	0.752
	0.906
	0.823
	0.804
	0.943
	ckpt
	log










Topdown Heatmap + Scnet on Mpii



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_scnet_50
	256x256
	0.888
	0.290
	ckpt
	log



	pose_scnet_101
	256x256
	0.887
	0.293
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_scnet_50
	256x256
	0.803
	0.834
	4.55
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Face on Coco_wholebody_face



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_scnet_50
	256x256
	0.0567
	ckpt
	log
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RLE (ICCV’2021)




Topdown Regression + Mobilenetv2 + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_mobilenetv2_rle_pretrained
	256x192
	0.593
	0.836
	0.660
	0.644
	0.877
	ckpt
	log










Topdown Regression + Resnet + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50_rle
	256x192
	0.706
	0.888
	0.776
	0.753
	0.924
	ckpt
	log



	deeppose_resnet_50_rle_pretrained
	256x192
	0.719
	0.891
	0.788
	0.764
	0.925
	ckpt
	log



	deeppose_resnet_101_rle
	256x192
	0.722
	0.894
	0.794
	0.768
	0.930
	ckpt
	log



	deeppose_resnet_152_rle
	256x192
	0.731
	0.897
	0.805
	0.777
	0.933
	ckpt
	log



	deeppose_resnet_152_rle
	384x288
	0.749
	0.901
	0.815
	0.793
	0.935
	ckpt
	log










Topdown Regression + Resnet + Rle on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50_rle
	256x256
	0.861
	0.277
	ckpt
	log















Wingloss (CVPR’2018)




Topdown Regression + Resnet + Wingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








Wingloss (CVPR'2018)
@inproceedings{feng2018wing,
  title={Wing Loss for Robust Facial Landmark Localisation with Convolutional Neural Networks},
  author={Feng, Zhen-Hua and Kittler, Josef and Awais, Muhammad and Huber, Patrik and Wu, Xiao-Jun},
  booktitle={Computer Vision and Pattern Recognition (CVPR), 2018 IEEE Conference on},
  year={2018},
  pages ={2235-2245},
  organization={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+WingLoss
	256x256
	4.67
	ckpt
	log















FP16 (ArXiv’2017)




Topdown Heatmap + Resnet + Fp16 on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_fp16
	256x192
	0.716
	0.898
	0.798
	0.772
	0.937
	ckpt
	log










Topdown Heatmap + Hrnet + Fp16 on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_fp16
	256x192
	0.749
	0.907
	0.822
	0.802
	0.946
	ckpt
	log















Albumentations (Information’2020)




Topdown Heatmap + Hrnet + Augmentation on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Albumentations (Information'2020)
@article{buslaev2020albumentations,
  title={Albumentations: fast and flexible image augmentations},
  author={Buslaev, Alexander and Iglovikov, Vladimir I and Khvedchenya, Eugene and Parinov, Alex and Druzhinin, Mikhail and Kalinin, Alexandr A},
  journal={Information},
  volume={11},
  number={2},
  pages={125},
  year={2020},
  publisher={Multidisciplinary Digital Publishing Institute}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coarsedropout
	256x192
	0.753
	0.908
	0.822
	0.805
	0.944
	ckpt
	log



	gridmask
	256x192
	0.752
	0.906
	0.825
	0.804
	0.943
	ckpt
	log



	photometric
	256x192
	0.754
	0.908
	0.825
	0.805
	0.943
	ckpt
	log















DarkPose (CVPR’2020)




Topdown Heatmap + Hrnet + Dark on Coco-Wholebody



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.693
	0.764
	0.564
	0.674
	0.737
	0.809
	0.503
	0.602
	0.582
	0.671
	ckpt
	log



	pose_hrnet_w48_dark+
	384x288
	0.742
	0.807
	0.707
	0.806
	0.841
	0.892
	0.602
	0.694
	0.661
	0.743
	ckpt
	log





Note: + means the model is first pre-trained on original COCO dataset, and then fine-tuned on COCO-WholeBody dataset. We find this will lead to better performance.






Topdown Heatmap + Vipnas + Dark on Coco-Wholebody



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	S-ViPNAS-MobileNetV3_dark
	256x192
	0.632
	0.710
	0.530
	0.660
	0.672
	0.771
	0.404
	0.519
	0.508
	0.607
	ckpt
	log



	S-ViPNAS-Res50_dark
	256x192
	0.650
	0.732
	0.550
	0.686
	0.684
	0.783
	0.437
	0.554
	0.528
	0.632
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.757
	0.907
	0.825
	0.807
	0.943
	ckpt
	log



	pose_hrnet_w32_dark
	384x288
	0.766
	0.907
	0.829
	0.815
	0.943
	ckpt
	log



	pose_hrnet_w48_dark
	256x192
	0.764
	0.907
	0.831
	0.814
	0.942
	ckpt
	log



	pose_hrnet_w48_dark
	384x288
	0.772
	0.911
	0.833
	0.821
	0.948
	ckpt
	log










Topdown Heatmap + Resnet + Dark on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_dark
	256x192
	0.724
	0.897
	0.797
	0.777
	0.934
	ckpt
	log



	pose_resnet_50_dark
	384x288
	0.735
	0.902
	0.801
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	256x192
	0.733
	0.900
	0.810
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	384x288
	0.749
	0.905
	0.818
	0.799
	0.940
	ckpt
	log



	pose_resnet_152_dark
	256x192
	0.743
	0.906
	0.819
	0.796
	0.943
	ckpt
	log



	pose_resnet_152_dark
	384x288
	0.755
	0.907
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32_dark
	256x256
	0.904
	0.354
	ckpt
	log



	pose_hrnet_w48_dark
	256x256
	0.905
	0.360
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.990
	0.572
	23.96
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Rhd2d



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.992
	0.903
	2.18
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Hand on Coco_wholebody_hand



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.814
	0.840
	4.37
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	3.98
	6.98
	3.96
	4.78
	4.56
	3.89
	4.29
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.0513
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Aflw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








AFLW (ICCVW'2011)
@inproceedings{koestinger2011annotated,
  title={Annotated facial landmarks in the wild: A large-scale, real-world database for facial landmark localization},
  author={Koestinger, Martin and Wohlhart, Paul and Roth, Peter M and Bischof, Horst},
  booktitle={2011 IEEE international conference on computer vision workshops (ICCV workshops)},
  pages={2144--2151},
  year={2011},
  organization={IEEE}
}






Results on AFLW dataset

The model is trained on AFLW train and evaluated on AFLW full and frontal.




	Arch
	Input Size
	NMEfull
	NMEfrontal
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	1.35
	1.19
	ckpt
	log















FPN (CVPR’2017)




Topdown Heatmap + Swin on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Swin (ICCV'2021)
@inproceedings{liu2021swin,
  title={Swin transformer: Hierarchical vision transformer using shifted windows},
  author={Liu, Ze and Lin, Yutong and Cao, Yue and Hu, Han and Wei, Yixuan and Zhang, Zheng and Lin, Stephen and Guo, Baining},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={10012--10022},
  year={2021}
}








FPN (CVPR'2017)
@inproceedings{lin2017feature,
  title={Feature pyramid networks for object detection},
  author={Lin, Tsung-Yi and Doll{\'a}r, Piotr and Girshick, Ross and He, Kaiming and Hariharan, Bharath and Belongie, Serge},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2117--2125},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_swin_t
	256x192
	0.724
	0.901
	0.806
	0.782
	0.940
	ckpt
	log



	pose_swin_b
	256x192
	0.737
	0.904
	0.820
	0.794
	0.942
	ckpt
	log



	pose_swin_b
	384x288
	0.759
	0.910
	0.832
	0.811
	0.946
	ckpt
	log



	pose_swin_l
	256x192
	0.743
	0.906
	0.821
	0.798
	0.943
	ckpt
	log



	pose_swin_l
	384x288
	0.763
	0.912
	0.830
	0.814
	0.949
	ckpt
	log















SoftWingloss (TIP’2021)




Topdown Regression + Resnet + Softwingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








SoftWingloss (TIP'2021)
@article{lin2021structure,
  title={Structure-Coherent Deep Feature Learning for Robust Face Alignment},
  author={Lin, Chunze and Zhu, Beier and Wang, Quan and Liao, Renjie and Qian, Chen and Lu, Jiwen and Zhou, Jie},
  journal={IEEE Transactions on Image Processing},
  year={2021},
  publisher={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+SoftWingLoss
	256x256
	4.44
	ckpt
	log















AdaptiveWingloss (ICCV’2019)




Topdown Heatmap + Hrnetv2 + Awing on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AdaptiveWingloss (ICCV'2019)
@inproceedings{wang2019adaptive,
  title={Adaptive wing loss for robust face alignment via heatmap regression},
  author={Wang, Xinyao and Bo, Liefeng and Fuxin, Li},
  booktitle={Proceedings of the IEEE/CVF international conference on computer vision},
  pages={6971--6981},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_awing
	256x256
	4.02
	6.94
	3.97
	4.78
	4.59
	3.87
	4.28
	ckpt
	log















UDP (CVPR’2020)




Topdown Heatmap + Cspnext + Udp on Coco-Wholebody



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_cspnext_m_udp
	256x192
	0.687
	0.735
	0.680
	0.763
	0.697
	0.755
	0.460
	0.543
	0.567
	0.641
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Crowdpose



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_cspnext_m
	256x192
	0.662
	0.821
	0.723
	0.759
	0.675
	0.539
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Coco



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_cspnext_t_udp
	256x192
	0.665
	0.874
	0.723
	0.723
	0.917
	ckpt
	log



	pose_cspnext_s_udp
	256x192
	0.697
	0.886
	0.776
	0.753
	0.929
	ckpt
	log



	pose_cspnext_m_udp
	256x192
	0.732
	0.896
	0.806
	0.785
	0.937
	ckpt
	log



	pose_cspnext_l_udp
	256x192
	0.750
	0.904
	0.822
	0.800
	0.941
	ckpt
	log



	pose_cspnext_t_udp_aic_coco
	256x192
	0.655
	0.884
	0.731
	0.689
	0.890
	ckpt
	log



	pose_cspnext_s_udp_aic_coco
	256x192
	0.700
	0.905
	0.783
	0.733
	0.918
	ckpt
	log



	pose_cspnext_m_udp_aic_coco
	256x192
	0.748
	0.925
	0.818
	0.777
	0.933
	ckpt
	log



	pose_cspnext_l_udp_aic_coco
	256x192
	0.772
	0.936
	0.839
	0.799
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].

Flip test and detector is not used in the result of aic-coco training.






Topdown Heatmap + Hrnet + Udp on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_udp
	256x192
	0.762
	0.907
	0.829
	0.810
	0.942
	ckpt
	log



	pose_hrnet_w32_udp
	384x288
	0.768
	0.909
	0.832
	0.815
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	256x192
	0.768
	0.908
	0.833
	0.817
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	384x288
	0.773
	0.911
	0.836
	0.821
	0.946
	ckpt
	log



	pose_hrnet_w32_udp_regress
	256x192
	0.759
	0.907
	0.827
	0.813
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].






Topdown Heatmap + Cspnext + Udp on Mpii



RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.902
	0.303
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Udp on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.990
	0.571
	23.88
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Udp on Rhd2d



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








RHD (ICCV'2017)
@TechReport{zb2017hand,
  author={Christian Zimmermann and Thomas Brox},
  title={Learning to Estimate 3D Hand Pose from Single RGB Images},
  institution={arXiv:1705.01389},
  year={2017},
  note="https://arxiv.org/abs/1705.01389",
  url="https://lmb.informatik.uni-freiburg.de/projects/hand3d/"
}






Results on RHD test set




	Arch
	Input Size
	PCKh@0.7
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.992
	0.902
	2.19
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Ap10k



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








AP-10K (NeurIPS'2021)
@misc{yu2021ap10k,
      title={AP-10K: A Benchmark for Animal Pose Estimation in the Wild},
      author={Hang Yu and Yufei Xu and Jing Zhang and Wei Zhao and Ziyu Guan and Dacheng Tao},
      year={2021},
      eprint={2108.12617},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}






Results on AP-10K validation set




	Arch
	Input Size
	AP
	AP50
	AP75
	APM
	APL
	ckpt
	log





	pose_cspnext_m
	256x256
	0.703
	0.944
	0.776
	0.513
	0.710
	ckpt
	log










Topdown Heatmap + Hrnet on Deepfashion



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








DeepFashion (CVPR'2016)
@inproceedings{liuLQWTcvpr16DeepFashion,
 author = {Liu, Ziwei and Luo, Ping and Qiu, Shi and Wang, Xiaogang and Tang, Xiaoou},
 title = {DeepFashion: Powering Robust Clothes Recognition and Retrieval with Rich Annotations},
 booktitle = {Proceedings of IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
 month = {June},
 year = {2016}
}








DeepFashion (ECCV'2016)
@inproceedings{liuYLWTeccv16FashionLandmark,
 author = {Liu, Ziwei and Yan, Sijie and Luo, Ping and Wang, Xiaogang and Tang, Xiaoou},
 title = {Fashion Landmark Detection in the Wild},
 booktitle = {European Conference on Computer Vision (ECCV)},
 month = {October},
 year = {2016}
 }






Results on DeepFashion val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	upper
	pose_hrnet_w48_udp
	256x192
	96.1
	60.9
	15.1
	ckpt
	log



	lower
	pose_hrnet_w48_udp
	256x192
	97.8
	76.1
	8.9
	ckpt
	log



	full
	pose_hrnet_w48_udp
	256x192
	98.3
	67.3
	11.7
	ckpt
	log





Note: Due to the time constraints, we have only trained resnet50 models. We warmly welcome any contributions if you can successfully reproduce the results from the paper!
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300WLP (IEEE’2017)




Topdown Heatmap + Hrnetv2 on 300wlp



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








300WLP (IEEE'2017)
@article{zhu2017face,
  title={Face alignment in full pose range: A 3d total solution},
  author={Zhu, Xiangyu and Liu, Xiaoming and Lei, Zhen and Li, Stan Z},
  journal={IEEE transactions on pattern analysis and machine intelligence},
  year={2017},
  publisher={IEEE}
}






Results on 300W-LP dataset

The model is trained on 300W-LP train.




	Arch
	Input Size
	NMEfull
	NMEtest
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0413
	0.04125
	ckpt
	log















CrowdPose (CVPR’2019)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Rtmo + Rtmo on Crowdpose



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	RTMO-s
	640x640
	0.673
	0.882
	0.729
	0.737
	0.682
	0.591
	ckpt
	log



	RTMO-m
	640x640
	0.711
	0.897
	0.771
	0.774
	0.719
	0.634
	ckpt
	log



	RTMO-l
	640x640
	0.732
	0.907
	0.793
	0.792
	0.741
	0.653
	ckpt
	log



	RTMO-l*
	640x640
	0.838
	0.947
	0.893
	0.888
	0.847
	0.772
	ckpt
	log





* indicates the model is trained using a combined dataset composed of AI Challenger, COCO, CrowdPose, Halpe, MPII, PoseTrack18 and sub-JHMDB.






Dekr + Hrnet on Crowdpose



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	HRNet-w32
	512x512
	0.663
	0.857
	0.714
	0.740
	0.671
	0.576
	ckpt
	log



	HRNet-w48
	640x640
	0.679
	0.869
	0.731
	0.753
	0.688
	0.593
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Crowdpose



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_cspnext_m
	256x192
	0.662
	0.821
	0.723
	0.759
	0.675
	0.539
	ckpt
	log










Topdown Heatmap + Hrnet on Crowdpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.675
	0.825
	0.729
	0.770
	0.687
	0.553
	ckpt
	log










Topdown Heatmap + Resnet on Crowdpose



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	pose_resnet_50
	256x192
	0.637
	0.808
	0.692
	0.738
	0.650
	0.506
	ckpt
	log



	pose_resnet_101
	256x192
	0.647
	0.810
	0.703
	0.745
	0.658
	0.521
	ckpt
	log



	pose_resnet_101
	320x256
	0.661
	0.821
	0.714
	0.759
	0.672
	0.534
	ckpt
	log



	pose_resnet_152
	256x192
	0.656
	0.818
	0.712
	0.754
	0.666
	0.533
	ckpt
	log










Rtmpose + Rtmpose on Crowdpose



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}






Results on CrowdPose test with YOLOv3 [https://github.com/eriklindernoren/PyTorch-YOLOv3] human detector




	Arch
	Input Size
	AP
	AP50
	AP75
	AP (E)
	AP (M)
	AP (H)
	ckpt
	log





	rtmpose-m
	256x192
	0.706
	0.841
	0.765
	0.799
	0.719
	0.582
	ckpt
	log















AI Challenger (ArXiv’2017)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Topdown Heatmap + Hrnet + Aic on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






MMPose supports training model with combined datasets. coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] and coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] are two examples.


	coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] leverages AIC data with partial keypoints as auxiliary data to train a COCO model


	coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] constructs a combined dataset whose keypoints are the union of COCO and AIC keypoints to train a model that predicts keypoints of both datasets.




Evaluation results on COCO val2017 of models trained with solely COCO dataset and combined dataset as shown below. These models are evaluated with detector having human AP of 56.4 on COCO val2017 dataset.




	Train Set
	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coco
	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	coco-aic-merge
	pose_hrnet_w32
	256x192
	0.756
	0.907
	0.828
	0.809
	0.944
	ckpt
	log



	coco-aic-combine
	pose_hrnet_w32
	256x192
	0.755
	0.904
	0.825
	0.807
	0.942
	ckpt
	log










Topdown Heatmap + Hrnet on Aic



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.323
	0.761
	0.218
	0.366
	0.789
	ckpt
	log










Topdown Heatmap + Resnet on Aic



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






Results on AIC val set with ground-truth bounding boxes




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_101
	256x192
	0.294
	0.736
	0.172
	0.337
	0.762
	ckpt
	log















InterHand2.6M (ECCV’2020)




Internet + Internet on Interhand3d



InterNet (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








InterHand2.6M (ECCV'2020)
@InProceedings{Moon_2020_ECCV_InterHand2.6M,
author = {Moon, Gyeongsik and Yu, Shoou-I and Wen, He and Shiratori, Takaaki and Lee, Kyoung Mu},
title = {InterHand2.6M: A Dataset and Baseline for 3D Interacting Hand Pose Estimation from a Single RGB Image},
booktitle = {European Conference on Computer Vision (ECCV)},
year = {2020}
}






Results on InterHand2.6M val & test set




	Train Set
	Set
	Arch
	Input Size
	MPJPE-single
	MPJPE-interacting
	MPJPE-all
	MRRPE
	APh
	ckpt
	log





	All
	test(H+M)
	InterNet_resnet_50
	256x256
	9.69
	13.72
	11.86
	29.27
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50
	256x256
	11.30
	15.57
	13.36
	32.15
	0.98
	ckpt
	log



	All
	test(H+M)
	InterNet_resnet_50*
	256x256
	9.47
	13.40
	11.59
	29.28
	0.99
	ckpt
	log



	All
	val(M)
	InterNet_resnet_50*
	256x256
	11.22
	15.23
	13.16
	31.73
	0.98
	ckpt
	log





Models with * are trained in MMPose 0.x [https://github.com/open-mmlab/mmpose/tree/0.x]. The checkpoints and logs are only for validation.











Human-Art (CVPR’2023)




Topdown Heatmap + Hrnet on Humanart



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.252
	0.397
	0.255
	0.321
	0.485
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.399
	0.545
	0.420
	0.466
	0.613
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.271
	0.413
	0.277
	0.339
	0.499
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.417
	0.553
	0.442
	0.481
	0.617
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.533
	0.771
	0.562
	0.574
	0.792
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.754
	0.906
	0.812
	0.783
	0.916
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.557
	0.782
	0.593
	0.595
	0.804
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.769
	0.906
	0.825
	0.796
	0.919
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.741
	0.902
	0.814
	0.795
	0.941
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.751
	0.905
	0.822
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Vitpose on Humanart

To utilize ViTPose, you’ll need to have MMPreTrain [https://github.com/open-mmlab/mmpretrain]. To install the required version, run the following command:

mim install 'mmpretrain>=1.0.0'







ViTPose (NeurIPS'2022)
@inproceedings{
  xu2022vitpose,
  title={Vi{TP}ose: Simple Vision Transformer Baselines for Human Pose Estimation},
  author={Yufei Xu and Jing Zhang and Qiming Zhang and Dacheng Tao},
  booktitle={Advances in Neural Information Processing Systems},
  year={2022},
}








COCO-WholeBody (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.228
	0.371
	0.229
	0.298
	0.467
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.381
	0.532
	0.405
	0.448
	0.602
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.270
	0.423
	0.272
	0.340
	0.510
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.410
	0.549
	0.434
	0.475
	0.615
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.342
	0.498
	0.357
	0.413
	0.577
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.459
	0.592
	0.487
	0.525
	0.656
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.377
	0.541
	0.391
	0.447
	0.615
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.468
	0.594
	0.498
	0.534
	0.655
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.507
	0.758
	0.531
	0.551
	0.780
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.738
	0.905
	0.802
	0.768
	0.911
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.555
	0.782
	0.590
	0.599
	0.809
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.759
	0.905
	0.823
	0.790
	0.917
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.637
	0.838
	0.689
	0.677
	0.859
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.789
	0.916
	0.845
	0.819
	0.929
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.665
	0.860
	0.715
	0.701
	0.871
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.800
	0.926
	0.855
	0.828
	0.933
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ViTPose-S-coco
	256x192
	0.739
	0.903
	0.816
	0.792
	0.942
	ckpt
	log



	ViTPose-S-humanart-coco
	256x192
	0.737
	0.902
	0.811
	0.792
	0.942
	ckpt
	log



	ViTPose-B-coco
	256x192
	0.757
	0.905
	0.829
	0.810
	0.946
	ckpt
	log



	ViTPose-B-humanart-coco
	256x192
	0.758
	0.906
	0.829
	0.812
	0.946
	ckpt
	log



	ViTPose-L-coco
	256x192
	0.782
	0.914
	0.850
	0.834
	0.952
	ckpt
	log



	ViTPose-L-humanart-coco
	256x192
	0.782
	0.914
	0.849
	0.835
	0.953
	ckpt
	log



	ViTPose-H-coco
	256x192
	0.788
	0.917
	0.855
	0.839
	0.954
	ckpt
	log



	ViTPose-H-humanart-coco
	256x192
	0.788
	0.914
	0.853
	0.841
	0.956
	ckpt
	log










Rtmpose + Rtmpose on Humanart



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.161
	0.283
	0.154
	0.221
	0.373
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.249
	0.395
	0.256
	0.323
	0.485
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.199
	0.328
	0.198
	0.261
	0.418
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.311
	0.462
	0.323
	0.381
	0.540
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.239
	0.372
	0.243
	0.302
	0.455
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.355
	0.503
	0.377
	0.417
	0.568
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.260
	0.393
	0.267
	0.323
	0.472
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.378
	0.521
	0.399
	0.442
	0.584
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.444
	0.725
	0.453
	0.488
	0.750
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.655
	0.872
	0.720
	0.693
	0.890
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.480
	0.739
	0.498
	0.521
	0.763
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.698
	0.893
	0.768
	0.732
	0.903
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.532
	0.765
	0.563
	0.571
	0.789
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.728
	0.895
	0.791
	0.759
	0.906
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.564
	0.789
	0.602
	0.599
	0.808
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.753
	0.905
	0.812
	0.783
	0.915
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.665
	0.875
	0.739
	0.721
	0.916
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.706
	0.888
	0.780
	0.759
	0.928
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.725
	0.892
	0.795
	0.775
	0.929
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.748
	0.901
	0.816
	0.796
	0.938
	ckpt
	log





Results on COCO val2017 with ground-truth bounding box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-humanart-coco
	256x192
	0.679
	0.895
	0.755
	0.710
	0.907
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.725
	0.916
	0.798
	0.753
	0.925
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.744
	0.916
	0.818
	0.770
	0.930
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.770
	0.927
	0.840
	0.794
	0.939
	ckpt
	log















COFW (ICCV’2013)




Topdown Heatmap + Hrnetv2 on Cofw



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COFW (ICCV'2013)
@inproceedings{burgos2013robust,
  title={Robust face landmark estimation under occlusion},
  author={Burgos-Artizzu, Xavier P and Perona, Pietro and Doll{\'a}r, Piotr},
  booktitle={Proceedings of the IEEE international conference on computer vision},
  pages={1513--1520},
  year={2013}
}






Results on COFW dataset

The model is trained on COFW train.




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	3.48
	ckpt
	log















MPII (CVPR’2014)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Topdown Regression + Resnet + Rle on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50_rle
	256x256
	0.861
	0.277
	ckpt
	log










Topdown Regression + Resnet on Mpii



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.826
	0.180
	ckpt
	log



	deeppose_resnet_101
	256x256
	0.841
	0.200
	ckpt
	log



	deeppose_resnet_152
	256x256
	0.850
	0.208
	ckpt
	log










Topdown Heatmap + Resnext on Mpii



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnext_152
	256x256
	0.887
	0.294
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32_dark
	256x256
	0.904
	0.354
	ckpt
	log



	pose_hrnet_w48_dark
	256x256
	0.905
	0.360
	ckpt
	log










Topdown Heatmap + Resnetv1d on Mpii



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnetv1d_50
	256x256
	0.881
	0.290
	ckpt
	log



	pose_resnetv1d_101
	256x256
	0.883
	0.295
	ckpt
	log



	pose_resnetv1d_152
	256x256
	0.888
	0.300
	ckpt
	log










Topdown Heatmap + Shufflenetv2 on Mpii



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv2
	256x256
	0.828
	0.205
	ckpt
	log










Topdown Heatmap + Scnet on Mpii



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_scnet_50
	256x256
	0.888
	0.290
	ckpt
	log



	pose_scnet_101
	256x256
	0.887
	0.293
	ckpt
	log










Topdown Heatmap + Hrnet on Mpii



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.900
	0.334
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.901
	0.337
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Mpii



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.854
	0.234
	ckpt
	log










Topdown Heatmap + Shufflenetv1 on Mpii



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_shufflenetv1
	256x256
	0.824
	0.195
	ckpt
	log










Topdown Heatmap + CPM on Mpii



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	cpm
	368x368
	0.876
	0.285
	ckpt
	log










Topdown Heatmap + Resnet on Mpii



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_resnet_50
	256x256
	0.882
	0.286
	ckpt
	log



	pose_resnet_101
	256x256
	0.888
	0.290
	ckpt
	log



	pose_resnet_152
	256x256
	0.889
	0.303
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Mpii



RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.902
	0.303
	ckpt
	log










Topdown Heatmap + Seresnet on Mpii



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_seresnet_50
	256x256
	0.884
	0.292
	ckpt
	log



	pose_seresnet_101
	256x256
	0.884
	0.295
	ckpt
	log



	pose_seresnet_152*
	256x256
	0.884
	0.287
	ckpt
	log





Note that * means without imagenet pre-training.






Topdown Heatmap + Litehrnet on Mpii



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	LiteHRNet-18
	256x256
	0.859
	0.260
	ckpt
	log



	LiteHRNet-30
	256x256
	0.869
	0.271
	ckpt
	log










Topdown Heatmap + Hourglass on Mpii



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean
	Mean@0.1
	ckpt
	log





	pose_hourglass_52
	256x256
	0.889
	0.317
	ckpt
	log



	pose_hourglass_52
	384x384
	0.894
	0.367
	ckpt
	log










Rtmpose + Rtmpose on Mpii



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}






Results on MPII val set




	Arch
	Input Size
	Mean / w. flip
	Mean@0.1
	ckpt
	log





	rtmpose-m
	256x256
	0.907
	0.348
	ckpt
	log















Halpe (CVPR’2020)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx















COCO-WholeBody-Face (ECCV’2020)




Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.0513
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Face on Coco_wholebody_face



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.0611
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Face on Coco_wholebody_face



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hourglass_52
	256x256
	0.0587
	ckpt
	log










Topdown Heatmap + Resnet + Coco + Wholebody + Face on Coco_wholebody_face



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_res50
	256x256
	0.0582
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Coco + Wholebody + Face on Coco_wholebody_face



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.0569
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Face on Coco_wholebody_face



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_scnet_50
	256x256
	0.0567
	ckpt
	log










Rtmpose + Rtmpose + Coco + Wholebody + Face on Coco_wholebody_face



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody-Face (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Face val set




	Arch
	Input Size
	NME
	ckpt
	log





	pose_rtmpose_m
	256x256
	0.0466
	ckpt
	log















DeepFashion (CVPR’2016)




Topdown Heatmap + Resnet on Deepfashion



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DeepFashion (CVPR'2016)
@inproceedings{liuLQWTcvpr16DeepFashion,
 author = {Liu, Ziwei and Luo, Ping and Qiu, Shi and Wang, Xiaogang and Tang, Xiaoou},
 title = {DeepFashion: Powering Robust Clothes Recognition and Retrieval with Rich Annotations},
 booktitle = {Proceedings of IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
 month = {June},
 year = {2016}
}








DeepFashion (ECCV'2016)
@inproceedings{liuYLWTeccv16FashionLandmark,
 author = {Liu, Ziwei and Yan, Sijie and Luo, Ping and Wang, Xiaogang and Tang, Xiaoou},
 title = {Fashion Landmark Detection in the Wild},
 booktitle = {European Conference on Computer Vision (ECCV)},
 month = {October},
 year = {2016}
 }






Results on DeepFashion val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	upper
	pose_resnet_50
	256x192
	95.4
	57.8
	16.8
	ckpt
	log



	lower
	pose_resnet_50
	256x192
	96.5
	74.4
	10.5
	ckpt
	log



	full
	pose_resnet_50
	256x192
	97.7
	66.4
	12.7
	ckpt
	log





Note: Due to the time constraints, we have only trained resnet50 models. We warmly welcome any contributions if you can successfully reproduce the results from the paper!






Topdown Heatmap + Hrnet on Deepfashion



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








DeepFashion (CVPR'2016)
@inproceedings{liuLQWTcvpr16DeepFashion,
 author = {Liu, Ziwei and Luo, Ping and Qiu, Shi and Wang, Xiaogang and Tang, Xiaoou},
 title = {DeepFashion: Powering Robust Clothes Recognition and Retrieval with Rich Annotations},
 booktitle = {Proceedings of IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
 month = {June},
 year = {2016}
}








DeepFashion (ECCV'2016)
@inproceedings{liuYLWTeccv16FashionLandmark,
 author = {Liu, Ziwei and Yan, Sijie and Luo, Ping and Wang, Xiaogang and Tang, Xiaoou},
 title = {Fashion Landmark Detection in the Wild},
 booktitle = {European Conference on Computer Vision (ECCV)},
 month = {October},
 year = {2016}
 }






Results on DeepFashion val set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	upper
	pose_hrnet_w48_udp
	256x192
	96.1
	60.9
	15.1
	ckpt
	log



	lower
	pose_hrnet_w48_udp
	256x192
	97.8
	76.1
	8.9
	ckpt
	log



	full
	pose_hrnet_w48_udp
	256x192
	98.3
	67.3
	11.7
	ckpt
	log





Note: Due to the time constraints, we have only trained resnet50 models. We warmly welcome any contributions if you can successfully reproduce the results from the paper!











PoseTrack18 (CVPR’2018)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Topdown Heatmap + Resnet on Posetrack18



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_resnet_50
	256x192
	86.5
	87.7
	82.5
	75.8
	80.1
	78.8
	74.2
	81.2
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.






Topdown Heatmap + Hrnet on Posetrack18



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}






Results on PoseTrack2018 val with ground-truth bounding boxes




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	86.2
	89.0
	84.5
	79.2
	82.3
	82.5
	78.7
	83.4
	ckpt
	log



	pose_hrnet_w32
	384x288
	87.1
	89.0
	85.1
	80.2
	80.6
	82.8
	79.6
	83.7
	ckpt
	log



	pose_hrnet_w48
	256x192
	88.3
	90.2
	86.0
	81.0
	80.7
	83.3
	80.6
	84.6
	ckpt
	log



	pose_hrnet_w48
	384x288
	87.8
	90.0
	86.2
	81.3
	81.0
	83.4
	80.9
	84.6
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.

Results on PoseTrack2018 val with MMDetection [https://github.com/open-mmlab/mmdetection] pre-trained Cascade R-CNN [https://download.openmmlab.com/mmdetection/v2.0/cascade_rcnn/cascade_rcnn_x101_64x4d_fpn_20e_coco/cascade_rcnn_x101_64x4d_fpn_20e_coco_20200509_224357-051557b1.pth] (X-101-64x4d-FPN) human detector




	Arch
	Input Size
	Head
	Shou
	Elb
	Wri
	Hip
	Knee
	Ankl
	Total
	ckpt
	log





	pose_hrnet_w32
	256x192
	78.0
	82.9
	79.5
	73.8
	76.9
	76.6
	70.2
	76.9
	ckpt
	log



	pose_hrnet_w32
	384x288
	79.9
	83.6
	80.4
	74.5
	74.8
	76.1
	70.5
	77.3
	ckpt
	log



	pose_hrnet_w48
	256x192
	80.1
	83.4
	80.6
	74.8
	74.3
	76.8
	70.5
	77.4
	ckpt
	log



	pose_hrnet_w48
	384x288
	80.2
	83.8
	80.9
	75.2
	74.7
	76.7
	71.7
	77.8
	ckpt
	log





The models are first pre-trained on COCO dataset, and then fine-tuned on PoseTrack18.











JHMDB (ICCV’2013)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Topdown Heatmap + Resnet on JHMDB



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	99.1
	98.0
	93.8
	91.3
	99.4
	96.5
	92.8
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	99.3
	97.1
	90.6
	87.0
	98.9
	96.3
	94.1
	95.0
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	99.0
	97.9
	94.0
	91.6
	99.7
	98.0
	94.7
	96.7
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	99.2
	97.7
	92.8
	90.0
	99.3
	96.9
	93.9
	96.0
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.5
	94.6
	92.0
	99.4
	94.6
	92.5
	96.1
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	99.3
	97.8
	91.0
	87.0
	99.1
	96.5
	93.8
	95.2
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	98.8
	98.4
	94.3
	92.1
	99.8
	97.5
	93.8
	96.7
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	99.1
	98.2
	93.3
	90.4
	99.4
	96.2
	93.4
	96.0
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	pose_resnet_50
	256x256
	93.3
	83.2
	74.4
	72.7
	85.0
	81.2
	78.9
	81.9
	ckpt
	log



	Sub2
	pose_resnet_50
	256x256
	94.1
	74.9
	64.5
	62.5
	77.9
	71.9
	78.6
	75.5
	ckpt
	log



	Sub3
	pose_resnet_50
	256x256
	97.0
	82.2
	74.9
	70.7
	84.7
	83.7
	84.2
	82.9
	ckpt
	log



	Average
	pose_resnet_50
	256x256
	94.8
	80.1
	71.3
	68.6
	82.5
	78.9
	80.6
	80.1
	-
	-



	Sub1
	pose_resnet_50 (2 Deconv.)
	256x256
	92.4
	80.6
	73.2
	70.5
	82.3
	75.4
	75.0
	79.2
	ckpt
	log



	Sub2
	pose_resnet_50 (2 Deconv.)
	256x256
	93.4
	73.6
	63.8
	60.5
	75.1
	68.4
	75.5
	73.7
	ckpt
	log



	Sub3
	pose_resnet_50 (2 Deconv.)
	256x256
	96.1
	81.2
	72.6
	67.9
	83.6
	80.9
	81.5
	81.2
	ckpt
	log



	Average
	pose_resnet_50 (2 Deconv.)
	256x256
	94.0
	78.5
	69.9
	66.3
	80.3
	74.9
	77.3
	78.0
	-
	-










Topdown Heatmap + CPM on JHMDB



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}






Results on Sub-JHMDB dataset

The models are pre-trained on MPII dataset only. NO test-time augmentation (multi-scale /rotation testing) is used.


	Normalized by Person Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	96.1
	91.9
	81.0
	78.9
	96.6
	90.8
	87.3
	89.5
	ckpt
	log



	Sub2
	cpm
	368x368
	98.1
	93.6
	77.1
	70.9
	94.0
	89.1
	84.7
	87.4
	ckpt
	log



	Sub3
	cpm
	368x368
	97.9
	94.9
	87.3
	84.0
	98.6
	94.4
	86.2
	92.4
	ckpt
	log



	Average
	cpm
	368x368
	97.4
	93.5
	81.5
	77.9
	96.4
	91.4
	86.1
	89.8
	-
	-






	Normalized by Torso Size







	Split
	Arch
	Input Size
	Head
	Sho
	Elb
	Wri
	Hip
	Knee
	Ank
	Mean
	ckpt
	log





	Sub1
	cpm
	368x368
	89.0
	63.0
	54.0
	54.9
	68.2
	63.1
	61.2
	66.0
	ckpt
	log



	Sub2
	cpm
	368x368
	90.3
	57.9
	46.8
	44.3
	60.8
	58.2
	62.4
	61.1
	ckpt
	log



	Sub3
	cpm
	368x368
	91.0
	72.6
	59.9
	54.0
	73.2
	68.5
	65.8
	70.3
	ckpt
	log



	Average
	cpm
	368x368
	90.1
	64.5
	53.6
	51.1
	67.4
	63.3
	63.1
	65.7
	-
	-















WFLW (CVPR’2018)




Topdown Regression + Resnet on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50
	256x256
	4.88
	ckpt
	log










Topdown Regression + Resnet + Softwingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








SoftWingloss (TIP'2021)
@article{lin2021structure,
  title={Structure-Coherent Deep Feature Learning for Robust Face Alignment},
  author={Lin, Chunze and Zhu, Beier and Wang, Quan and Liao, Renjie and Qian, Chen and Lu, Jiwen and Zhou, Jie},
  journal={IEEE Transactions on Image Processing},
  year={2021},
  publisher={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+SoftWingLoss
	256x256
	4.44
	ckpt
	log










Topdown Regression + Resnet + Wingloss on WFLW



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








Wingloss (CVPR'2018)
@inproceedings{feng2018wing,
  title={Wing Loss for Robust Facial Landmark Localisation with Convolutional Neural Networks},
  author={Feng, Zhen-Hua and Kittler, Josef and Awais, Muhammad and Huber, Patrik and Wu, Xiao-Jun},
  booktitle={Computer Vision and Pattern Recognition (CVPR), 2018 IEEE Conference on},
  year={2018},
  pages ={2235-2245},
  organization={IEEE}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train set.




	Model
	Input Size
	NME
	ckpt
	log





	ResNet-50+WingLoss
	256x256
	4.67
	ckpt
	log










Topdown Heatmap + Hrnetv2 on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	4.06
	6.97
	3.99
	4.83
	4.58
	3.94
	4.33
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	3.98
	6.98
	3.96
	4.78
	4.56
	3.89
	4.29
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Awing on WFLW



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








AdaptiveWingloss (ICCV'2019)
@inproceedings{wang2019adaptive,
  title={Adaptive wing loss for robust face alignment via heatmap regression},
  author={Wang, Xinyao and Bo, Liefeng and Fuxin, Li},
  booktitle={Proceedings of the IEEE/CVF international conference on computer vision},
  pages={6971--6981},
  year={2019}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NMEtest
	NMEpose
	NMEillumination
	NMEocclusion
	NMEblur
	NMEmakeup
	NMEexpression
	ckpt
	log





	pose_hrnetv2_w18_awing
	256x256
	4.02
	6.94
	3.97
	4.78
	4.59
	3.87
	4.28
	ckpt
	log










Rtmpose + Rtmpose on WFLW



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








WFLW (CVPR'2018)
@inproceedings{wu2018look,
  title={Look at boundary: A boundary-aware face alignment algorithm},
  author={Wu, Wayne and Qian, Chen and Yang, Shuo and Wang, Quan and Cai, Yici and Zhou, Qiang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2129--2138},
  year={2018}
}






Results on WFLW dataset

The model is trained on WFLW train.




	Arch
	Input Size
	NME
	ckpt
	log





	pose_rtmpose_m
	256x256
	4.01
	ckpt
	log















Animal-Pose (ICCV’2019)




Topdown Heatmap + Resnet on Animalpose



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






Results on AnimalPose validation set (1117 instances)




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x256
	0.691
	0.947
	0.770
	0.736
	0.955
	ckpt
	log



	pose_resnet_101
	256x256
	0.696
	0.948
	0.774
	0.736
	0.951
	ckpt
	log



	pose_resnet_152
	256x256
	0.704
	0.938
	0.786
	0.748
	0.946
	ckpt
	log










Topdown Heatmap + Hrnet on Animalpose



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Animal-Pose (ICCV'2019)
@InProceedings{Cao_2019_ICCV,
    author = {Cao, Jinkun and Tang, Hongyang and Fang, Hao-Shu and Shen, Xiaoyong and Lu, Cewu and Tai, Yu-Wing},
    title = {Cross-Domain Adaptation for Animal Pose Estimation},
    booktitle = {The IEEE International Conference on Computer Vision (ICCV)},
    month = {October},
    year = {2019}
}






Results on AnimalPose validation set (1117 instances)




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x256
	0.740
	0.959
	0.833
	0.780
	0.965
	ckpt
	log



	pose_hrnet_w48
	256x256
	0.738
	0.958
	0.831
	0.778
	0.962
	ckpt
	log















FreiHand (ICCV’2019)




Topdown Heatmap + Resnet on Freihand2d



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FreiHand (ICCV'2019)
@inproceedings{zimmermann2019freihand,
  title={Freihand: A dataset for markerless capture of hand pose and shape from single rgb images},
  author={Zimmermann, Christian and Ceylan, Duygu and Yang, Jimei and Russell, Bryan and Argus, Max and Brox, Thomas},
  booktitle={Proceedings of the IEEE International Conference on Computer Vision},
  pages={813--822},
  year={2019}
}






Results on FreiHand val & test set




	Set
	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	test
	pose_resnet_50
	224x224
	0.999
	0.868
	3.27
	ckpt
	log















OneHand10K (TCSVT’2019)




Topdown Regression + Resnet on Onehand10k



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	deeppose_resnet_50
	256x256
	0.990
	0.485
	34.21
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Udp on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_udp
	256x256
	0.990
	0.571
	23.88
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Onehand10k



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenet_v2
	256x256
	0.986
	0.537
	28.56
	ckpt
	log










Topdown Heatmap + Hrnetv2 on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.990
	0.567
	24.26
	ckpt
	log










Topdown Heatmap + Resnet on Onehand10k



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.989
	0.555
	25.16
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark on Onehand10k



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








OneHand10K (TCSVT'2019)
@article{wang2018mask,
  title={Mask-pose cascaded cnn for 2d hand pose estimation from single color image},
  author={Wang, Yangang and Peng, Cong and Liu, Yebin},
  journal={IEEE Transactions on Circuits and Systems for Video Technology},
  volume={29},
  number={11},
  pages={3258--3268},
  year={2018},
  publisher={IEEE}
}






Results on OneHand10K val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.990
	0.572
	23.96
	ckpt
	log















UBody (CVPR’2023)




Topdown Heatmap + Hrnet + Ubody-Coco-Wholebody on Ubody2d



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UBody (CVPR'2023)
@article{lin2023one,
  title={One-Stage 3D Whole-Body Mesh Recovery with Component Aware Transformer},
  author={Lin, Jing and Zeng, Ailing and Wang, Haoqian and Zhang, Lei and Li, Yu},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  year={2023},
}






Results on COCO-WholeBody v1.0 val with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	Body AP
	Body AR
	Foot AP
	Foot AR
	Face AP
	Face AR
	Hand AP
	Hand AR
	Whole AP
	Whole AR
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.685
	0.759
	0.564
	0.675
	0.625
	0.705
	0.516
	0.609
	0.549
	0.646
	ckpt
	log















COCO-WholeBody-Hand (ECCV’2020)




Topdown Heatmap + Resnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_resnet_50
	256x256
	0.800
	0.833
	4.64
	ckpt
	log










Topdown Heatmap + Scnet + Coco + Wholebody + Hand on Coco_wholebody_hand



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_scnet_50
	256x256
	0.803
	0.834
	4.55
	ckpt
	log










Topdown Heatmap + Mobilenetv2 + Coco + Wholebody + Hand on Coco_wholebody_hand



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_mobilenetv2
	256x256
	0.795
	0.829
	4.77
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Coco + Wholebody + Hand on Coco_wholebody_hand



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18
	256x256
	0.813
	0.840
	4.39
	ckpt
	log










Topdown Heatmap + Hrnetv2 + Dark + Coco + Wholebody + Hand on Coco_wholebody_hand



HRNetv2 (TPAMI'2019)
@article{WangSCJDZLMTWLX19,
  title={Deep High-Resolution Representation Learning for Visual Recognition},
  author={Jingdong Wang and Ke Sun and Tianheng Cheng and
          Borui Jiang and Chaorui Deng and Yang Zhao and Dong Liu and Yadong Mu and
          Mingkui Tan and Xinggang Wang and Wenyu Liu and Bin Xiao},
  journal={TPAMI},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hrnetv2_w18_dark
	256x256
	0.814
	0.840
	4.37
	ckpt
	log










Topdown Heatmap + Hourglass + Coco + Wholebody + Hand on Coco_wholebody_hand



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	pose_hourglass_52
	256x256
	0.804
	0.835
	4.54
	ckpt
	log










Topdown Heatmap + Litehrnet + Coco + Wholebody + Hand on Coco_wholebody_hand



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	LiteHRNet-18
	256x256
	0.795
	0.830
	4.77
	ckpt
	log










Rtmpose + Rtmpose + Coco + Wholebody + Hand on Coco_wholebody_hand



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO-WholeBody-Hand (ECCV'2020)
@inproceedings{jin2020whole,
  title={Whole-Body Human Pose Estimation in the Wild},
  author={Jin, Sheng and Xu, Lumin and Xu, Jin and Wang, Can and Liu, Wentao and Qian, Chen and Ouyang, Wanli and Luo, Ping},
  booktitle={Proceedings of the European Conference on Computer Vision (ECCV)},
  year={2020}
}






Results on COCO-WholeBody-Hand val set




	Arch
	Input Size
	PCK@0.2
	AUC
	EPE
	ckpt
	log





	rtmpose_m
	256x256
	0.815
	0.837
	4.51
	ckpt
	log















COCO (ECCV’2014)




Rtmo + Rtmo on Body7



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}







COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







CrowdPose (CVPR'2019)
@article{li2018crowdpose,
  title={CrowdPose: Efficient Crowded Scenes Pose Estimation and A New Benchmark},
  author={Li, Jiefeng and Wang, Can and Zhu, Hao and Mao, Yihuan and Fang, Hao-Shu and Lu, Cewu},
  journal={arXiv preprint arXiv:1812.00324},
  year={2018}
}







JHMDB (ICCV'2013)
@inproceedings{Jhuang:ICCV:2013,
  title = {Towards understanding action recognition},
  author = {H. Jhuang and J. Gall and S. Zuffi and C. Schmid and M. J. Black},
  booktitle = {International Conf. on Computer Vision (ICCV)},
  month = Dec,
  pages = {3192-3199},
  year = {2013}
}







MPII (CVPR'2014)
@inproceedings{andriluka14cvpr,
  author = {Mykhaylo Andriluka and Leonid Pishchulin and Peter Gehler and Schiele, Bernt},
  title = {2D Human Pose Estimation: New Benchmark and State of the Art Analysis},
  booktitle = {IEEE Conference on Computer Vision and Pattern Recognition (CVPR)},
  year = {2014},
  month = {June}
}







PoseTrack18 (CVPR'2018)
@inproceedings{andriluka2018posetrack,
  title={Posetrack: A benchmark for human pose estimation and tracking},
  author={Andriluka, Mykhaylo and Iqbal, Umar and Insafutdinov, Eldar and Pishchulin, Leonid and Milan, Anton and Gall, Juergen and Schiele, Bernt},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={5167--5176},
  year={2018}
}







Halpe (CVPR'2020)
@inproceedings{li2020pastanet,
  title={PaStaNet: Toward Human Activity Knowledge Engine},
  author={Li, Yong-Lu and Xu, Liang and Liu, Xinpeng and Huang, Xijie and Xu, Yue and Wang, Shiyi and Fang, Hao-Shu and Ma, Ze and Chen, Mingyang and Lu, Cewu},
  booktitle={CVPR},
  year={2020}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log
	onnx





	RTMO-t
	640x640
	0.574
	0.803
	0.613
	0.611
	0.836
	ckpt
	log
	onnx



	RTMO-s
	640x640
	0.686
	0.879
	0.744
	0.723
	0.908
	ckpt
	log
	onnx



	RTMO-m
	640x640
	0.726
	0.899
	0.790
	0.763
	0.926
	ckpt
	log
	onnx



	RTMO-l
	640x640
	0.748
	0.911
	0.813
	0.786
	0.939
	ckpt
	log
	onnx










Rtmo + Rtmo on Coco



RTMO
@misc{lu2023rtmo,
      title={{RTMO}: Towards High-Performance One-Stage Real-Time Multi-Person Pose Estimation},
      author={Peng Lu and Tao Jiang and Yining Li and Xiangtai Li and Kai Chen and Wenming Yang},
      year={2023},
      eprint={2312.07526},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	RTMO-s
	640x640
	0.677
	0.878
	0.737
	0.715
	0.908
	ckpt
	log



	RTMO-m
	640x640
	0.709
	0.890
	0.778
	0.747
	0.920
	ckpt
	log



	RTMO-l
	640x640
	0.724
	0.899
	0.788
	0.762
	0.927
	ckpt
	log










Integral Regression + Resnet + Debias on Coco



Debias IPR (ICCV'2021)
@inproceedings{gu2021removing,
    title={Removing the Bias of Integral Pose Regression},
    author={Gu, Kerui and Yang, Linlin and Yao, Angela},
    booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
    pages={11067--11076},
    year={2021}
  }








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	debias-ipr_resnet_50
	256x256
	0.675
	0.872
	0.740
	0.765
	0.928
	ckpt
	log










Integral Regression + Resnet + DSNT on Coco



DSNT (2018)
@article{nibali2018numerical,
  title={Numerical Coordinate Regression with Convolutional Neural Networks},
  author={Nibali, Aiden and He, Zhen and Morgan, Stuart and Prendergast, Luke},
  journal={arXiv preprint arXiv:1801.07372},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50_dsnt
	256x256
	0.674
	0.870
	0.744
	0.764
	0.928
	ckpt
	log










Integral Regression + Resnet + Ipr on Coco



IPR (ECCV'2018)
@inproceedings{sun2018integral,
  title={Integral human pose regression},
  author={Sun, Xiao and Xiao, Bin and Wei, Fangyin and Liang, Shuang and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={529--545},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	ipr_resnet_50
	256x256
	0.633
	0.860
	0.703
	0.730
	0.919
	ckpt
	log










Edpose + Edpose on Coco



ED-Pose (ICLR'2023)
@inproceedings{
yang2023explicit,
title={Explicit Box Detection Unifies End-to-End Multi-Person Pose Estimation},
author={Jie Yang and Ailing Zeng and Shilong Liu and Feng Li and Ruimao Zhang and Lei Zhang},
booktitle={International Conference on Learning Representations},
year={2023},
url={https://openreview.net/forum?id=s4WVupnJjmX}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017.




	Arch
	BackBone
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	edpose_res50_coco
	ResNet-50
	0.716
	0.897
	0.783
	0.793
	0.943
	ckpt
	log





The checkpoint is converted from the official repo. The training of EDPose is not supported yet. It will be supported in the future updates.

The above config follows Pure Python style [https://mmengine.readthedocs.io/en/latest/advanced_tutorials/config.html#a-pure-python-style-configuration-file-beta]. Please install mmengine>=0.8.2 to use this config.






Topdown Regression + Mobilenetv2 + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_mobilenetv2_rle_pretrained
	256x192
	0.593
	0.836
	0.660
	0.644
	0.877
	ckpt
	log










Topdown Regression + Resnet on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50
	256x192
	0.541
	0.824
	0.601
	0.649
	0.893
	ckpt
	log



	deeppose_resnet_101
	256x192
	0.562
	0.831
	0.629
	0.670
	0.900
	ckpt
	log



	deeppose_resnet_152
	256x192
	0.584
	0.842
	0.659
	0.688
	0.907
	ckpt
	log










Topdown Regression + Resnet + Rle on Coco



DeepPose (CVPR'2014)
@inproceedings{toshev2014deeppose,
  title={Deeppose: Human pose estimation via deep neural networks},
  author={Toshev, Alexander and Szegedy, Christian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1653--1660},
  year={2014}
}








RLE (ICCV'2021)
@inproceedings{li2021human,
  title={Human pose regression with residual log-likelihood estimation},
  author={Li, Jiefeng and Bian, Siyuan and Zeng, Ailing and Wang, Can and Pang, Bo and Liu, Wentao and Lu, Cewu},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={11025--11034},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	deeppose_resnet_50_rle
	256x192
	0.706
	0.888
	0.776
	0.753
	0.924
	ckpt
	log



	deeppose_resnet_50_rle_pretrained
	256x192
	0.719
	0.891
	0.788
	0.764
	0.925
	ckpt
	log



	deeppose_resnet_101_rle
	256x192
	0.722
	0.894
	0.794
	0.768
	0.930
	ckpt
	log



	deeppose_resnet_152_rle
	256x192
	0.731
	0.897
	0.805
	0.777
	0.933
	ckpt
	log



	deeppose_resnet_152_rle
	384x288
	0.749
	0.901
	0.815
	0.793
	0.935
	ckpt
	log










Dekr + Hrnet on Coco



DEKR (CVPR'2021)
@inproceedings{geng2021bottom,
  title={Bottom-up human pose estimation via disentangled keypoint regression},
  author={Geng, Zigang and Sun, Ke and Xiao, Bin and Zhang, Zhaoxiang and Wang, Jingdong},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={14676--14686},
  year={2021}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.686
	0.868
	0.750
	0.735
	0.898
	ckpt
	log



	HRNet-w48
	640x640
	0.714
	0.883
	0.777
	0.762
	0.915
	ckpt
	log










Yoloxpose + Yoloxpose on Coco



YOLO-Pose (CVPRW'2022)
@inproceedings{maji2022yolo,
  title={Yolo-pose: Enhancing yolo for multi person pose estimation using object keypoint similarity loss},
  author={Maji, Debapriya and Nagori, Soyeb and Mathew, Manu and Poddar, Deepak},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={2637--2646},
  year={2022}
}








YOLOX
@article{ge2021yolox,
  title={Yolox: Exceeding yolo series in 2021},
  author={Ge, Zheng and Liu, Songtao and Wang, Feng and Li, Zeming and Sun, Jian},
  journal={arXiv preprint arXiv:2107.08430},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	yoloxpose_tiny
	416x416
	0.526
	0.793
	0.556
	0.571
	0.833
	ckpt
	log



	yoloxpose_s
	640x640
	0.641
	0.872
	0.702
	0.682
	0.902
	ckpt
	log



	yoloxpose_m
	640x640
	0.695
	0.899
	0.766
	0.733
	0.926
	ckpt
	log



	yoloxpose_l
	640x640
	0.712
	0.901
	0.782
	0.749
	0.926
	ckpt
	log










Simcc + Vipnas on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_S-ViPNAS-MobileNetV3
	256x192
	0.695
	0.883
	0.772
	0.755
	0.927
	ckpt
	log










Simcc + Mobilenetv2 on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_mobilenetv2_wo_deconv
	256x192
	0.620
	0.855
	0.697
	0.678
	0.902
	ckpt
	log










Simcc + Resnet on Coco



SimCC (ECCV'2022)
@misc{https://doi.org/10.48550/arxiv.2107.03332,
  title={SimCC: a Simple Coordinate Classification Perspective for Human Pose Estimation},
  author={Li, Yanjie and Yang, Sen and Liu, Peidong and Zhang, Shoukui and Wang, Yunxiao and Wang, Zhicheng and Yang, Wankou and Xia, Shu-Tao},
  year={2021}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	simcc_resnet_50
	256x192
	0.721
	0.897
	0.798
	0.781
	0.937
	ckpt
	log



	simcc_resnet_50
	384x288
	0.735
	0.899
	0.800
	0.790
	0.939
	ckpt
	log










Topdown Heatmap + Hrnet + Aic on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







AI Challenger (ArXiv'2017)
@article{wu2017ai,
  title={Ai challenger: A large-scale dataset for going deeper in image understanding},
  author={Wu, Jiahong and Zheng, He and Zhao, Bo and Li, Yixin and Yan, Baoming and Liang, Rui and Wang, Wenjia and Zhou, Shipei and Lin, Guosen and Fu, Yanwei and others},
  journal={arXiv preprint arXiv:1711.06475},
  year={2017}
}






MMPose supports training model with combined datasets. coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] and coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] are two examples.


	coco-aic-merge [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-merge.py] leverages AIC data with partial keypoints as auxiliary data to train a COCO model


	coco-aic-combine [https://github.com/open-mmlab/mmpose/tree/dev-1.x/configs/body_2d_keypoint/topdown_heatmap/coco/td-hm_hrnet-w32_8xb64-210e_coco-aic-256x192-combine.py] constructs a combined dataset whose keypoints are the union of COCO and AIC keypoints to train a model that predicts keypoints of both datasets.




Evaluation results on COCO val2017 of models trained with solely COCO dataset and combined dataset as shown below. These models are evaluated with detector having human AP of 56.4 on COCO val2017 dataset.




	Train Set
	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coco
	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	coco-aic-merge
	pose_hrnet_w32
	256x192
	0.756
	0.907
	0.828
	0.809
	0.944
	ckpt
	log



	coco-aic-combine
	pose_hrnet_w32
	256x192
	0.755
	0.904
	0.825
	0.807
	0.942
	ckpt
	log










Topdown Heatmap + Hourglass on Coco



Hourglass (ECCV'2016)
@inproceedings{newell2016stacked,
  title={Stacked hourglass networks for human pose estimation},
  author={Newell, Alejandro and Yang, Kaiyu and Deng, Jia},
  booktitle={European conference on computer vision},
  pages={483--499},
  year={2016},
  organization={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hourglass_52
	256x256
	0.726
	0.896
	0.799
	0.780
	0.934
	ckpt
	log



	pose_hourglass_52
	384x384
	0.746
	0.900
	0.812
	0.797
	0.939
	ckpt
	log










Topdown Heatmap + Hrformer on Coco



HRFormer (NIPS'2021)
@article{yuan2021hrformer,
  title={HRFormer: High-Resolution Vision Transformer for Dense Predict},
  author={Yuan, Yuhui and Fu, Rao and Huang, Lang and Lin, Weihong and Zhang, Chao and Chen, Xilin and Wang, Jingdong},
  journal={Advances in Neural Information Processing Systems},
  volume={34},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrformer_small
	256x192
	0.738
	0.904
	0.812
	0.793
	0.941
	ckpt
	log



	pose_hrformer_small
	384x288
	0.757
	0.905
	0.824
	0.807
	0.941
	ckpt
	log



	pose_hrformer_base
	256x192
	0.754
	0.906
	0.827
	0.807
	0.943
	ckpt
	log



	pose_hrformer_base
	384x288
	0.774
	0.909
	0.842
	0.823
	0.945
	ckpt
	log










Topdown Heatmap + Hrnet on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32
	384x288
	0.761
	0.908
	0.826
	0.811
	0.944
	ckpt
	log



	pose_hrnet_w48
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48
	384x288
	0.767
	0.911
	0.832
	0.817
	0.947
	ckpt
	log










Topdown Heatmap + Vipnas on Coco



ViPNAS (CVPR'2021)
@article{xu2021vipnas,
  title={ViPNAS: Efficient Video Pose Estimation via Neural Architecture Search},
  author={Xu, Lumin and Guan, Yingda and Jin, Sheng and Liu, Wentao and Qian, Chen and Luo, Ping and Ouyang, Wanli and Wang, Xiaogang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	S-ViPNAS-MobileNetV3
	256x192
	0.700
	0.887
	0.783
	0.758
	0.929
	ckpt
	log



	S-ViPNAS-Res50
	256x192
	0.711
	0.894
	0.787
	0.769
	0.934
	ckpt
	log










Topdown Heatmap + Resnext on Coco



ResNext (CVPR'2017)
@inproceedings{xie2017aggregated,
  title={Aggregated residual transformations for deep neural networks},
  author={Xie, Saining and Girshick, Ross and Doll{\'a}r, Piotr and Tu, Zhuowen and He, Kaiming},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={1492--1500},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnext_50
	256x192
	0.715
	0.897
	0.791
	0.771
	0.935
	ckpt
	log



	pose_resnext_50
	384x288
	0.724
	0.899
	0.794
	0.777
	0.936
	ckpt
	log



	pose_resnext_101
	256x192
	0.726
	0.900
	0.801
	0.781
	0.939
	ckpt
	log



	pose_resnext_101
	384x288
	0.744
	0.903
	0.815
	0.794
	0.939
	ckpt
	log



	pose_resnext_152
	256x192
	0.730
	0.903
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnext_152
	384x288
	0.742
	0.904
	0.810
	0.794
	0.940
	ckpt
	log










Topdown Heatmap + CPM on Coco



CPM (CVPR'2016)
@inproceedings{wei2016convolutional,
  title={Convolutional pose machines},
  author={Wei, Shih-En and Ramakrishna, Varun and Kanade, Takeo and Sheikh, Yaser},
  booktitle={Proceedings of the IEEE conference on Computer Vision and Pattern Recognition},
  pages={4724--4732},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	cpm
	256x192
	0.627
	0.862
	0.709
	0.689
	0.906
	ckpt
	log



	cpm
	384x288
	0.652
	0.865
	0.730
	0.710
	0.907
	ckpt
	log










Topdown Heatmap + Shufflenetv2 on Coco



ShufflenetV2 (ECCV'2018)
@inproceedings{ma2018shufflenet,
  title={Shufflenet v2: Practical guidelines for efficient cnn architecture design},
  author={Ma, Ningning and Zhang, Xiangyu and Zheng, Hai-Tao and Sun, Jian},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={116--131},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv2
	256x192
	0.602
	0.857
	0.672
	0.668
	0.902
	ckpt
	log



	pose_shufflenetv2
	384x288
	0.638
	0.866
	0.707
	0.699
	0.910
	ckpt
	log










Topdown Heatmap + RSN on Coco



RSN (ECCV'2020)
@misc{cai2020learning,
    title={Learning Delicate Local Representations for Multi-Person Pose Estimation},
    author={Yuanhao Cai and Zhicheng Wang and Zhengxiong Luo and Binyi Yin and Angang Du and Haoqian Wang and Xinyu Zhou and Erjin Zhou and Xiangyu Zhang and Jian Sun},
    year={2020},
    eprint={2003.04030},
    archivePrefix={arXiv},
    primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rsn_18
	256x192
	0.704
	0.887
	0.781
	0.773
	0.927
	ckpt
	log



	rsn_50
	256x192
	0.724
	0.894
	0.799
	0.790
	0.935
	ckpt
	log



	2xrsn_50
	256x192
	0.748
	0.900
	0.821
	0.810
	0.939
	ckpt
	log



	3xrsn_50
	256x192
	0.750
	0.900
	0.824
	0.814
	0.941
	ckpt
	log










Topdown Heatmap + Hrnet + Dark on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_dark
	256x192
	0.757
	0.907
	0.825
	0.807
	0.943
	ckpt
	log



	pose_hrnet_w32_dark
	384x288
	0.766
	0.907
	0.829
	0.815
	0.943
	ckpt
	log



	pose_hrnet_w48_dark
	256x192
	0.764
	0.907
	0.831
	0.814
	0.942
	ckpt
	log



	pose_hrnet_w48_dark
	384x288
	0.772
	0.911
	0.833
	0.821
	0.948
	ckpt
	log










Topdown Heatmap + Resnet + Fp16 on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_fp16
	256x192
	0.716
	0.898
	0.798
	0.772
	0.937
	ckpt
	log










Topdown Heatmap + Resnetv1d on Coco



ResNetV1D (CVPR'2019)
@inproceedings{he2019bag,
  title={Bag of tricks for image classification with convolutional neural networks},
  author={He, Tong and Zhang, Zhi and Zhang, Hang and Zhang, Zhongyue and Xie, Junyuan and Li, Mu},
  booktitle={Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition},
  pages={558--567},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnetv1d_50
	256x192
	0.722
	0.897
	0.796
	0.777
	0.936
	ckpt
	log



	pose_resnetv1d_50
	384x288
	0.730
	0.899
	0.800
	0.782
	0.935
	ckpt
	log



	pose_resnetv1d_101
	256x192
	0.732
	0.901
	0.808
	0.785
	0.940
	ckpt
	log



	pose_resnetv1d_101
	384x288
	0.748
	0.906
	0.817
	0.798
	0.941
	ckpt
	log



	pose_resnetv1d_152
	256x192
	0.737
	0.904
	0.814
	0.790
	0.940
	ckpt
	log



	pose_resnetv1d_152
	384x288
	0.751
	0.907
	0.821
	0.801
	0.942
	ckpt
	log










Topdown Heatmap + Alexnet on Coco



AlexNet (NeurIPS'2012)
@inproceedings{krizhevsky2012imagenet,
  title={Imagenet classification with deep convolutional neural networks},
  author={Krizhevsky, Alex and Sutskever, Ilya and Hinton, Geoffrey E},
  booktitle={Advances in neural information processing systems},
  pages={1097--1105},
  year={2012}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_alexnet
	256x192
	0.448
	0.767
	0.461
	0.521
	0.829
	ckpt
	log










Topdown Heatmap + Seresnet on Coco



SEResNet (CVPR'2018)
@inproceedings{hu2018squeeze,
  title={Squeeze-and-excitation networks},
  author={Hu, Jie and Shen, Li and Sun, Gang},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={7132--7141},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_seresnet_50
	256x192
	0.729
	0.903
	0.807
	0.784
	0.941
	ckpt
	log



	pose_seresnet_50
	384x288
	0.748
	0.904
	0.819
	0.799
	0.941
	ckpt
	log



	pose_seresnet_101
	256x192
	0.734
	0.905
	0.814
	0.790
	0.941
	ckpt
	log



	pose_seresnet_101
	384x288
	0.754
	0.907
	0.823
	0.805
	0.943
	ckpt
	log



	pose_seresnet_152*
	256x192
	0.730
	0.899
	0.810
	0.787
	0.939
	ckpt
	log



	pose_seresnet_152*
	384x288
	0.753
	0.906
	0.824
	0.806
	0.945
	ckpt
	log





Note that * means without imagenet pre-training.






Topdown Heatmap + Hrnet + Fp16 on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








FP16 (ArXiv'2017)
@article{micikevicius2017mixed,
  title={Mixed precision training},
  author={Micikevicius, Paulius and Narang, Sharan and Alben, Jonah and Diamos, Gregory and Elsen, Erich and Garcia, David and Ginsburg, Boris and Houston, Michael and Kuchaiev, Oleksii and Venkatesh, Ganesh and others},
  journal={arXiv preprint arXiv:1710.03740},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_fp16
	256x192
	0.749
	0.907
	0.822
	0.802
	0.946
	ckpt
	log










Topdown Heatmap + Shufflenetv1 on Coco



ShufflenetV1 (CVPR'2018)
@inproceedings{zhang2018shufflenet,
  title={Shufflenet: An extremely efficient convolutional neural network for mobile devices},
  author={Zhang, Xiangyu and Zhou, Xinyu and Lin, Mengxiao and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={6848--6856},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_shufflenetv1
	256x192
	0.587
	0.849
	0.654
	0.654
	0.896
	ckpt
	log



	pose_shufflenetv1
	384x288
	0.626
	0.862
	0.696
	0.687
	0.903
	ckpt
	log










Topdown Heatmap + Swin on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








Swin (ICCV'2021)
@inproceedings{liu2021swin,
  title={Swin transformer: Hierarchical vision transformer using shifted windows},
  author={Liu, Ze and Lin, Yutong and Cao, Yue and Hu, Han and Wei, Yixuan and Zhang, Zheng and Lin, Stephen and Guo, Baining},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={10012--10022},
  year={2021}
}








FPN (CVPR'2017)
@inproceedings{lin2017feature,
  title={Feature pyramid networks for object detection},
  author={Lin, Tsung-Yi and Doll{\'a}r, Piotr and Girshick, Ross and He, Kaiming and Hariharan, Bharath and Belongie, Serge},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={2117--2125},
  year={2017}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_swin_t
	256x192
	0.724
	0.901
	0.806
	0.782
	0.940
	ckpt
	log



	pose_swin_b
	256x192
	0.737
	0.904
	0.820
	0.794
	0.942
	ckpt
	log



	pose_swin_b
	384x288
	0.759
	0.910
	0.832
	0.811
	0.946
	ckpt
	log



	pose_swin_l
	256x192
	0.743
	0.906
	0.821
	0.798
	0.943
	ckpt
	log



	pose_swin_l
	384x288
	0.763
	0.912
	0.830
	0.814
	0.949
	ckpt
	log










Topdown Heatmap + Cspnext + Udp on Coco



RTMDet (ArXiv 2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_cspnext_t_udp
	256x192
	0.665
	0.874
	0.723
	0.723
	0.917
	ckpt
	log



	pose_cspnext_s_udp
	256x192
	0.697
	0.886
	0.776
	0.753
	0.929
	ckpt
	log



	pose_cspnext_m_udp
	256x192
	0.732
	0.896
	0.806
	0.785
	0.937
	ckpt
	log



	pose_cspnext_l_udp
	256x192
	0.750
	0.904
	0.822
	0.800
	0.941
	ckpt
	log



	pose_cspnext_t_udp_aic_coco
	256x192
	0.655
	0.884
	0.731
	0.689
	0.890
	ckpt
	log



	pose_cspnext_s_udp_aic_coco
	256x192
	0.700
	0.905
	0.783
	0.733
	0.918
	ckpt
	log



	pose_cspnext_m_udp_aic_coco
	256x192
	0.748
	0.925
	0.818
	0.777
	0.933
	ckpt
	log



	pose_cspnext_l_udp_aic_coco
	256x192
	0.772
	0.936
	0.839
	0.799
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].

Flip test and detector is not used in the result of aic-coco training.






Topdown Heatmap + MSPN on Coco



MSPN (ArXiv'2019)
@article{li2019rethinking,
  title={Rethinking on Multi-Stage Networks for Human Pose Estimation},
  author={Li, Wenbo and Wang, Zhicheng and Yin, Binyi and Peng, Qixiang and Du, Yuming and Xiao, Tianzi and Yu, Gang and Lu, Hongtao and Wei, Yichen and Sun, Jian},
  journal={arXiv preprint arXiv:1901.00148},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	mspn_50
	256x192
	0.723
	0.895
	0.794
	0.788
	0.934
	ckpt
	log



	2xmspn_50
	256x192
	0.754
	0.903
	0.826
	0.816
	0.942
	ckpt
	log



	3xmspn_50
	256x192
	0.758
	0.904
	0.830
	0.821
	0.943
	ckpt
	log



	4xmspn_50
	256x192
	0.765
	0.906
	0.835
	0.826
	0.943
	ckpt
	log










Topdown Heatmap + Resnest on Coco



ResNeSt (ArXiv'2020)
@article{zhang2020resnest,
  title={ResNeSt: Split-Attention Networks},
  author={Zhang, Hang and Wu, Chongruo and Zhang, Zhongyue and Zhu, Yi and Zhang, Zhi and Lin, Haibin and Sun, Yue and He, Tong and Muller, Jonas and Manmatha, R. and Li, Mu and Smola, Alexander},
  journal={arXiv preprint arXiv:2004.08955},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnest_50
	256x192
	0.720
	0.899
	0.800
	0.775
	0.939
	ckpt
	log



	pose_resnest_50
	384x288
	0.737
	0.900
	0.811
	0.789
	0.937
	ckpt
	log



	pose_resnest_101
	256x192
	0.725
	0.900
	0.807
	0.781
	0.939
	ckpt
	log



	pose_resnest_101
	384x288
	0.745
	0.905
	0.818
	0.798
	0.942
	ckpt
	log



	pose_resnest_200
	256x192
	0.731
	0.905
	0.812
	0.787
	0.943
	ckpt
	log



	pose_resnest_200
	384x288
	0.753
	0.907
	0.827
	0.805
	0.943
	ckpt
	log



	pose_resnest_269
	256x192
	0.737
	0.907
	0.819
	0.792
	0.943
	ckpt
	log



	pose_resnest_269
	384x288
	0.754
	0.908
	0.828
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Hrnet + Augmentation on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








Albumentations (Information'2020)
@article{buslaev2020albumentations,
  title={Albumentations: fast and flexible image augmentations},
  author={Buslaev, Alexander and Iglovikov, Vladimir I and Khvedchenya, Eugene and Parinov, Alex and Druzhinin, Mikhail and Kalinin, Alexandr A},
  journal={Information},
  volume={11},
  number={2},
  pages={125},
  year={2020},
  publisher={Multidisciplinary Digital Publishing Institute}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	coarsedropout
	256x192
	0.753
	0.908
	0.822
	0.805
	0.944
	ckpt
	log



	gridmask
	256x192
	0.752
	0.906
	0.825
	0.804
	0.943
	ckpt
	log



	photometric
	256x192
	0.754
	0.908
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Scnet on Coco



SCNet (CVPR'2020)
@inproceedings{liu2020improving,
  title={Improving Convolutional Networks with Self-Calibrated Convolutions},
  author={Liu, Jiang-Jiang and Hou, Qibin and Cheng, Ming-Ming and Wang, Changhu and Feng, Jiashi},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={10096--10105},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_scnet_50
	256x192
	0.728
	0.899
	0.807
	0.784
	0.938
	ckpt
	log



	pose_scnet_50
	384x288
	0.751
	0.906
	0.818
	0.802
	0.942
	ckpt
	log



	pose_scnet_101
	256x192
	0.733
	0.902
	0.811
	0.789
	0.940
	ckpt
	log



	pose_scnet_101
	384x288
	0.752
	0.906
	0.823
	0.804
	0.943
	ckpt
	log










Topdown Heatmap + Mobilenetv2 on Coco



MobilenetV2 (CVPR'2018)
@inproceedings{sandler2018mobilenetv2,
  title={Mobilenetv2: Inverted residuals and linear bottlenecks},
  author={Sandler, Mark and Howard, Andrew and Zhu, Menglong and Zhmoginov, Andrey and Chen, Liang-Chieh},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={4510--4520},
  year={2018}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_mobilenetv2
	256x192
	0.648
	0.874
	0.725
	0.709
	0.918
	ckpt
	log



	pose_mobilenetv2
	384x288
	0.677
	0.882
	0.746
	0.734
	0.920
	ckpt
	log










Topdown Heatmap + VGG on Coco



VGG (ICLR'2015)
@article{simonyan2014very,
  title={Very deep convolutional networks for large-scale image recognition},
  author={Simonyan, Karen and Zisserman, Andrew},
  journal={arXiv preprint arXiv:1409.1556},
  year={2014}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	vgg
	256x192
	0.699
	0.890
	0.769
	0.754
	0.927
	ckpt
	log










Topdown Heatmap + Resnet + Dark on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








DarkPose (CVPR'2020)
@inproceedings{zhang2020distribution,
  title={Distribution-aware coordinate representation for human pose estimation},
  author={Zhang, Feng and Zhu, Xiatian and Dai, Hanbin and Ye, Mao and Zhu, Ce},
  booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition},
  pages={7093--7102},
  year={2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50_dark
	256x192
	0.724
	0.897
	0.797
	0.777
	0.934
	ckpt
	log



	pose_resnet_50_dark
	384x288
	0.735
	0.902
	0.801
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	256x192
	0.733
	0.900
	0.810
	0.786
	0.938
	ckpt
	log



	pose_resnet_101_dark
	384x288
	0.749
	0.905
	0.818
	0.799
	0.940
	ckpt
	log



	pose_resnet_152_dark
	256x192
	0.743
	0.906
	0.819
	0.796
	0.943
	ckpt
	log



	pose_resnet_152_dark
	384x288
	0.755
	0.907
	0.825
	0.805
	0.943
	ckpt
	log










Topdown Heatmap + Litehrnet on Coco



LiteHRNet (CVPR'2021)
@inproceedings{Yulitehrnet21,
  title={Lite-HRNet: A Lightweight High-Resolution Network},
  author={Yu, Changqian and Xiao, Bin and Gao, Changxin and Yuan, Lu and Zhang, Lei and Sang, Nong and Wang, Jingdong},
  booktitle={CVPR},
  year={2021}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	LiteHRNet-18
	256x192
	0.642
	0.867
	0.719
	0.705
	0.911
	ckpt
	log



	LiteHRNet-18
	384x288
	0.676
	0.876
	0.746
	0.735
	0.919
	ckpt
	log



	LiteHRNet-30
	256x192
	0.676
	0.880
	0.756
	0.736
	0.922
	ckpt
	log



	LiteHRNet-30
	384x288
	0.700
	0.883
	0.776
	0.758
	0.926
	ckpt
	log










Topdown Heatmap + Resnet on Coco



SimpleBaseline2D (ECCV'2018)
@inproceedings{xiao2018simple,
  title={Simple baselines for human pose estimation and tracking},
  author={Xiao, Bin and Wu, Haiping and Wei, Yichen},
  booktitle={Proceedings of the European conference on computer vision (ECCV)},
  pages={466--481},
  year={2018}
}








ResNet (CVPR'2016)
@inproceedings{he2016deep,
  title={Deep residual learning for image recognition},
  author={He, Kaiming and Zhang, Xiangyu and Ren, Shaoqing and Sun, Jian},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={770--778},
  year={2016}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.718
	0.898
	0.796
	0.774
	0.934
	ckpt
	log



	pose_resnet_50
	384x288
	0.731
	0.900
	0.799
	0.782
	0.937
	ckpt
	log



	pose_resnet_101
	256x192
	0.728
	0.904
	0.809
	0.783
	0.942
	ckpt
	log



	pose_resnet_101
	384x288
	0.749
	0.906
	0.817
	0.799
	0.941
	ckpt
	log



	pose_resnet_152
	256x192
	0.736
	0.904
	0.818
	0.791
	0.942
	ckpt
	log



	pose_resnet_152
	384x288
	0.750
	0.908
	0.821
	0.800
	0.942
	ckpt
	log





The following model is equipped with a visibility prediction head and has been trained using COCO and AIC datasets.




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_resnet_50
	256x192
	0.729
	0.900
	0.807
	0.783
	0.938
	ckpt
	log










Topdown Heatmap + Hrnet + Udp on Coco



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








UDP (CVPR'2020)
@InProceedings{Huang_2020_CVPR,
  author = {Huang, Junjie and Zhu, Zheng and Guo, Feng and Huang, Guan},
  title = {The Devil Is in the Details: Delving Into Unbiased Data Processing for Human Pose Estimation},
  booktitle = {The IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
  month = {June},
  year = {2020}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32_udp
	256x192
	0.762
	0.907
	0.829
	0.810
	0.942
	ckpt
	log



	pose_hrnet_w32_udp
	384x288
	0.768
	0.909
	0.832
	0.815
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	256x192
	0.768
	0.908
	0.833
	0.817
	0.945
	ckpt
	log



	pose_hrnet_w48_udp
	384x288
	0.773
	0.911
	0.836
	0.821
	0.946
	ckpt
	log



	pose_hrnet_w32_udp_regress
	256x192
	0.759
	0.907
	0.827
	0.813
	0.943
	ckpt
	log





Note that, UDP also adopts the unbiased encoding/decoding algorithm of DARK [https://mmpose.readthedocs.io/en/latest/model_zoo_papers/techniques.html#darkpose-cvpr-2020].






Topdown Heatmap + PVT on Coco



PVT (ICCV'2021)
@inproceedings{wang2021pyramid,
  title={Pyramid vision transformer: A versatile backbone for dense prediction without convolutions},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  booktitle={Proceedings of the IEEE/CVF International Conference on Computer Vision},
  pages={568--578},
  year={2021}
}







PVTV2 (CVMJ'2022)
@article{wang2022pvt,
  title={PVT v2: Improved baselines with Pyramid Vision Transformer},
  author={Wang, Wenhai and Xie, Enze and Li, Xiang and Fan, Deng-Ping and Song, Kaitao and Liang, Ding and Lu, Tong and Luo, Ping and Shao, Ling},
  journal={Computational Visual Media},
  pages={1--10},
  year={2022},
  publisher={Springer}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_pvt-s
	256x192
	0.714
	0.896
	0.794
	0.773
	0.936
	ckpt
	log



	pose_pvtv2-b2
	256x192
	0.737
	0.905
	0.812
	0.791
	0.942
	ckpt
	log










Cid + Hrnet on Coco



CID (CVPR'2022)
@InProceedings{Wang_2022_CVPR,
    author    = {Wang, Dongkai and Zhang, Shiliang},
    title     = {Contextual Instance Decoupling for Robust Multi-Person Pose Estimation},
    booktitle = {Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR)},
    month     = {June},
    year      = {2022},
    pages     = {11060-11068}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	CID
	512x512
	0.704
	0.894
	0.775
	0.753
	0.928
	ckpt
	log



	CID
	512x512
	0.715
	0.900
	0.782
	0.765
	0.935
	ckpt
	log










Rtmpose + Rtmpose on Coco



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-s
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-m
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-l
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-t-aic-coco
	256x192
	0.685
	0.880
	0.761
	0.738
	0.918
	ckpt
	log



	rtmpose-s-aic-coco
	256x192
	0.722
	0.892
	0.794
	0.772
	0.929
	ckpt
	log



	rtmpose-m-aic-coco
	256x192
	0.758
	0.903
	0.826
	0.806
	0.940
	ckpt
	log



	rtmpose-l-aic-coco
	256x192
	0.765
	0.906
	0.835
	0.813
	0.942
	ckpt
	log



	rtmpose-m-aic-coco
	384x288
	0.770
	0.908
	0.833
	0.816
	0.943
	ckpt
	log



	rtmpose-l-aic-coco
	384x288
	0.773
	0.907
	0.835
	0.819
	0.942
	ckpt
	log










Associative Embedding + Hrnet on Coco



Associative Embedding (NIPS'2017)
@inproceedings{newell2017associative,
  title={Associative embedding: End-to-end learning for joint detection and grouping},
  author={Newell, Alejandro and Huang, Zhiao and Deng, Jia},
  booktitle={Advances in neural information processing systems},
  pages={2277--2287},
  year={2017}
}








HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}






Results on COCO val2017 without multi-scale test




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	HRNet-w32
	512x512
	0.656
	0.864
	0.719
	0.711
	0.893
	ckpt
	log










Topdown Heatmap + Hrnet on Humanart



HRNet (CVPR'2019)
@inproceedings{sun2019deep,
  title={Deep high-resolution representation learning for human pose estimation},
  author={Sun, Ke and Xiao, Bin and Liu, Dong and Wang, Jingdong},
  booktitle={Proceedings of the IEEE conference on computer vision and pattern recognition},
  pages={5693--5703},
  year={2019}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.252
	0.397
	0.255
	0.321
	0.485
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.399
	0.545
	0.420
	0.466
	0.613
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.271
	0.413
	0.277
	0.339
	0.499
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.417
	0.553
	0.442
	0.481
	0.617
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.533
	0.771
	0.562
	0.574
	0.792
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.754
	0.906
	0.812
	0.783
	0.916
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.557
	0.782
	0.593
	0.595
	0.804
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.769
	0.906
	0.825
	0.796
	0.919
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset


With classic decoder







	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	pose_hrnet_w32-coco
	256x192
	0.749
	0.906
	0.821
	0.804
	0.945
	ckpt
	log



	pose_hrnet_w32-humanart-coco
	256x192
	0.741
	0.902
	0.814
	0.795
	0.941
	ckpt
	log



	pose_hrnet_w48-coco
	256x192
	0.756
	0.908
	0.826
	0.809
	0.945
	ckpt
	log



	pose_hrnet_w48-humanart-coco
	256x192
	0.751
	0.905
	0.822
	0.805
	0.943
	ckpt
	log










Rtmpose + Rtmpose on Humanart



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and Doll{\'a}r, Piotr and Zitnick, C Lawrence},
  booktitle={European conference on computer vision},
  pages={740--755},
  year={2014},
  organization={Springer}
}







Human-Art (CVPR'2023)
@inproceedings{ju2023humanart,
    title={Human-Art: A Versatile Human-Centric Dataset Bridging Natural and Artificial Scenes},
    author={Ju, Xuan and Zeng, Ailing and Jianan, Wang and Qiang, Xu and Lei, Zhang},
    booktitle={Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR),
    year={2023}}






Results on Human-Art validation dataset with detector having human AP of 56.2 on Human-Art validation dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.161
	0.283
	0.154
	0.221
	0.373
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.249
	0.395
	0.256
	0.323
	0.485
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.199
	0.328
	0.198
	0.261
	0.418
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.311
	0.462
	0.323
	0.381
	0.540
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.239
	0.372
	0.243
	0.302
	0.455
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.355
	0.503
	0.377
	0.417
	0.568
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.260
	0.393
	0.267
	0.323
	0.472
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.378
	0.521
	0.399
	0.442
	0.584
	ckpt
	log





Results on Human-Art validation dataset with ground-truth bounding-box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.444
	0.725
	0.453
	0.488
	0.750
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.655
	0.872
	0.720
	0.693
	0.890
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.480
	0.739
	0.498
	0.521
	0.763
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.698
	0.893
	0.768
	0.732
	0.903
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.532
	0.765
	0.563
	0.571
	0.789
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.728
	0.895
	0.791
	0.759
	0.906
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.564
	0.789
	0.602
	0.599
	0.808
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.753
	0.905
	0.812
	0.783
	0.915
	ckpt
	log





Results on COCO val2017 with detector having human AP of 56.4 on COCO val2017 dataset




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-coco
	256x192
	0.682
	0.883
	0.759
	0.736
	0.920
	ckpt
	log



	rtmpose-t-humanart-coco
	256x192
	0.665
	0.875
	0.739
	0.721
	0.916
	ckpt
	log



	rtmpose-s-coco
	256x192
	0.716
	0.892
	0.789
	0.768
	0.929
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.706
	0.888
	0.780
	0.759
	0.928
	ckpt
	log



	rtmpose-m-coco
	256x192
	0.746
	0.899
	0.817
	0.795
	0.935
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.725
	0.892
	0.795
	0.775
	0.929
	ckpt
	log



	rtmpose-l-coco
	256x192
	0.758
	0.906
	0.826
	0.806
	0.942
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.748
	0.901
	0.816
	0.796
	0.938
	ckpt
	log





Results on COCO val2017 with ground-truth bounding box




	Arch
	Input Size
	AP
	AP50
	AP75
	AR
	AR50
	ckpt
	log





	rtmpose-t-humanart-coco
	256x192
	0.679
	0.895
	0.755
	0.710
	0.907
	ckpt
	log



	rtmpose-s-humanart-coco
	256x192
	0.725
	0.916
	0.798
	0.753
	0.925
	ckpt
	log



	rtmpose-m-humanart-coco
	256x192
	0.744
	0.916
	0.818
	0.770
	0.930
	ckpt
	log



	rtmpose-l-humanart-coco
	256x192
	0.770
	0.927
	0.840
	0.794
	0.939
	ckpt
	log










Rtmpose + Rtmpose + Body8-Coco on Body8



RTMPose (arXiv'2023)
@misc{https://doi.org/10.48550/arxiv.2303.07399,
  doi = {10.48550/ARXIV.2303.07399},
  url = {https://arxiv.org/abs/2303.07399},
  author = {Jiang, Tao and Lu, Peng and Zhang, Li and Ma, Ningsheng and Han, Rui and Lyu, Chengqi and Li, Yining and Chen, Kai},
  keywords = {Computer Vision and Pattern Recognition (cs.CV), FOS: Computer and information sciences, FOS: Computer and information sciences},
  title = {RTMPose: Real-Time Multi-Person Pose Estimation based on MMPose},
  publisher = {arXiv},
  year = {2023},
  copyright = {Creative Commons Attribution 4.0 International}
}








RTMDet (arXiv'2022)
@misc{lyu2022rtmdet,
      title={RTMDet: An Empirical Study of Designing Real-Time Object Detectors},
      author={Chengqi Lyu and Wenwei Zhang and Haian Huang and Yue Zhou and Yudong Wang and Yanyi Liu and Shilong Zhang and Kai Chen},
      year={2022},
      eprint={2212.07784},
      archivePrefix={arXiv},
      primaryClass={cs.CV}
}








COCO (ECCV'2014)
@inproceedings{lin2014microsoft,
  title={Microsoft coco: Common objects in context},
  author={Lin, Tsung-Yi and Maire, Michael and Belongie, Serge and Hays, James and Perona, Pietro and Ramanan, Deva and